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Abstract

External libraries are widely used to expedite software development, but like
any software component, they are updated over time, introducing new features
and deprecating or removing old ones. When a library introduces breaking
changes, all its clients must be updated to avoid disruptions. This update,
when it introduces a breaking change, is defined as a Breaking Dependency
Update. Repairing such breakages is challenging and time-consuming because
the error originates in the dependency, while the fix must be applied to the
client codebase. Automatic Program Repair (APR) is a research area focused
on developing techniques to repair code failures without human intervention.
With the advent of Large Language Models (LLMs), learning-based APR
techniques have significantly improved in software repair tasks. However,
their effectiveness on Breaking Dependency Updates remains unexplored.
This thesis aims to investigate the efficacy of an LLM-based APR approach
to Breaking Dependency Updates and to examine the impact of different
components on the model’s performance and efficiency. The focus is on the
API differences between the old and new versions of the dependency and
a set of error-type specific repair strategies. Experiments conducted on a
subset of BUMP, a new benchmark for Breaking Dependency Updates, with a
strong focus on build failures, demonstrate that a naive approach to these client
breakages is insufficient. Additional context from the dependency changes is
necessary. Furthermore, error-type specific repair strategies are essential to
repair some blocking failures that prevent the tool from completely repairing
the projects. Finally, our research found that GPT-4, Gemini, and Llama
exhibit similar efficacy levels but differ significantly in cost-efficiency, with
GPT-4 having the highest cost per repaired failure among the tested models,
almost 30 times higher than Gemini.

Keywords

Breaking Dependency Updates, Automatic Program Repair, Large Language
Models, Software Engineering
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Sammanfattning

Externa bibliotek anvinds i stor utstrickning for att padskynda mjukvaruut-
veckling, men precis som alla mjukvarukomponenter uppdateras de over tid,
nya funktioner introduceras och gamla kan foraldras eller tas bort helt. Nar ett
bibliotek introducerar fordndringar som bryter bakétkompatibilitet, maste alla
dess klienter uppdateras for att undvika storningar. Denna uppdatering, nir den
introducerar en brytande forindring, kallas en brytande beroendeuppdatering.
Att reparera sddana fel dr utmanande och tidskravande eftersom felet uppstér i
beroendet, medan 16sningen maste tillimpas pad klientkodbasen. Automatisk
programreparation (APR) idr ett forskningsomrdde som fokuserar pd att
utveckla tekniker for att reparera kodfel utan méansklig intervention. Med
tillkomsten av stora sprikmodeller (LLM) har inldrningsbaserade APR-
tekniker avsevirt forbittrats inom mjukvarureparation. Deras effektivitet vid
brytande beroendeuppdateringar dr dock dnnu outforskad. Denna avhandling
syftar till att undersoka effektiviteten hos en LLM-baserad APR-ansats
for brytande beroendeuppdateringar och att undersoka paverkan av olika
komponenter pd modellens prestanda och effektivitet. Fokus ligger pa
API-skillnader mellan den gamla och nya versionen av beroendet och en
uppsittning feltypsspecifika reparationsstrategier. Experiment utforda pa ett
delméngd av BUMP, ett nytt riktmérke for brytande beroendeuppdateringar,
med starkt fokus pa byggfel, visar att en naiv ansats till dessa klientbrott dr
otillracklig. Ytterligare kontext frdn beroendeftrindringarna dr nodvindig.
Dessutom ir feltypsspecifika reparationsstrategier nodvéndiga for att reparera
vissa blockerande fel som hindrar verktyget frén att fullstindigt reparera
projekten. Slutligen fann var forskning att GPT-4, Gemini och Llama uppvisar
liknande effektivitetsnivaer men skiljer sig avsevirt i kostnadseffektivitet, diar
GPT-4 har den hogsta kostnaden per reparerat fel bland de testade modellerna.

Nyckelord

Brytande uppdateringar av beroenden, automatisk programreparation, stora
sprakmodeller, mjukvaruutveckling
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Chapter 1

Introduction

1.1 Context and Motivation

In software engineering, it is common practice to integrate external libraries
into the codebase to expedite the development process [1,2]. These libraries
are updated over time, necessitating updates to client code to avoid disruptions
due to breaking changes [3]. When such events occur, we encounter a Breaking
Dependency Update [4,5].

Despite the implementation of different versioning systems, such as semantic
versioning (semver) [6], to prevent unwanted breakages, they remain prevalent
[7], making new solutions desirable. Automatic Program Repair (APR) is
an area of study aimed at finding ways to fix bugs and errors without human
intervention [8,9]. The main goal is to enable developers to focus on features
rather than bug-fixing.

While APR is expanding and many tools have been developed [10], Breaking
Dependency Updates represent a new category of failures distinct from
standard failures typically considered in APR benchmarks. A recently
published paper [5] introduced a new, self-contained benchmark dataset
focused on Breaking Dependency Updates, BUMP. It is made of a set of
Docker image tuples, one for the pre-breakage version of the client and one for
the breaking update, and it allows, for the first time, to easily evaluate repair
processes for this new type of breakage.

Also, given the recent surge in attention toward Large Language Models
(LLMs) for Automatic Program Repair [11], and their ability to tackle new
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tasks with good performance even without fine-tuning, their application to
APR for Breaking Dependency Updates presents a new, interesting, and
unexplored research area in software engineering [10].

In this thesis, the performance of multiple LLM-based APR tools is evaluated
against the BUMP benchmark, considering the number of projects fully
repaired, the number of overall failures repaired, and the efficiency of the repair
process. Two additional components of the system are also evaluated: an
additional context source from the API Diffs of the library, extracted from the
changes in the new version w.r.t. the old one, and a set of diversified strategies,
embedded as a set of specific prompts and tailored repair flows for each failure

type.

1.2 Research Questions

This thesis aims to evaluate the applicability of APR methodologies to
the problem of automatically repairing Breaking Dependency Updates.
Unfortunately, at the time of writing, no APR tools for this type of failure are
publicly available or described in any published work, highlighting the need
for a baseline for two reasons: to understand the raw performance and starting
point of a simple, potential solution, and to gain insights on how to improve
its performance and efficiency.

The first research question of this project is focused in this direction and
concerns evaluating a naive LLM-based approach to APR for Breaking
Dependency Updates.

* RQI: What is the efficacy of a naive LLM-based repair baseline for
Breaking Dependency Updates?

Typically, APR benchmarks include failures centered around a specific
function, requiring LLMs to use only a limited context to resolve them
correctly. Conversely, when a dependency update leads to a client failure,
the necessary context might be distributed across multiple locations, ranging
from cross-dependencies to API changes over time.

The second research question aims to investigate the impact of additional
context, extracted from the new library version (also known as API Diffs),
on the performance of the pipelines.
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* RQ2: What is the impact of API Diffs context on the efficacy of LLM
based APR for Breaking Dependency Updates?

Some failure types may also necessitate special strategies for correct
resolution. For instance, import errors can lead to additional failures related to
the usages of the imported items within the same file. Specific knowledge from
a software engineer can be incorporated into the process by defining specific
strategies based on the type of failure the model is attempting to repair.

The third research question focuses on evaluating the impact of such
specialized strategies on the pipeline’s performance and is articulated as
follows:

* RQ3: What is the impact of following error-type specific strategies on
the efficacy of LLLM based APR for Breaking Dependency Updates?

Finally, the choice of the Large Language Model for use in the repair pipeline
could be a crucial factor for the successful application of LLM-based APR
on Breaking Dependency Updates. Our final research question addresses the
performance comparison of different LLMs:

* RQ4: How is the effectiveness of OpenAl’s GPT4 model compared to
Google’s Gemini in APR for Breaking Dependency Updates?

To summarize, this thesis is focused around these research questions:

* RQI: What is the efficacy of a naive LLM-based repair baseline for
Breaking Dependency Updates?

* RQ2: What is the impact of API Diffs context on the efficacy of LLM
based APR for Breaking Dependency Updates?

* RQ3: What is the impact of following error-type specific strategies on
the efficacy of LLM based APR for Breaking Dependency Updates?

* RQ4: How is the effectiveness of OpenAl’s GPT4 model compared to
Google’s Gemini in APR for Breaking Dependency Updates?

1.3 Contributions

Due to the limited amount of research and tools for Breaking Dependency
Updates, the main contributions of this thesis are all in the area of the baseline
definition:
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* We’ve implemented DARTS, an LLM based APR tool for Breaking
Dependency Updates that can run in 6 different configurations based
on the desired amount of context and an error-type specific set of repair
strategies.

* We’ve implemented a set of scripts to setup and run the benchmark,
extract the source code of the projects and the .jar files of the
dependency.

* We have compared the performance and efficiency of 4 different Large
Language Models, two of which open-source.

* We have published all the scripts, analysis, code and tools designed and
coded for our experiments in a GitHub repository (at https://gith
ub.com/chains—-project/bumper).

1.4 Outline

In the Background Chapter, we introduce the concepts of Breaking
Dependency Updates and Automatic Program Repair, focusing on recent
research findings and methodologies. We provide additional motivation
behind the research of APR for this type of breakage and discuss the
importance of the topic in the software engineering industry. Additionally, we
define the different types of library changes that cause Breaking Dependency
Updates in Java projects and outline their impact. Regarding APR, we describe
the various paradigms of repair, with a particular emphasis on learning-based
repair and its subtopic, LLM. Finally, we summarize the most relevant work
and state-of-the-art in these fields.

In the Design and Implementation Chapter, we delineate the distinct
characteristics of the various pipelines, emphasizing the design choices and
decision-making processes that guided the development of the tool and the
execution of the benchmarks. We provide a succinct introduction to each
component of the pipelines, elucidating their purpose and their respective roles
in the repair process. Furthermore, we put the focus upon the structure of the
generic prompt and highlight the disparities with the other prompt versions,
defining each subcomponent. Subsequently, we describe the specifics and
attributes of each pipeline, alongside the parameters used for the evaluation.

In the Methodology, we define both the architecture and the experimental


https://github.com/chains-project/bumper
https://github.com/chains-project/bumper

Introduction | 5

choices for evaluating the pipelines. We discuss the dataset selection process,
starting from the complete BUMP dataset, explaining every choice in detail.
We then describe the model used for the experiments and evaluations,
including their characteristics, pricing model, and availability. In the
Experimental Methodology section, we outline the experiments and evaluation
process required to answer each of the four research questions introduced in
the previous sections.

In the Experimental Results and Discussion chapters, we present our results
and analysis, discussing the findings of our research, its validity, and potential
future work.

The Conclusions chapter summarizes our work and findings, as well as the
conclusions drawn from the experimental results.
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Chapter 2

Background

This chapter introduces concepts and definitions for Automatic Program
Repairs (APR) and different related repair strategies based on LLMs, Breaking
Dependency Updates and its relations with APR. Multiple related work is
presented for these topics with a focus on dependency updates and fixing
breaking updates.

2.1 Breaking Dependency Updates

In the area of software engineering, it is commonplace to rely on external third-
party libraries to expedite development [1], offering complete functionalities,
specific helper functions, or simplifying complex processes [2]. However,
these libraries, being software entities themselves, are susceptible to errors,
bugs and security vulnerabilities [3]. Consequently, maintainers diligently
update them, making it imperative for software projects to regularly update
these libraries as dependencies in order to maximize code reuse [12].

The act of updating a library, however, introduces the potential for ’breaking-
changes” [4, 5] — alterations in code, logic, or APIs that are incompatible
with software utilizing previous versions. These changes can lead to new
programming errors [1], security vulnerabilities [13], or software bugs [14].
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— cool_package: - void fun(a) [INFO] build pr..
= T\ - v1.2.3 + void fun(a, b) [ERROR] cannot..
; gt +v1.3.0 + void fun(c) [ERROR] undefin..

" DEPENDENCY DEPENDENCY CLIENT BUILD /

CLIENT CODE SINGLE COMMIT VERSION UPDATE NEW API| TEST FAILURE

Figure 2.1: Breaking dependency update

Reyes et al. [5] define a breaking dependency update as a tuple of commits
for a client application where the first one, defined as pre-breaking commit,
allows a successful compilation and tests execution while the second one, the
breaking-commit, results in one or more failures of such compilation and / or
tests execution. Another key characteristic of the breaking-commit is that the
client application code differ from the code in the pre-breaking commit only
by one single dependency version number, certifying that the failure is for sure
caused by the new dependency version.

Breaking dependency updates happen for two reasons: API changes and side
effects (or behavioural changes) [5], while the first can be easily detected
during client compilation and test verification tasks, an additional, unwanted,
side effect could be very difficult to detect even at runtime. Luckily enough
most of the breaking updates are caused by API changes [5, 15] such as class
removal, method removal, constructor removal and return type alteration,
making them easy to identify and fix using Automatic Program Repair (APR)
techniques.

To prevent unwanted breaking dependency updates, in the software develop-
ment industry semantic versioning (semver [6]) is frequently used to identify
patch, minor and major library updates. By definition only major releases may
contain breaking changes (i.e. changes that can cause breaking dependency
updates in clients) [7]. Unfortunately, as semantic versioning is only a
convention and is neither strictly enforced or required by public package
repositories [16], it is often used incorrectly [7, 15, 17].

Given that, on average, a single client can have hundreds external dependencies
[18], that most of the developers are neither the authors or the main
contributors of such libraries [19], and that semantic versioning is not always
used correctly even nowadays [15], it is impossible to be sure that a given
dependency update does not contain a breaking update.
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Also, as keeping the dependencies updated as much as possible is also
a very time consuming task [20, 21], developers tend not to update such
dependencies, especially when APIs are changed or removed [22].

It is clear that the creation of automatic processes to perform this kind of
updates has become a very interesting topic for both researchers and the
industry.

Class, Method, Constructor Removal

Class, Method and Constructor Removal are the most common breaking API
changes [5], and it can be caused by renaming, complete removal, or visibility
changes between different versions of a dependency. They always result in
compilation failures with easy to read and common errors message such as

2

“cannot find symbol”, “cannot access”, ’constructor xx does not exist”, etc.

Return Type Alterations

Even if Return Type Alterations are not as common as the previously explained
breaking changes [5], they are still one of the main changes in dependencies
that result in a breaking change. They typically break the building or client
tests and result in exception that are very easy to identify, understand and fix,
drammasticaly

Enforcer Rules

Enforcer Rules [5] are constraints that libraries set to define interoperability
with other libraries, they can cause failures even before the compilation
process is started and they are typically caused by project requirements and
constraints rather than due to API changes.

Dependency Lock and Dependency Resolution Failures

Dependency Lock are used to lock version of direct and deep dependencies
to a specific version and as such they cannot be update by using a single
Dependency Update Commit, always resulting in a Breaking Dependency
Update. Dependency Resolution Failures are rare failures [5] caused by the
usage of internal, private or unreleased packages that cannot be resolved by
common package managers.
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2.2 Automatic Program Repair (APR)

Automatic Program Repair (APR) [8, 9] holds significant interest within
the field of Software Engineering [10, 23] due to its potential to automate
program fixes, thereby reducing the workload on developers during software
development. While APR is not a new concept, recent advancements in
technologies such as Large Language Models (LLMs) [24] and deep learning
[25,26] techniques have revitalized interest in the field. These advancements
have led to substantial improvements in the quality of repairs available to
developers, sparking renewed enthusiasm for APR.

The general process for Automatic Program Repair (APR) follows a simple
and straightforward sequence of steps [10]. It begins with Fault Localization
[27], wherein defects within the program are identified and located, enabling
APR tools to pinpoint areas requiring fixes. Next, Patch Generation takes
place, where potential fixes are generated based on the identified defects.
Finally, Patch Validation [28] occurs, wherein the generated patch is rigorously
evaluated to ensure that it effectively resolves the identified problem.

In APR, a patch is defined as a segment of code designed to address a specific
failure within a program [10]. Given the variability in developers’ preferences,
APR algorithms also produce alternative patches known as plausible patches.
The correct patch, then, is identified as the most suitable plausible patch that
successfully rectifies the program, aligning with its intended functionality.

Over time, a wide range of techniques has evolved for automating program
repairs [10], falling into four main categories: Search-based, Constraint-
based, Template-based, and Learning-based approaches. Recently, a novel
set of approaches leveraging Large Language Models has gained significant
attention from the community.

2.2.1 Search-based repair

Search-based methods [10], also known as heuristic solutions, operate on the
core principle of exploring predefined patch spaces to identify the correct
patch.

As in other APR techniques, search-based methods follow the same three-
steps solution path in order to repair program. These techniques initiate
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the process by trying to pinpoint potential locations of faulty code within
the program, usually using heuristics. Then they generate plausible patches
by means of transformations rules, test execution, patterns and constraints.
Plausible patches are then evaluated and sorted on some predefined criteria,
implemented in the code base and, again, validated again using some
additional test set or via manual validation steps.

2.2.2 Constraint-based repair

Constraint-based approaches [10] in program repair employ a set of
specifications to delineate constraints, thereby framing the repair task as a
constraint resolution problem. By leveraging formal specifications, these
approaches swiftly prune unrelated portions of code, facilitating the expedited
identification of plausible patches. This methodology enables constraint-
based techniques to efficiently navigate through the repair space, accelerating
the process of finding viable solutions to repair program faults.

These approaches adhere to a consistent process for repairing programs,
even if they use a three-step methodology to generate patches. Initially,
they leverage logical formulas and program-specific policies to formulate a
set of constraints. Subsequently, these constraints are utilized to frame the
mathematical problem, enabling the application of mathematical solvers and
constraint-solving techniques to resolve it effectively. Finally, in the patch
generation step, the set of constraints serves as a foundation for generating
plausible patches, ensuring that the resulting solutions align with the specified
constraints and effectively rectify the identified program faults.

2.2.3 Template-based repair

Although heuristic search methodologies have dominated attention in the
realm of APR, they encounter a significant drawback due to their reliance
on vast search spaces. This drawback can adversely impact the efficacy
of repairs and escalate the overall cost of utilizing such tools [10]. In
response to this challenge, Template-based APR techniques have emerged as
a solution. These techniques leverage predefined templates [29] to generate
plausible patches, thereby constraining the search space and minimizing
total costs while enhancing final efficacy. Templates can be sourced either
manually or automatically from code repositories, offering a structured
approach to program repair that addresses the limitations of heuristic search
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methodologies.

2.2.4 Learning-based repair

The most recent type of APR techniques are known as Learning-based repair
techniques [10]. These methodologies harness machine learning techniques to
devise the appropriate patch for a given bug. Similar to many machine learning
pipelines, these techniques typically start from an initial training phase, during
which the agent learns the intricate relationships between bugs and patches,
and acquires the ability to generate them effectively.

Once the training process is completed, fault localization methodologies come
into play to precisely pinpoint the section of the code requiring a patch.
Subsequently, multiple plausible patches are generated and rigorously tested to
identify the final, correct one. This iterative process ensures that the selected
patch effectively addresses the identified issue while leveraging the learned
insights from the training phase.

In the early stages of learning-based approaches, the foundation was laid
upon template-based methods. These approaches incorporated probabilistic
models to discern the distribution of repair patterns [30,31], thereby enhancing
the selection of fix patterns. In a subsequent phase, fueled by the advent
of deep learning technologies, learning-based repair transitioned towards
deep learning, ultimately culminating in large language model (LLM) based
techniques. As deep learning capabilities advanced, researchers increasingly
turned to neural network architectures to tackle the complexities inherent in
program repair tasks.

2.3 Related Work

2.3.1 Related Work on Breaking Dependency Updates

As Breaking Dependency Updates is a relatively recent area of interest, it
has attracted considerable attention from researchers in both academia and
industry. While the majority of published studies have focused on surveys,
analyses, and theoretical inquiries into the phenomenon and its underlying
causes, there has been a notable shift in recent years towards the development
of benchmarks and techniques.
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Numerous research studies have focused on examining semantic versioning
[6], its adoption within developer communities [1,7, 15, 16], and its potential
utility in preventing breaking changes in libraries and APIs [1,7,15]. These
studies consistently conclude that while the use of semantic versioning has
increased over time, it does not provide sufficient measures to prevent failures
reliably.

Other researches, as APIEvolutionMiner [32], focus on the extraction of rules
from the API changes, this can help to track the evolution of the API overtime,
leading to an easier and faster upgrade from the client perspective.

BUMP [5] centers on addressing the challenge of managing breaking updates
in software dependencies, with a particular emphasis on constructing a
reproducible benchmark. By using Docker Images, BUMP is the first
benchmark that can be used to evaluate different techniques for fixing breaking
dependency updates over time, without the potential effects of external factors.

Maracas [15] stands out as a pivotal static analysis tool designed specifically
for Java bytecode. Its primary functionality revolves around analyzing
Breaking Changes (BCs) occurring between different versions of a library.
This includes identifying and characterizing the set of BCs that emerge during
the evolution of a library. Moreover, Maracas excels in pinpointing the precise
locations within client code that are affected by individual breaking changes.

LibSync [33] is another tool that tries to extract rules that can help the
developers to upgrade their software dependencies, it uses changes in clients
that already have migrated the dependency to the new version to learn the
necessary transformations needed to migrate another client.

Depdive [34] is an update audit tool that checks whenever a code change
in a API has passed through a code review process, the goal of the tool is
on avoiding including malicious or vulnerable pieces of code in the client,
increasing security and reliability.

Jezek et al. [35] studied the quality of a set of tooling for Java that should
help the developers to check backward compatibility of software components.
Their study showed that only few, small tools are actually suitable for such
task, highlighting the amount of work and research is yet needed in the field.
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BUILDDIFF [36] is an innovative approach to extract and classify build
changes from MAVEN build files. It can easily be used to analyze changes
overtime to packages but also to identify changes in libraries, extracting useful
information in a compact format.

Adaptoring [37] represents a novel approach to safely updating libraries
without introducing unintended breaking changes. Rooted in the concept of
constructing the new API on top of the existing one, this methodology enables
developers to concurrently utilize both old and new implementations.

2.3.2 Related Work on APR

Analyzing and applying transformations to source code is a fundamental
component for Automatic Program Repair (APR), SPOON [38] is an
innovative library that enables developers to run complex analysis and
transformations on Java source code, removing the need to deal with parsing
techniques or complex compilers methodologies.

SemDiff [39] helps developers by recommending replacement for library
methods that were used by a client and deleted in a future release. The tool
allows the developers to gain a general overview of the context of the changes
that have resulted in the removal of the methods.

APIFix [2], an improved version of REFAZER [40], uses examples to learn
relationships between adaptations of different library versions and how to
generate transformation rules to automatically adapt other clients to a new
version of a library. The tool uses both example human adaptation from old to
new library and the example usages of the new library version in new clients.

Similarly, MELT [41] uses public pull requests to mine effective transforma-
tion rules to easily update libraries to new version.

2.3.3 Related Work on LLMs for APR

ChatRepair [24], presents a fully automated conversation-based approach to
APR. It harnesses the conversation feature of ChatGPT to generate plausible
patches with minimal iterations. Notably, ChatRepair has recently been
surpassed by the a new methodology called CigaR [42]. CigaR optimizes
repair ability while utilizing fewer tokens, further enhancing the efficiency and
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effectiveness of ChatRepair in addressing software defects.

Another technique that capitalizes on the conversational capabilities of
ChatGPT is STEAM [43]. STEAM aims to replicate the interactive
behavior of engineers involved in different stages of the bug’s lifecycle. By
leveraging collective contributions, STEAM significantly enhances the bug-
fixing capabilities of LLMs.

AlphaRepair [44], leverages large pre-trained code models like CodeBERT
[45] to predict correct patches by analyzing code context. This approach
surpassed the performance of all previous APR tools, demonstrating superior
effectiveness in generating accurate patches. Notably, AlphaRepair also boasts
multi-language capabilities, further enhancing its versatility and utility across
diverse programming environments.

InCoder [46], similarly utilizes large pre-trained code models for Automatic
Program Repair tasks. Notably, it achieves commendable performance despite
not employing specific fine-tuning techniques, resulting in the first successful
zero-shot APR technique.
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Chapter 3

Design and Implementation

In this chapter we introduce the design, implementation and benchmark
decisions that define the two pipelines: a generic and an error-type specialized
one. The generic pipeline is built upon a typical LLMs based APR technique,
while the specialized includes a set of improvements that better suit the task
of repairing breaking dependency updates.

3.1 Generic pipeline

As delineated in the preceding chapter, recent years have witnessed a
proliferation of tools for Automatic Program Repair (APR) primarily
leveraging Large Language Models (LLMs) [24, 42-44, 46]. The majority
of APR tools concentrate on rectifying program errors within a function-
based scope, wherein the faulty line’s enclosing function serves as the sole
context required to repair. Following this established paradigm, we adopt a
similar approach to construct our first pipeline, wherein only the erroneous
code snippet and the associated error message are used for the LLM’s prompt.
This pipeline serves a dual purpose: firstly, it facilitates an assessment of
the effectiveness of function-level scoped APR methodologies on repairing
breaking dependency updates, and secondly, it establishes a baseline for our
enhanced pipelines.
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Figure 3.1: Generic pipeline architecture
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3.1.1 Overview of Generic pipeline

At an high level, the Generic pipeline is based on 5 component: a fault
extractor, a prompt generator, the LLM connector, a patch applicator and an
oracle.

Fault Extractor:

Given that projects typically includes multiple failures, the primary objective
of the initial component is to extract the fault(s) location, error message, and
pertinent segments of client code. This component relies on Spoon [38], a Java
library enabling code transformations and analysis within Java itself, alongside
a custom error extraction algorithm tailored to extract error messages and
pinpoint fault locations from Maven build process logs.

As shown in figure 3.2, the utilization of this error extraction algorithm
(Log Analyzer) facilitates precise identification of the exact fault location
within compilation errors. Leveraging Spoon, we can then extract various
elements such as client code snippets, associated dependencies, class
code, and method signatures, thereby acquiring comprehensive information
pertinent to the fault. In this pipeline, our focus lies specifically on extracting
the code of the malfunctioning method, i.e., the method encapsulating the
faulty line.

Jjava

CLIENT CODE = [ [INFO] build pr..
= [ERROR] cannot..
Java | [ERROR] undefin..
] FAULTY CODE ERROR MESSAGES
Jjar %

DEPENDENCY - void fun(a)
+ void fun(a, b) fun(a) //ERROR:

+ void fun(c) e
[INFO] build pr.. API DIFF ERROR LOCATION

[ERROR] cannot..

[ERROR] undefin..
BUILD LOGs

Figure 3.2: Fault Extractor architecture
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Prompt Generator:

The second stage of this foundational pipeline involves prompt generation. In
alignment with the objective of emulating prevalent architectures in LLM tools
for APR, the prompt adopts a straightforward structure with minimal context
regarding the problem at hand. Solely the client code, error message and its
location, along with a generic instruction set, are employed to formulate the
prompt message, subsequently utilized alongside the LLM.

We have opted for a straightforward zero-shot approach, wherein the
prompt abstains from including examples of the expected output format by
the LLM itself.

For the generic pipeline, the prompt remains consistent across all errors and
follows a structured approach. Initially, we provide the agent with initial
instructions, delineating its role and outlining the overarching goal of the repair
task (c). Following this, the failing client code is incorporated, which may be
either a complete method or a single import statement (e). Subsequently, the
error message is presented along with pertinent information that can assist the
agent in understanding the issue (e). Additionally, if the WITHOUT _DIFF
flag is not set, the API Diff, detailing all changes in the library that have led
to the breaking update, is included (e). Lastly, comprehensive instructions
about the task are provided, accompanied by specifications that the agent must
adhere to when generating the response (e).
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Generic Prompt Template

O Brief role and task introduction:
<BRIEF-INSTRUCTIONS>

You are an Automatic Program Repair (APR) tool...
</BRIEF-INSTRUCTIONS>

9 Failing client code:
The following code is failing:
<FAILING-CODE>

public void ...
</FAILING-CODE>

e Error message and context:
With the following error message:
<ERROR-MESSAGE>

[ERROR] ... cannot find symbol
</ERROR-MESSAGE>

O AriDiff

o Extensive instructions related to the task:
<EXTENSIVE-INSTRUCTIONS>
propose a patch that I can apply to the code in order to fix the error...

</EXTENSIVE-INSTRUCTIONS>

LLM Connector:

To facilitate the seamless evaluation of the performance and efficiency across
various Large Language Models, we have developed a dedicated component
tasked with interfacing with LLM APIs. This component is built upon the
widely-used LangChain library [47], which consolidates numerous Software
Development Kits (SDKs) under a unified interface. This design enables us
to effortlessly switch between LLM models within the pipeline by simply
adjusting a single configuration parameter.
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Patch Applicator:

Upon generating and retrieving the patch from the LLM’s response, another
crucial step in the pipeline involves testing the efficacy of the retrieved patch
in repairing the fault. This entails the utilization of both a patch applicator and
an oracle.

The patch applicator is designed with a focus on simplicity, necessitating
a complete patched function from the model rather than just the repaired line.
It operates by cloning the project database and substituting the faulty function
with the patched version. Leveraging the linking capability of the file system,
we minimize the duplication of unchanged code segments, thereby optimizing
space utilization.

Once the patched code is prepared for testing, the oracle is employed to
validate its correctness and effectiveness.

import com.org.Package;

public class AClass {

public void aFunc() {
int avar = 12;
- int bVar = Package.fun (aVar) ;
+ int bVar = Package.fun (avar, 0);
}
}
The Oracle:

The final step of the pipeline is patch validation, where we verify whether the
generated patched code effectively resolves the detected fault.

In APR, the oracle can be constructed using various strategies, ranging
from build failure detection to testing checks, or even static analysis. In our
approach, considering that all clients are already built as Docker images, we
utilize the Maven build pipeline to ascertain if the error has been resolved.

Our Oracle operates by initiating a new Docker container with the patched
version of the code, executing the build and testing pipeline, extracting the
resulting log files, and subsequently utilizing the Fault Extractor component
to identify any remaining faults. It then checks if the original fault has been
resolved.
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3.1.2 Architecture of the generic pipeline

Our implementation of the generic pipeline adheres to the structure outlined
in Figure 3.1, given but that is an highly simplified chart that lacks some of
the features present in the actual implementation. The complete code for the
generic pipeline is available on the GitHub repository (athttps://github
.com/chains—project/bumper). Notably, the generic pipeline shares
a significant portion of its logic with the error-type specialized pipeline, so it
is distinguished primarily by a mode flag.

3.1.3 Benchmark of the generic pipeline

To evaluate the generic pipeline, we have developed a benchmarking script
capable of executing a predefined pipeline on relevant Bump clients, with
results aggregated into a JSON file. Initially, the benchmark is conducted
using 4 models: Google Gemini (gemini-pro), OpenAl GPT4 (gpt-4) and
opensource models Meta Llama 3 (llama3-70b-8192) and Mistral AI Mixtral
8x7B (mixtral-8x7b-32768).

In addition to the prompt, the LLM’s ability to repair may be influenced
by various parameters such as temperature, topP, topK, and maximum retry.
Evaluating the pipeline involves specifying the following parameters:

* Temperature: This parameter controls the randomness of the model’s
outputs, influencing the diversity of generated patches. DEFAULT =
0.5

* TopP / TopK: These parameters determine the subset of tokens
considered for generating responses, influencing the quality and
diversity of generated patches. DEFAULT = 1.0

 Maximum Retry: This parameter denotes the maximum number of
attempts made by the model to generate a successful patch before
terminating. DEFAULT = 10

3.2 Error-type specialized pipeline

Preliminary results indicate that the generic pipeline exhibits subpar
performance in dependency APR tasks. Therefore, our focus shifts towards
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enhancing the pipeline by diversify the repair strategies based on error type
and improving the prompt structure that is passed to the LLMs.

3.2.1 Overview of the specialized pipeline

The specialized pipeline represents an extension of the generic pipeline,
retaining its five main components: fault extractor, prompt generator, LLM
connector, patch applicator, and oracle. However, it incorporates a significant
modification:

Granular Prompt Generator:

This component diversifies the content of prompts based on the error type
extracted by the fault extractor. By tailoring prompts to specific error types, the
pipeline aims to enhance the effectiveness of the LLMs in addressing different
types of errors.

3.2.2 Architecture of specialized pipeline

The architecture of the specialized pipeline is built upon the schema presented
earlier, augmented by the additional components described above. The
complete code implementation is available on the Github repository at ht tp
s://github.com/chains—-project/bumper.

3.2.3 Benchmark of specialized pipeline

To evaluate the specialized pipeline, we used the same benchmarking script
as the generic one, its capable of executing the pipeline on relevant Bump
clients, with results aggregated into a JSON file. Initially, the benchmark is
conducted using 4 models: Google Gemini (gemini-pro), OpenAl GPT4 (gpt-
4) and opensource models Meta Llama 3 (llama3-70b-8192) and Mistral Al
Mixtral 8x7B (mixtral-8x7b-32768).

In addition to the prompt, the LLM’s ability to repair may be influenced
by various parameters such as temperature, topP, topK, and maximum retry.
Evaluating the pipeline involves specifying the following parameters:

* Temperature: This parameter controls the randomness of the model’s
outputs, influencing the diversity of generated patches. DEFAULT =
0.5
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» TopP / TopK: These parameters determine the subset of tokens
considered for generating responses, influencing the quality and
diversity of generated patches. DEFAULT = 1.0

* Maximum Retry: This parameter denotes the maximum number of
attempts made by the model to generate a successful patch before
terminating. DEFAULT = 10
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Chapter 4

Methodology

4.1 Architectural Methodology

This section covers the methodology regarding the definitions and character-
istics of BUMP benchmark, its dataset and how we have decided to select the
projects suitable for our Automatic Program Repair task.

4.1.1 BUMP, Projects and Breaking Dependency Up-
dates

To evaluate the APR pipelines and to answer the RQs, we have decided to use
the new BUMP benchmark, that allows to easily reproduce the experiments,
being completely self-contained and immune from the influence of external
factors.

BUMP structure

BUMP dataset is a collection of breaking dependency updates in Java projects,
is structured as a collection of Docker images (two per project) that can be
used as snapshot of the repository (and its dependencies) before and after the
breaking dependency update. Being self contained in Docker images, BUMP
contains all the code, binary files and data needed to run our experiments.

Failure types

As introduced in Chapter 2, a breaking dependency update is caused by
the update of a single dependency. More specifically a fault can be caused
by different reasons: class or method removal, return type alteration, cross
dependency constraints and dependency lock or resolution failure. Since
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we wanted to build a self contained tool that can repair projects with less
information as possible, we decide to focus on compilation errors, mainly
caused by removals or alterations between different dependency versions. We
simply ignore project failures caused by other constraints or resolution failures.

Projects selection

At the time of writing, BUMP dataset contains 571 projects, many of which
duplicated, with just a different breaking commit. During the initial analysis,
we found that 78 clients have failures caused by incompatible Java version, that
would have required a major upgrade as first repair step and so we decided to
ignore those projects. Additionally, 141 clients contained failures caused by
updates in internal APIs; given the private and unstable nature of such APIs,
we decided to discard them from the projects list. To reduce the benchmark
running time and increase the iteration process, we decided to keep only the
projects with Docker images smaller than 1000MB and that can build in less
than 60 seconds. Of the remaining projects we decided to focus on the ones
that were only presenting compilation errors and ignore those with test errors,
at the end, the pipelines have been experimented on 35 projects.

Client and Dependency code extraction

As said before, one peculiar thing of BUMP is that all the data is self contained
inside of two Docker images. To extract the data we need to repair the
projects we exploit Docker cli to clone, mount and delete the images of the
projects while extracting the relevant data (such as client’s code and the two
dependency .jar files). The presence of self contained Docker images is also
used in our Oracle component, and allows us to easily test the generated
patches.

4.1.2 Gemini Model

As described above, we designed a LLLM connector based on LangChain. This
allows us to easily swap the model used in the pipeline and gain useful insights
on the performances of the different models. The first model we used is the
Google’s Gemini LLM model.

Model Details

The model has a maximum context length of 32,760 tokens and a pricing
model based on tokens used, set at 0.50 USD per 1 million tokens at the time
of writing.
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API structure

During the execution period of this Master Thesis Project, Google published
different versions of Gemini LLM models, including one focused on vision
and image / video generation, and restructure its API structure. Also, Google
decided not to follow the format used by OpenAI’s APIs, and created a
much more complex data structure that allows multiple response in the same
request. As most of the models are used as Chat models, both Google and
OpenAl structured their APIs to include all the components needed for a Chat
application (i.e. system and user messages, instructions and history)

4.1.3 GPT4 Model

As OpenAI’s GPT models are the most used in both research and industry
project, we decided to use their best model to run our second benchmark of
DARTS’s pipelines.

Model Details

The model has a maximum context length of 8,192 tokens and OpenAl has a
pricing model based on input + output tokens, costing 30 USD per 1 million
input tokens and 60 USD per 1 million output tokens. It costs from 60 to 120
times more than Google’s Gemini (Pro 1.0), that has a similar cost as GPT3.5

API structure

GPT4 follows the same API structure as others Chat models from OpenAl, but
drops the completion endpoint and move all the interfaces to the chat endpoint,
with the same features as above.

4.1.4 Mixtral Model

To expand our model exploration, we opted to incorporate two open-
source models readily accessible for local or remote training and execution:
Mixtral and Llama. To streamline our pipeline codebase, we leveraged pre-
trained models accessible through dedicated APIs. Specifically, we utilized
GroqCloud, which provides a complimentary tier for accessing these models.

Model Details
In our experiments, we employed the mixtral-8x7b-32768 model, notable for
its maximum context length of 32768 tokens. Given its open-source nature,



30 | Methodology

the cost of utilizing this model is entirely contingent upon the computational
resources allocated for its training and inference.

API structure

The GroqCloud API adheres to the same standard as OpenAl’s API,
facilitating seamless integration and interchangeability with other models of
similar nature for experimenting with different configurations. Nevertheless,
when executed locally, the model itself does not expose such an API, rendering
integration considerably more challenging.

4.1.5 Llama Model

The final model incorporated into our experiment is Llama, a renowned
open-source model developed and pre-trained by Meta. As of the time
of writing, Llama stands as one of the most widely used open-source and
publicly accessible models. Our implementation interfaces with the model
itself through the GroqCloud API.

Model Details

In our experiments, we utilized the llama3-70b-8192 model, with 70 billion
parameters and a maximum context length of 8,192 tokens. As an open-source
model, the expenses associated with employing this model hinge solely upon
the computational resources allocated for its training and inference.

API structure

The GroqCloud API adheres to the same standard as OpenAl’s API,
facilitating seamless integration and interchangeability with other models of
similar nature for experimenting with different configurations. Nevertheless,
when executed locally, the model itself does not expose such an API, rendering
integration considerably more challenging.

4.1.6 LangChain structure

To streamline the integration with various LLM APIs and facilitate effortless
model substitution with different versions or types, we designed the LLM
Connector component within the pipelines using LangChain, a library built
atop the diverse APIs, offering a unified, homogeneous interface. Each of the
models adheres to the BaseChatModel interface, thereby exposing an ’invoke’
method. We leverage this method to transmit our prompt to the various APIs
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and retrieve a structured response. This response is subsequently extracted
into a text format containing the plausible patch, enabling swift testing with
the oracle to ascertain its validity.

4.2 Experimental Methodology

In this section, we center our attention on the research questions that delineated
our experiments and describe the research methodology we followed to
address each question.

4.2.1 Methodology for RQ1

The primary research question revolves around assessing the efficacy of a
conventional, LLM based, APR approach in addressing Breaking Dependency
Updates. The ultimate aim is to verify whether existing APR techniques
based on Large Language Models can be directly applied to this category of
breakages, or if a more specialized approach is needed.

* RQI: What is the efficacy of a naive LLM-based repair baseline for
Breaking Dependency Updates?

The response to this question holds fundamental importance for our research,
as it aids in establishing a baseline for comparison and serves as a foundational
starting point for further enhancement. Additionally, the same experiments
can provide insights into the interconnection between traditional APR and
APR for Breaking Dependency Updates, elucidating the extent and nature of
their relationship.

As delineated in the preceding chapters, in addressing RQI1, we conduct
experiments on a subset of projects sourced from the BUMP benchmark
using a generic pipeline structured as close as possible to traditional APR
methodologies with LLMs. This pipeline encompasses solely the error
function and the error message within the prompt. Such an approach also
enables us to assess for any potential data leakage between the training dataset
of the models and the evaluation dataset utilized.

We assess the effectiveness of the APR methodology for Breaking Depen-
dency Updates through two primary metrics: the percentage of projects that
have been fully repaired (i.e., projects with no remaining failures after the
process), and the percentage of individual failures accurately resolved across



32 | Methodology

all projects in the benchmark. Additionally, we calculate the average progress
in repair per project to provide further insight into the limitations of the
methodology.

Formal definitions:

We identify a fully repaired project with pr and the set of fully repaired
projects as Pg. For a single failure we use f, r to identify a repaired failure f
for project p, while we use f, y to identify a not-repaired failure f for project
p. I, is the set of all the failures for project p (repaired and not-repaired), F}, r
is the set of all the repaired failures for project p.

From that we can define a project as:
p=pre Fn=10

p=pn<= Fn #0

Evaluation:

To address this research question, we run the experiments using the generic
pipeline, excluding the Api Diffs from the prompt. We quantify the number
of failures successfully repaired and the number of fully repaired projects.
Subsequently, for comparison purposes, we compute the ratio between the
repaired items (failure or project) and the total number of items of the same
type. The outcomes of these experiments will enable us to evaluate the
performance of the generic pipeline and facilitate comparisons with enhanced
pipelines and methodologies.

4.2.2 Methodology for RQ2

The next research question aims to investigate the impact of additional
context extracted from the new library version (also named API Diffs) on the
performance of the pipelines:

* RQ2: What is the impact of API Diffs context on the efficacy of LLM
based APR for Breaking Dependency Updates?

The objective is to understand whether the additional context extracted from
the new library version is indeed necessary for accurately repairing projects in
the BUMP benchmark, or if it can be disregarded. This is crucial, as within
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the context of LLM, token usage significantly influences the overall cost per
repair and execution time, so if something is not actually needed it should be
removed from the prompt.

To understand the impact of API Diffs on the pipeline effectiveness, we devised
a modified prompt version that incorporates the context derived from API
Diffs. This context is extracted by comparing the old and new versions of the
dependency to pinpoint potential breaking changes that could aid the model
in repairing the failure. We employ this new prompt version with both the
specialized and generic pipelines to comprehensively evaluate the impact.

To evaluate this impact, we analyze the number of individual failures
successfully repaired and the number of projects that have been completely
repaired (i.e., where F, y = ().

4.2.3 Methodology for RQ3

The third research question centers on evaluating the impact of error-type
specialized strategies on the pipeline’s performance, and is articulated as
follows:

* RQ3: What is the impact of following error-type specific strategies on
the efficacy of LLM based APR for Breaking Dependency Updates?

The objective here is to ascertain whether the LLM can be directly
employed to undertake the entire task of the APR process, effectively serving
as a replacement for a software engineer, or if its performance is augmented
by utilizing it solely as a tool that support the workflow of the engineer. In
this context, we establish a error-type specialized pipeline wherein the APR
strategy and the LLM prompt are tailored differently based on the failures, their
types, and the contextual cues, thereby integrating the expertise of the software
engineer into the pipeline rather than allowing the LLM to autonomously
determine the strategy to pursue.

Similar to RQ2, we conduct experiments using this updated pipeline version
and record the number of repaired failures, along with the count of fully
repaired projects. Subsequently, we undertake a comparative analysis between
the outcomes of the specialized and generic pipelines to discern the influence
of the specialized strategies on the pipelines’ performance.
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4.2.4 Methodology for RQ4

Our final research question is about performance comparison of different
LLMs on APR tasks for Breaking Dependency Updates:

* RQ4: How is the effectiveness of OpenAl’s GPT4 model compared to
Google’s Gemini in APR for Breaking Dependency Updates?

The objective is to draw a comparison between the performance of the different
models in repairing projects and failures from the BUMP benchmark. To
address this research question, we execute the four pipeline versions we’ve
designed with all the different models we intend to compare. Subsequently, we
compare the results obtained from these experiments to discern any differences
in performance.

To obtain a more comprehensive and insightful understanding of the
performance disparities among the various models, we have opted to conduct
experiments and benchmarking with two additional open-source models:
llama and mixtral.
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Chapter 5

Experimental Results

5.1 Efficacy of a naive APR baseline

To address the first research question (RQI1: What is the efficacy of a
naive LLM-based repair baseline for Breaking Dependency Updates?), we
conducted experiments using a generic pipeline that employs a single prompt
LLM to generate various patches and an oracle to validate them.

We introduce Table 5.1 to summarize the results of the BUMP benchmark
executions on the generic pipeline without API Diffs. This experiment was
crucial for establishing our baseline, which serves as a starting point for further
improvement and assessing the efficacy of a naive LLM-based repair baseline
for breaking dependency updates.

The first column details the aspects by which the pipelines and models are
evaluated. The subsequent four columns represent each model used in our
experiments: OpenAl’s GPT-4, Google’s Gemini, Mistral AI’s Mixtral, and
Meta’s Llama. The rows list the different evaluation parameters:

* Number of projects denotes the total number of projects executed by
the pipelines (both repaired and not repaired).

 Fully repaired projects indicates the number of projects successfully
repaired by the pipeline (i.e., F, y = ().

* Number of patches generated refers to the total number of patches
produced by the pipeline during the execution of all projects, taking into
account only the ones generated for repaired failures.
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* Number of failures identified indicates the number of individual errors
identified by the pipeline, this number strongly depends on the progress
of the repair process as Maven build report returns only a limited number
of errors each time.

* Number of failures repaired indicates the number of individual errors
repaired by the pipeline. In parenthesis is indicated the percentage of
repaired failures relative to the identified failures.

* Avg. patches per repaired failure is the average number of patches
generated per each repaired failures, it is helpful to identify the amount
of exploration the model needed to solve the failure.

» Average progress in project repair measures the average extent to
which each project was repaired (relative to the total number of failures)
by each pipeline, where as total number of failures we mean the
number of failures identified during the complete repair process (i.e
total number of failures = #repaired failures+#failures at completion).

GPT-4 Gemini Mixtral Llama

Number of projects 35 35 35 35
Fully repaired projects 1 2 1 2
Number of patches generated 364 232 169 326
Number of failures identified 190 122 96 173
Number of failures repaired 619 115 399 47 389 36 (53%) 91
Avg. patches per repaired failure 3.17 4.94 4.57 3.58

Average progress in project repair  30.25% 29.07% 27.09% 38.35%

Table 5.1: Summary of BUMP on generic pipeline, without API Diffs

As shown in Table 5.1, all models exhibit similar performance in terms
of fully repaired projects, which is the final goal of the pipeline. Each model
successfully repairs either one or two projects, each with a single failure related
to typing incompatibility. These failures are straightforward to identify and
fix. The consistent nature of these failures and the models’ ability to repair
them quickly suggest potential data leakage between the training set and the
BUMP benchmark. However, verifying this hypothesis is challenging, if not
impossible.

Table 5.1 also indicates that both GPT-4 and Llama perform almost two
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times better than Mixtral in terms of percentage of failures both identified
and repaired. This suggests that GPT-4 and Llama have better generalized
their knowledge during training and exhibit superior average performance.
Gemini, while able to fully repair two projects, only managed to repair 47
single failures. This indicates strong performance on projects likely included
in its training dataset but lower performance on novel projects (i.e. overfitting).

The first set of experiments was designed to provide an initial overview of
the performance of an LLLM-based Automatic Program Repair approach for
Breaking Dependency Updates. This serves as our baseline for the subsequent
experiments and offers useful insights on how to improve the efficacy of the
pipeline, for example is it clear that more information or guidance is needed
by the model to complete the repair process for multiple projects.

RQ1 Answer: In conclusion, a naive LLM-based repair baseline, based solely
on fault location and error messages, is not directly applicable to the problem
of Breaking Dependency Updates, as this approach repaired less than 5% of
the projects in the selected dataset, while requiring, on average, up to 5 patches
per repaired failure. However, our experiments also indicate that some models
can achieve a good percentage of individual failures repaired (up to 61%),
suggesting the existence of certain error categories that cannot be resolved by
a generic, common repair strategy. These errors are to consider blocking errors
that can prevent further project repair.

5.2 Impact of API Diffs context on the
efficacy

To understand the impact that extra context has on the task of APR for Breaking
Dependency Updates, we compare the results from experiments conducted
with and without the extra context across different evaluation factors.

In Table 5.2, the results of the generic pipeline executed with the extra context,
or API Diffs, are presented in the same format as the previous tables. This
highlights the efficacy of the pipeline in both fully repairing projects and
repairing single failures.

As clearly visible from the table, the additional context helps the
model better understand the problems it faces and develop more accurate
solutions more quickly. In the “Fully repaired projects” row, we notice
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GPT-4 Gemini Mixtral Llama

Number of projects 35 35 35 35
Fully repaired projects 4 5 3 5
Number of patches generated 286 329 277 354
Number of failures identified 195 150 181 174
Number of failures repaired 789%) 152 (699 104 (659 117 (679%) 117
Avg. patches per repaired failure 1.88 3.16 2.36 3.03

Average progress in project repair  50.67%  47.64%  40.40%  48.51%

Table 5.2: Summary of BUMP on generic pipeline, with API Diffs, full dataset

a significant improvement from the previous version of the pipeline, with
efficacy increasing up to 400%, from 1 to 4 fully repaired projects. There
is also an increase in the number of failures identified; for Mixtral, the number
of identified failures during the repair process rises from 96 to 181 (+89%).
Additionally, there is an increase in the percentage of single failures that the
pipeline was able to repair, with Gemini’s performance doubling and the best
model showing a 28% improvement.

Another positive effect is the significant reduction in the average number of
patches needed to repair a single failure for every model, particularly for GPT-
4, which saw a decrease from an average of 3.17 to 1.88 (-40%) patches per
repaired failure. This demonstrates that additional context greatly helps the
model in repairing individual errors.

Even if the performance increased significantly, the model is still not capable
enough: the percentage of fully repaired projects remains very low, especially
when compared to the percentage of single failures repaired. This suggests
that the presence of blocking failures that the LLLM cannot repair, even with the
extra context, needs more attention in order to boost the model performance.

To facilitate the comparison process, Table 5.3 presents a comparison between
the generic pipeline with and without API Diffs, using the most performant
model from our experiment: GPT-4.
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Without API Diffs With API Diffs

Number of projects 35 35
Fully repaired projects 1 4
Number of patches generated 364 286
Number of failures identified 190 195
Number of failures repaired 619 115 (78%) 152
Avg. patches per repaired failure 3.17 1.88
Average progress in project repair 30.26% 50.67%

Table 5.3: Comparison of BUMP on generic pipeline using GPT-4, with and
without API Diffs, full dataset

RQ2 Answer: Extra context mined from the changing dependency (API Diffs)
is effective in increasing the model’s efficiency during the repair process,
reducing the number of patches needed to successfully repair a specific failure
by up to 40%. It also enhances performance in both fully repairing projects
and repairing single failures, with up to 4 more projects fully repaired and
89% more failures repaired. However, this additional context is not sufficient
to completely repair the projects, as some failures cannot be resolved by the
extra context alone.

5.3 Impact of error-type specific strategies
on the efficacy

In order to solve the blocking failures that the models were not able to repair
we developed a error-type specialized version of the pipeline that includes a
set of error-type specific repair strategies, and run the experiments with this
new pipeline.

In Table 5.4 the results from the experiments are presented, following the same
format structure as the previous tables.

From the table, it is easy to see the impact of the specialized strategies
on the performance of the pipeline: the number of fully repaired projects
for OpenAl’s GPT-4 increased ten times, rising from 1 to 10 fully repaired
projects. There is also a significant performance gain in the number of single
failures the model was able to repair, increasing from 61% to 89% of identified
failures correctly repaired. Efficiency improved as well, with the average
number of patches required to fix a failure reduced by 58%, falling from 3.17
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GPT-4 Gemini Mixtral Llama

Number of projects 35 35 35 35
Fully repaired projects 10 6 4 6
Number of patches generated 253 2901 222 234
Number of failures identified 213 171 145 210
Number of failures repaired ©99%) 189 (78%) 133 (759%) 109 (829) 172
Avg. patches per repaired failure 1.34 2.19 2.04 1.36

Average progress in project repair  75.23%  61.66%  54.26%  59.42%

Table 5.4: Summary of BUMP on specialized pipeline, without API Diffs, full
dataset

to 1.34 patches per failure.

This clearly indicates that extra guidance not only helps the model find
solutions to more problems but also allows it to find them with fewer iterations.

It is also notable that the average progress in project repair increased
significantly, rising from 30% to around 75%. This demonstrates that with
error-types specific strategies, the model was able to repair more blocking
failures. However, it also highlights that some blocking failures remain
unrepairable, even with this enhanced pipeline.

We can also observe that a similar increase in performance and efficiency is
common to all four models tested, highlighting that incorporating multiple
strategies in the pipeline effectively enhances efficacy for any model, not just
specific ones.

Table 5.5 present the comparison between the generic and the specialized
pipeline results for GPT-4, both pipelines have been executed without API
Diffs for this comparison.
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Generic pipeline || Specialized pipeline
API Diffs Without With | Without With
Number of projects 35 35 35 35
Fully repaired projects 1 4 10 10
Number of patches generated 364 286 253 247
Number of failures identified 190 195 213 209
Number of failures repaired 619 115 (789 52 || 89%) 189  (89%) 185
Avg. patches per repaired failure 3.17 1.88 1.34 1.34
Average progress in project repair  30.26% 50.67% || 75.23% = 75.23%

Table 5.5: Comparison of BUMP on generic and specialized pipeline using
GPT-4

RQ3 Answer: Helping the Large Language Model during the repair process
by designing a pipeline that generates different prompts based on the failure
type, its context, and the error message, is extremely effective in increasing
both the performance and efficiency of the pipeline. With error specific
strategies, GPT-4 was able to repair 10 times more projects, increasing from 1
to 10 fully repaired projects, while drastically reducing the number of patches
needed to solve a single failure from 3.17 patches per failure to an average
of 1.34. However, the disparity between the effectiveness in single failure
repair (89%) and fully repairing the projects (29%) indicates that additional
knowledge is needed to address other blocking failures.

5.4 LLMs performance comparison

In order to validate the effects of the different changes in the pipelines, we
conducted experiments with four models and compared the results. Since
these models have different training datasets, architectures, and delivery
methods, it is crucial to evaluate the relative performance and efficiency among
them. This enables users to select the appropriate model based on their specific
usage requirements.

Performance on whole projects:

The first evaluation step is straightforward and serves as a measure of the
model’s pure performance. The number of fully repaired projects helps us
understand how effectively the pipeline and the specific model are performing
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in the repair process. In Figure 5.1 we present the number of fully repaired
projects for each combination of pipeline and model. Each pipeline is also
executed in two versions: with and without API Diffs.

N gpt4

= gemini
304 mixtral
llama

Number of Repaired Projects

3 3
2 2
1 1

Generic pipeline Generic pipeline Specialized pipeline Specialized pipeline
without API Diffs with API Diffs without API Diffs with API Diffs

Figure 5.1: Number of Fully Repaired Project for each Pipeline, higher is better

From the figure, it is evident that OpenAI’s GPT-4 model outperforms the
other models when error specific strategies are used. In the generic pipelines,
Gemini and Llama exhibit similar performance in almost all statistics and
are the best models overall with a common, generic repair strategy. This
suggests that these models have better generalized procedures to solve failures
they have not encountered during training, while exploring different strategies
for the same failure. Conversely, GPT-4 appears to have more knowledge
about specific types of failures and performs significantly better when guided
through novel failures.

Performance on single failures:

The second evaluation parameter between the models is their ability to repair
single failures related to Breaking Dependency Updates. Due to the limitation
of Maven, which does not return the complete list of all errors a project
contains at build time but follows a performance optimization path that allows
only a limited number of errors to be returned, the total number of failures
faced by the models changes over time during the repair process. In order to
compare the repair ability of the models, Figure 5.2 shows the percentage of
failures faced during the repair process that were also correctly repaired by
each model and each pipeline version.
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1.0

- gptd
. gemini
0.9 1 mixtral
llama

Percentage of Repaired Failures

0.39  0.39

Generic pipeline Generic pipeline Specialized pipeline Specialized pipeline
without API Diffs with API Diffs without API Diffs with API Diffs

Figure 5.2: Percentage of Repaired Failures for each Pipeline, higher is better

When evaluated on the percentage of repaired failures, the model
performances are generally close to each other. The only exception is for both
Gemini and Mixtral in the generic pipeline without API Diffs, where both
have an extremely low repair rate (less than 40%, versus 50% of Llama and
60% for GPT-4), mostly due to the limited amount of information the models
have when attempting to repair the projects. GPT-4 remains the best model,
although the 60% initial repair rate seems somewhat high given the limited
information available for repairing the pipeline. This could indicate some level
of overfitting or data leakage between the training set and the BUMP dataset.
Gemini shows a very similar repair rate to GPT-4, while Llama performs
better when guided by a specialized pipeline. Mixtral tends to be the worst
performing model overall when evaluated on repair rate on single failures,
with even lower performance when multiple repair strategies and API Diffs
are combined.

5.5 LLMs efficiency comparison

Efficiency in correct patch generation:

Efficiency is indeed crucial in APR with LLMs, and to evaluate the models on
efficiency, we can use the average number of patches required to be generated
in order to repair a single failure. Since the maximum number of tries per
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failure is 10, this number ranges between 1 and 10, where lower values indicate
higher efficiency of the model in the repair process for a single failure. Figure
5.3 displays the average number of patches per repaired failure for each model
in each pipeline.

N gpt4

 gemini
mixtral
llama

Number of Patches per Repaired Failure

Generic pipeline Generic pipeline Specialized pipeline Specialized pipeline
without API Diffs with API Diffs without API Diffs with API Diffs

Figure 5.3: Average number of patches needed to repair a single Failure for
each Pipeline, lower is better

From the figure, it is clear that even from an efficiency standpoint, GPT-4
is the best model overall. The model is able to generate the correct patch in an
average of 3.17 rounds, compared to 3.58 rounds for the second best model,
Llama, and 4.94 rounds for the worst model, Gemini, when used in the generic
pipeline without API Diffs. Efficiency increases for all models across the
different versions of the pipelines: on average, using the specialized pipeline
instead of the generic pipeline without API Diffs results in a 57% decrease
in patches per repaired failure, indicating a significant increase in efficiency.
Another interesting result is that efficiency does not change drastically by
adding API Diffs to a specialized pipeline, indicating that for most failures,
defining error specific repair strategies is a good substitute for the extra context
provided by the API Diffs.

Cost efficiency:

The last evaluation parameter is cost efficiency, which is fundamental
when deciding which model to choose and understanding the overall real
performance of the models. Unfortunately, it is not possible to evaluate the
two open-source models (Llama and Mixtral) since the API provider we used,
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GroqCloud, has a free plan that is suitable for experimenting with the models
but not for production due to strong limitations on the number of API calls
allowed per hour. Additionally, the provider has not yet published the pricing
for the standard plan, making it impossible to get a complete picture of real,
in-production, costs for the pipelines. However, both Google’s Gemini and
OpenAI’s GPT-4 have clear pricing models and offer the same discount (50%)
for batch processing, which could be useful in reducing the cost of the repair
process.

Given that the most common pricing model for LLMs is based on token usage,
we can compare the efficiency of the models’ tokenizers. The tokenizer is the
component that divides text into tokens, which are then fed to the models to
generate a response. A more efficient tokenizer could lead to a lower cost per
repair process.

== gpt4 (prompt)
2000 ™4 gpt4 (response) 1994
ms=  gemini (prompt) 373
@ gemini (response)

mixtral (prompt)

mixtral (response)
1500 4 llama (prompt) 1451
llama (response)

17504

1290 1299
|/

)
1018 678
> 2% %

12501

1000

Tokens per patch

<
a
o

500+

o

Generic pipeline Generic pipeline Specialized pipeline Specialized pipeline
without API Diffs with API Diffs without API Diffs with API Diffs

Figure 5.4: Average number of input and output tokens per patch by pipeline
and model

The four tokenizers appear very similar, with Mixtral being a notable
exception. From the figure, we can identify the differences between the input
and output tokens and gain a useful insight: Mixtral tends to ignore the
prompt’s instruction to provide only the code patch in markdown, without
explanations. This model tends to use more tokens per patch while also
having the lowest performance in repairing projects. Focusing on the two
models for which we can compute the actual cost per patch, we find that when
natural language is used (i.e., in the generic pipeline) instead of code, Gemini’s
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tokenizer seems to generate more tokens than GPT-4’s for the same prompt.
Comparing the output tokenizers is challenging, as the length of the model
responses depends on the models themselves.

In Table 5.6 are presented the costs for Gemini and GPT-4 and the average
cost per patch for each model, taking into consideration the average length
of prompts and model response, and the pricing published on the provider
websites.

OpenAl’'s GPT-4  Google’s Gemini

Average input tokens 897 933
Price per 1K input tokens 0.03 USD 0.0005 USD
Average output tokens 392 366
Price per 1K output tokens 0.06 USD 0.0015 USD
Average cost per patch 0.0504 USD 0.0010 USD
Average patches to repair a failure 1.34 2.10
Average cost to repair a failure 0.0675 USD 0.0021 USD

Table 5.6: Cost comparison between GPT-4 and Gemini to repair a single
failure, based on model’s performance on the specialized pipeline with API
Diffs. Pricing from May 2024, for OpenAl API and Gemini API.

From the analysis, it is clear that GPT-4 has higher performance, efficacy, and
patch generation efficiency compared to Google’s Gemini model. However,
Gemini’s extremely low pricing allows it to cost almost 96% less than GPT-
4, while only performing 13% less in single failure repair rate and 40% less
in fully repaired projects. This makes Gemini a very suitable solution for
repairing many failures at a low cost, thereby accelerating the project repair
progress that can be completed by a software engineer.
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RQ4 Answer: GPT-4 is the best model for both project repair and single
failure repair. In most pipelines, it is also the most efficient in terms of the
number of patches needed to be generated before being able to repair a single
failure. Llama, however, is the most efficient in the specialized pipeline with
API Diffs, where error specific repair strategies and extra context from static
analysis are combined. Mixtral is the worst-performing model in both project
repair and single failure repair and tends to include unwanted content in the
output. Finally, between GPT-4 and Google’s Gemini, the latter is the best
model overall for cost efficiency, with an average cost to repair a single failure
that is 96% lower than OpenAI’s GPT-4.
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Chapter 6

Discussion

6.1 Challenges

The field of Breaking Dependency Updates has only recently gained attention,
and thus, the limited number of studies primarily focus on defining and
characterizing the research context. Meanwhile, in Automatic Program
Repair, tool design and evaluation are based on datasets constructed from
simple, self-contained code segments, typically functions, which can be
repaired with minimal additional context. In contrast, the automatic repair
of Breaking Dependency Updates involves errors caused by changes in an
external library, necessitating updates to the client codebase for repairs. This
results in a fundamentally different scenario where popular APR datasets are
not directly applicable for evaluating repair efficacy on Breaking Dependency
Updates.

The primary goal of this project is to evaluate a naive APR approach in this
new context and establish a baseline for comparison with novel methodologies
and repair strategies.

Additionally, at the time of writing, there are no studies on LLM-based
tools capable of repairing such breaking updates, and only one benchmark,
BUMP [5], has been constructed for their evaluation. This presents a
significant challenge, as there are numerous strategies for developing such
tools. Without previous work to iterate upon, improving performance is
impossible, necessitating the design of a new solution from scratch.

Two main strategies are explored in this Master Thesis: the additional
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context provided by the API Diffs, or changes in the library version, and the
incorporation of an Error-type specific diversified strategies set. While the
former is easy to implement, the latter is embedded in the pipelines through
various prompt designs and decision-making processes to assist the LLM in
repairing specific categories of failures typical of breaking updates.

6.2 Threats to Validity

Each pipeline that was designed, developed, and tested was limited in scope by
various factors. The projects selected from BUMP only contain build failures
and not test failures. The latter type of errors can be very difficult to repair, as
they are mostly caused by changes in the underlying logic of the dependency
rather than its interfaces and class definitions. Consequently, the pipelines
used in our experiments may not achieve similar results in the complete dataset
or in a production environment. However, since many studies have identified
compilation failures as the most common type of failure due to breaking
dependency updates [5], the performance difference should be limited.

Due to the nature of our oracle and fault extractor, both based on the
Maven build process, it is possible that some projects in our selected dataset
contain out-of-scope failures, not identified within the first Maven build log
file, resulting in unrepairable projects. This could lower the efficacy and
performance results of the pipelines.

In the repair process, we define a failure as repaired if the number of failures
in the patched version of the client is lower than the number of failures in the
previous version. However, this is not always the case, as sometimes correctly
repairing a failure results in more failures being detected by Maven. A different
strategy could result in different performance metrics and different number of
fully repaired projects.

Finally, although we used two closed-source models, GPT-4 and Gemini, and
two open-source models, Llama and Mixtral, our analysis is constrained by
the limited public knowledge of their training datasets. This could pose a risk
to the validity of our results, as some of the failures or even entire project
codebases could have been included in the training sets of these models. This
potential data leakage between training and testing datasets could impact the
performance outcomes.
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6.3 Future Work

As stated earlier, Automatic Program Repair for Breaking Dependency
Updates is a new research area, with a limited number of studies on the
characteristics and potential impact of the specific types of updates one may
encounter. Additionally, as with any research, it was not possible to cover
all aspects of this topic in a single project. Therefore, many areas remain
unexplored and could be of interest for future studies.

6.3.1 Use newer, cheaper models

Large Language Models are evolving rapidly, with new pre-trained models
featuring higher parameter counts and larger context sizes being released
frequently. During this Master Thesis project, OpenAl released two models
with performance comparable to the GPT-4 version used in our experiments:
GPT-4 Turbo and GPT-40 (omni). These models should be explored in future
research. However, it is important to consider that, due to their later knowledge
cutoff dates, the probability of data leakage between their training sets and the
BUMP dataset is higher, which could impact the benchmark results.

Other models should also be considered; open-source ones offer a great
opportunity to achieve satisfactory results while minimizing costs.

Anthropic is a new player in the market of publicly available closed-source
Large Language Models, and their new model, Claude [48], is claimed to have
performance similar to or even better than GPT-4 and Gemini [49].

6.3.2 Expand the strategy diversification layer with
new error types

Our experiments highlight that strategy diversification based on error types
can significantly increase the efficacy and efficiency of the models in the repair
task. While this approach has proven successful, the limited number of error
types embedded in the pipelines hinders the model’s ability to completely
repair even more projects.

Future research should focus on further enhancing this intermediate layer to
improve the tool’s overall performance.
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6.3.3 Explore different LLM techniques

In recent years, LLMs have gained central focus in artificial intelligence
research, with many studies concentrating on methodologies to enhance model
performance by improving prompts or their capabilities.

One popular method is the so-called Chain-of-Thought [50], which aims to
improve model effectiveness in complex tasks by breaking them into a set of
subtasks and help the model by exploiting its reasoning capabilities.

Another recent advancement in LLM systems is the ability to call predefined
functions [51, 52] that can trigger actions, explore context, and perform
computations. This “Function Calling” capability could be a fundamental
component of APR for Breaking Dependency Updates, as context exploration
may be necessary for some error categories.

Future studies should explore these novel architectures and model capabilities
to understand their impact on performance in repairing breaking dependency
updates.
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Chapter 7

Conclusions

In conclusion, a naive APR approach based solely on error messages and fault
location is unsuitable for repairing Breaking Dependency Updates, as they
require additional context or guidance and the failures typically interact with
each other at project level.

Both API Diffs and Error-type Strategy Diversification are effective in
improving the performance of LLMs in APR for Breaking Dependency
Updates, as they help the large language models to focus on errors and the
relationship between different versions of the dependency.

API Diffs have a lower impact than Strategy Diversification but are more
reliable for unseen errors, as a pipeline with diversified strategies requires
specific mappings and prompt versioning for each failure, making it less
effective against new or previously unconsidered errors.

The modern LLM landscape offers numerous interchangeable possibilities.
OpenAI’s GPT-4 maintains a leading position in the field, while Google’s
and open-source models provide similar performance at a fraction of the
cost, making them ideal for budget-conscious projects or privacy focused
application.

Future work should explore new agent-like approaches based on function
calling, as these could significantly enhance the performance of APR for
Breaking Dependency Updates.
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