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Figure 7.1: Error to the Nash equilibrium among Algorithm 1, unbiased rst-
order algorithm (Unbiased FO), and the zeroth-order algorithm with momentum (ZO
momentum) in [141]. The solid lines and shades are averages and standard deviations over
20 runs.

7.5 Summary

In this chapter, we proposed a rst-order method to solve convex games with risk-averse
agents. We showed that the VaR estimates play a key role in estimating the CVaR gradient.
Assuming that the game is strongly monotone, we showed that the VaR estimates can be
bounded and, as a result, our proposed algorithm converges to the Nash equilibrium with
high probability. We provided numerical simulations to illustrate the performance of our
algorithm.

7.6 Proofs

7.6.1 Proofof Lemma 7.3

The proof is motivated by [158]. Let> 0 be xed. Note that, for any CDEB(y), G(t) t
if and only ify G (t). Hence, we have

n (0] n,. ~
P it> i+ =PGit( i) >Gix( i+ )

n ) )
:P(Gi;t( it ) Git( i+ )>Gie( g+ g i

(o]

P supiGit(y) GitW)i>Gial i+ )
y
n . _ o]
P supiGit(y) Git()i>Git( ix + ) Git( i)
y

where the second and last equalities follow from the fé,-:,ts i) = i andGi( ;) = i,
respectively. By virtue of the Mean Value Theorem, there exis®( ;,; ;;+ ) such that
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G,-,,(VZZ +€)— Gi,t(VZ,) = G;’t(vl)e. Using Assumption 7.3, we have that

P {v,;, > v, + 6}
<P {SI;P 1Gii(y) = G )| > G},,(W)E}
<P {sgp 1Gi.() = Gi ()] > ge} :
Using similar arguments yields the other side of the inequality. Hence, we have
P{vis =il > €} <P {Sl;p 1Gi,() = Gi ()] > Ee} : (1.8)

By virtue of the definition of G;; in (7.3), this EDF is constructed using ¢ samples. Using
the Dvoretzky—Kiefer—Wolfowitz (DKW) inequality, we have

P {sup |ézt(y) -G (> Pf} SZE_ZIEZGZ. (7.9)
y 4
Substituting (7.9) into (7.8) completes the proof.

7.6.2 Proof of Lemma 7.4
By applying Lemma 7.3 and setting y = 2¢72€0 with vy =vy/T, we have

pV2u ¥

Define the events in (7.10) as B,. Then, for all + = 1,...,T, we have |v;, — sz|
f@ J/In 2, ¥t = 1,...,T, with probability at least 1 — y, since 1 - P{U._, B/}

1-Y PBI>1-TL>1-y.
Next, we analyze the property of g;,. Set v,, = min{v;,, sz}’ vy = max{vi,, vit}. We
have

1 2C
P{Ivi,t -vil> In T} <y. (7.10)

\%

gip = Vi, Li(x:,vip) — ViCi(x;)

SB[ 1 100 £) 2 i) VidiCon )] ~ B[ 1 {080 2 v Vit &)
a 07

2 l

1
=E[ —sgnlvie = Vi, /L < i &) < var) Vid . 6)]

Using the fact that ||[E[XY]|| < E[||X]|||Y]|] for any random variable X, Y, for all # > 1, we
have

il < B0t < Jie ) < a8
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B
—(Gi/(vu) = Giy(vin))
@

BL, 2T
= R 1t| = In
; ' a;p N2t Y

with probability at least 1 —y. Summing up the inequality (7.11) overt = 1,...,T, we have

, (7.11)

T

T

BL 2T
Dllleid < Y. —==[m =
p a;p N2t Y

= t=1

BL 2T T
<20 In=(1 +f —dr)
a;p V2 4 Y

2BL, 2T
SD In — \/T,
a;p Y

which completes the proof.

7.6.3 Proof of Theorem 7.1

From the update equation (7.6), we have

iger = 5[
= |1Px, i = ngi) x|
< |lxie = x; = ngu”
Rs ||g,-,,||2 = 2148ie Xix — X7, (7.12)

where the inequality holds since the projection operator is non-expansive. Taking expecta-
tion on both sides of the inequality (7.12), it follows that

_ *
—_ x,'_, - xi

8 - 5[]
<E ”xi,t - x;ﬂnz] + 772E [“gi,tuz] = 2V Li(xs, Vi), Xiy — xf)
2
<8l = [P ]+ 72 = 20B o] + 9,60, 3 = 3. (7.13)

Since x* is a NE of the risk-averse game, we have that (V;C;(x"), x;, — x}') > 0 for all
x; € X;. Summing the inequality (7.13) overi = 1,..., N, we have

E [llxis1 — x°I]

k 1 *
<E[l = x| + 7B 3, — =20 ) (Blei] + ViCila), 31y = )

1 1
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A

B2 .
<Elx, — x"|I” + n——2n (Eleis], xip = x7) =20 ) (ViCi(x)) = V,Ci(x"), xis
— o2 :

- x0)
1
<(1 = 2nm)E|lx, - X" + *B*> »  — +2nD » E||lew]|]- 7.14
(1= 2nm)E|lx, = x'II" + 7 Zag UZ[”,:”] (7.14)
Rearranging the terms in (7.14) and summing up over ¢t = 1,..., T, we have
T
1 D? nB Sz(cy)
7 2Bl =l s 5 ZZE[H&:H
=1 i
Applying the results in Lemma 7.4, it holds with probability at least 1 — 7y that
1 D> nB’Sy@) V2DBLyS (@) | 2T . .
— Ellx; — + In—T7T72. 7.15
TZ b =P < 5 iy ns (7.15)
Substituting 7 =

m\—

into (7.15) yields the desired result. The proof ends.
BT



Chapter 8

Policy Evaluation in Distributional LQR

In this chapter, we we explore distributional reinforcement learning (DRL) in linear
quadratic regulator (LQR) problems. A significant challenge in DRL is that the policy
evaluation typically relies on the representation of the return distribution, which needs
to be carefully designed. We address this challenge for a special class of DRL problems
that rely on discounted LQR for control, advocating for a new distributional approach.
Specifically, we provide a closed-form expression for the distribution of the random
return, which is applicable for all types of exogenous disturbance as long as it is
independent and identically distributed. We show that the variance of the random return
is bounded if the fourth moment of the exogenous disturbance is bounded. Furthermore,
we investigate the sensitivity of the return distribution to model perturbations. While the
proposed exact return distribution consists of infinitely many random variables, we show
that this distribution can be well approximated by a finite number of random variables.
The associated approximation error can be analytically bounded under mild assumptions.
When the model is unknown, we propose a model-free approach for estimating the return
distribution, supported by sample complexity guarantees. We also extend our approach
to partially observable linear systems. Using the return distribution, we propose a zeroth-
order policy gradient algorithm for risk-averse LQR using the Conditional Value at Risk as
a measure of risk.

This chapter is organized as follows. Section 8.1 gives the background. In Section 8.2,
we formally define the problem. In Section 8.3, we provide the main results for distri-
butional LQR, including the analytical expression of the random return, variance bound,
distributional sensitivity under perturbations and model-based and model-free distribution
approximations. In Section 8.4, we apply the learned distribution to risk-averse LQR
problems using CVaR as a risk measure. In Section 8.5, we extend the main results to
partially observable linear systems. In Section 8.6, we experimentally verify our theoretical
results. Concluding remarks are provided in Section 8.7. To improve the readability, all the
proofs are provided in Section 8.8.

123
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8.1 Introduction

In reinforcement learning (RL), the value of implementing a policy at a given state
is captured by a value function, which models the expected sum of returns following
this prescribed policy. Recently, [79] proposed the notion of distributional reinforcement
learning (DRL), which learns the return distribution of a policy from a given state, instead
of only its expected return. Compared to the scalar expected value function, the return
distribution is infinite-dimensional and contains far more information. It is, therefore, not
surprising that a few DRL algorithms, including C51 [79], D4PG [80], QR-DQN [81] and
SDPG [82], dramatically improve the empirical performance in practical applications over
their non-distributional counterpart. By encompassing the entire distribution, DRL is able
to provide a comprehensive framework, for instance, for risk-averse learning, facilitating a
deeper understanding and more effective management of uncertainties [§3-86].

In parallel with the celebrated Bellman equation in the traditional RL, an alternative
random variable (or distributional) Bellman equation acts as the theoretical foundation
of DRL. It has been shown in [79] that the return distribution satisfies the distributional
Bellman equation and the distributional Bellman operator is a contraction in (the max-
imum form of) the Wasserstein metric between probability distributions. A natural yet
fundamental question in DRL is:

Given a policy, how to (exactly) characterise the random return that fulfils the random
variable Bellman equation?

The answer to this question provides the structural information of the return distribution,
which enables a better understanding of the value of implementing a policy in the DRL
setting.

To the best of our knowledge, this problem has received limited attention. One of
the challenges is the computational intractability arising from the fact that the return
distribution is in an infinite-dimensional space. Approximations thus become necessary
for practical implementation - cf. categorical [79], quantile function [81], and sample-
based [82] methods. Furthermore, although some recent efforts have been devoted to
applying DRL to partially observable systems [87], no theoretical foundations, including
the characterisation of the random return, have been built for these partially observable
models.

In this chapter, we solve the above problem for discrete-time linear systems with
stochastic additive disturbances. More specifically, we characterise the random cost
for the classical discounted linear quadratic regulator (LQR) problem, which we term
distributional LOR. We investigate the fundamental properties of the characterized random
cost. Furthermore, we explore the extension to partially observable systems and derive
fundamental properties of the characterized random cost.

8.1.1 Related works

The problem under investigation falls within the domain of policy evaluation in DRL,
specifically focusing on predicting the full probability distribution. This task poses a unique
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challenge because the full probability distribution is infinitely dimensional, necessitating
the use of distribution parametrization techniques to render it computationally feasible.
Bellemare et al. [79] propose a categorical method that discretizes the return distribution by
partitioning the return distribution into a finite number of uniformly spaced atoms in a fixed
region. Subsequent work [88] delves into the convergence analysis of categorical policy
evaluation and shows that the distributional projected Bellman operator with categorical
representation is a contraction with respect to the Cramér distance metric. One drawback of
the categorical representation is that it relies on prior knowledge of the range of the returned
values. To address this limitation, [81] proposes a quantile temporal-difference learning
algorithm that learns the quantiles of a probability distribution, and its convergence
property is established in [89] using the Wasserstein-co metric. However, most of the
existing algorithms and analysis of DRL are tailored to address problems with discrete state
spaces, which cannot be applied to the linear quadratic control problem with continuous
state space. It is worth mentioning that the works [82,90] investigate DRL with continuous
state space and use a reparameterization method to represent the distribution of random
variables through a neural network. Despite these significant advancements, there is no
theoretical guarantee regarding the quality of the learned distributions in [82, 90]. It still
remains an open problem to derive an analytical expression for the return distribution with
continuous state space. A challenge that further complicates the problem is represented by
the infinitely many decision choices of states.

A related research line is the recent study of RL in the LQR context, which focuses
on learning the expected return through interaction with the environment, see [91-97].
For example, [93] proposes a model-free policy gradient algorithm for LQR and shows
its global convergence with finite polynomial computational and sample complexity.
Moreover, [97] studies model-based RL for the linear quadratic Gaussian (LQG) problem,
in which a model is first learnt from data and then used to design a policy. In this setup,
evaluating the expected return for a policy is easily computed from the Riccati equation, but
these methods are not capable of characterising other aspects of distributional information.
Works exploring the distributional information include risk-averse control [98—105] or
distributional robust control [106—109]. However, these methods cannot analyse the return
distribution.

8.1.2 Contributions

This chapter aims at studying the return distribution for linear quadratic control problems.
Our contributions are summarised as follows:

1. We provide an analytical expression of the random return for distributional LQR
and prove that this return function is a fixed-point solution to the random variable
Bellman equation (Theorem 8.1). Specifically, we show that the proposed analytical
expression consists of infinitely many random variables and holds for arbitrary i.i.d.
exogenous disturbances, e.g., non-Gaussian noise or noise with non-zero mean. This
characterization can recover the expected cost, complementing the classical LQR.
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We remark that the random return naturally contains more information than the
expected cost and can be particularly useful for risk-averse LQR.

2. We analyse the variance of the random return and show that it is bounded if the
fourth moment of the disturbances is bounded (Theorems 8.2). Furthermore, we
investigate the distributional sensitivity with respect to model perturbations. Under
mild assumptions, we show that the maximal difference between the exact and
perturbed return distributions can be bounded by the extent of model perturbations
(Theorem 8.3).

3. We develop an approximation of the distribution of the random return using a
finite number of random variables when the model is known. We show that
the maximal difference between the exact and approximated return distributions
decreases linearly with the number of random variables (Theorem 8.4). In the model-
free case, we approximate the return distribution using state trajectories. We show
that, with high confidence, the distribution approximation error deceases linearly
with respect to the trajectory length and sub-linearly with respect to the number of
trajectories (Theorem 8.5).

4. Finally, we derive analytical evidence that most results for distributional LQR
have corresponding counterparts for partially observable systems, including exact
characterisation of the random return, variance bound, distributional sensitivity
under perturbations, and distributional approximation using a finite number of
random variables (Corollaries 8.1-8.4). This provides insight into extending DRL
to partially observable systems.

8.2 Problem Statement
Consider a discrete-time linear control system:
Xip1 = Axy + Bu; + vy,

where x; € R", u, € R?, and v, € R”" are the system state, control input, and the exogenous
disturbance, respectively. We assume that the exogenous disturbances v, with bounded
moments, ¢ € N, are i.i.d. sampled from a distribution D of arbitrary form.

8.2.1 Classical discounted LQR

The canonical LQR problem aims to find a control policy 7 : R” — R?” to minimise the
objective

Jw) =B | >y Ox, + u Ruy)|,
=0

where Q, R are positive-definite constant matrices and y € (0, 1) is a discount parameter.
Given a control policy x, let V"(x) = E[Z;’ZO YT Qx, + u,TRu,)] denote the expected
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return from an initial state xo = x with u, = m(x;). For the static linear policy n(x;) = Kx;,
the value function V”(x) satisfies the Bellman equation

Vi) =x"(Q+K'RK)x+y E  [V'(X)], 8.1)
xX'=(A+BK)x+vg
where the capital letter x” denotes a random variable over which we take the expectation.
When the exogenous disturbance v, is normally distributed with zero mean, the value
function is known to take the quadratic form V7 (x) = xTPx+ g, where P > 0 is the solution
of the Lyapunov equation P = Q+KTRK +yA;PA k and q is a scalar related to the variance
of v;. In particular, the optimal control feedback gain is K* = —y(R + yBT'PB)"! PA and P
is the solution to the Riccati equation P = yATPA — y>?ATPB(R + yB"PB)"'BTPA + Q.

8.2.2 Distributional LQR

Motivated by the advantages of DRL in better understanding the effects of the randomness
in the environment and in considering more general optimality criteria, in this chapter we
propose a distributional approach to the LQR problem. Unlike classical RL, which relies
on expected returns, DRL [4] relies on the distribution of random returns, which is referred
to return distribution. The return distribution characterises the probability distribution
of different returns generated by a given policy and, as such, it contains much richer
information on the performance of a given policy compared to the expected return. In
the context of LQR, we denote by G™(x) the random return using the static control strategy
u; = n(x;) from the initial state xy = x, which is defined as

G"(0) = ) ¥ (] Qx: + ! Ruy),
t=0

u, = n(x;), xo = X. (8.2)

It is straightforward to see that the expectation of G™(x) is equal to the value function V" (x).
The standard Bellman equation in (8.1) decomposes the long-term expected return into an
immediate stage cost plus the expected return of future actions starting at the next step.
Similarly, we can define the random variable Bellman equation for the random return as

G™(x) 2 xTQx + n(x)"Ra(x) + yG™(x),
x' = Ax + Br(x) + vg. (8.3)

Here we use the notation Z; QZQ to denote that two random variables Z;, Z, are equal in
distribution. Compared to the expected return in LQR, which is a scalar, here the return
distribution is infinite-dimensional.

The following example is used to highlight the need of considering the random return.

Example 8.1. Consider the discrete-time scalar linear system x,.y = X; + u, + v, and
three different types of disturbance v;: normal distribution N(0, 1), uniform distribution
Ul-V3, V31, and multimodal distribution which is characterised by the probability
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(a) Probability density values of three types (b) Probability density values of the random
of disturbance v,. cost G"(x) induced by three disturbances.

Figure 8.1: The PDFs of three types of disturbance and of their corresponding random costs
in LQR. The PDFs of the random costs are generated by Algorithm 8.1 in this chapter.

density function (PDF) (p(z) + p2(2))/2, where pi(z) = ‘/%w_exp(—%), i=1,2 with

ur = =099, up = 0.99, oy = 0 = V1 -0.992 Their PDFs are shown in Fig. 8.1(a).
It can be verified that the mean of v, is zero and the variance is 1 for all three types of
disturbance. We set the initial state x = 1, Q = R = 1, and y = 0.6. Then, the optimal
controller for the three disturbances is the same and given by u, = —0.4684x,. The value
function V*(x) in (8.1) of implementing the optimal controller for the three disturbances is
the same as well since the variance of v, is the same.

However, the distribution of the random return G™(x) varies significantly for the three
disturbances, as shown in Fig. 8.1(b). We observe that the distributions of the random cost
for the Gaussian and uniform disturbances are close to chi-square distributions, but the
distribution for the multimodal disturbance exhibits multiple peaks. Hence, the distribution
of the random return contains more information than in the LOR problem, offering insights
into risk analysis, which the mean value alone cannot otherwise capture: the random return
G (x) enables us, for instance, to select policies that minimize risks or satisfy probabilistic
constraints, which is not possible to do from the value function V*(x).

This chapter addresses the following research problems. We first analytically char-
acterise the random return that fulfils the random variable Bellman equation for LQR.
Subsequently, we explore the fundamental properties of the random return and its
distribution: variance bound, distributional sensitivity under perturbations, and model-
based and model-free distribution approximations. Using the learned return distribution,
we consider the its application in risk-averse LQR. Finally, we extend our investigation to
encompass partially observable linear systems.
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8.3 Main Results on Distributional LQR

This section focuses on the random return for the LQR problem.

8.3.1 Characterisation of the random return

In this section, we precisely characterise the distribution of the random return that satisfies
the distributional Bellman equation (8.3). Given a static linear policy n(x;) = Kx;, we
denote by GX(x) the random return G*(x) under the policy 7(x;) from the initial state xy =
x, which is defined as

GX(x) = Z y'xT(Q + K'RK)x,;, xo = x. (8.4)
1=0
The random return GX(x) satisfies the following random variable Bellman equation
GX(x) 2 xTQkx +yGX(x), X =Agx+ v, 8.5)

where Ax := A + BK and Qkx := Q + K"RK. In the following theorem, we provide an
explicit expression of the random return GX (x). The proof can be found in Section 8.8.1.

Theorem 8.1. Suppose that the feedback gain K is stabilizing and satisfies ||Ak|| < 1. Let

o o oo k-1
GE(x) =x"Px+2 Z YW PAR X + Z YWl Pwy + 2 Z R Z A w,
=0 k=0 k=1 =0

(8.6)

where P is obtained from the Lyapunov equation P = Q + K'RK + )/A%PAK, and the
random variables wy ~ D are independent from each other for all k € N. Then, the random
variable GX(x) defined in (8.6) is a fixed point solution to the random variable Bellman
equation (8.5).

We note that the expression of the random return is meaningful only when the system
is stable. When ensuring stability, this analytical expression applies to arbitrary exogenous
disturbances including non-Gaussian, uniform noises and noises with non-zero means, as
long as the disturbances are i.i.d.. For each realization of the sequence {w};2, GX(x) is
represented as an infinite series, which is convergent when these wy are bounded.
Remark 8.1. It is worth mentioning that Theorem 8.1 holds for a random initial state as
long as it is independent of the process noise. That is, when x is random and is independent
of the exogenous noise v, in the system, the random return G¥(x) has the same expression
as in Theorem 8.1. To maintain consistency in our subsequent results, where the upper
bounds depend on the initial state x, we present the results for a fixed initial state.

If we assume E[wy] = 0, E[wyw]] = 01, and the disturbances wy are i.i.d., we have
that the expected value of the random return is xT Px + o-zl%yTr(P), which aligns with the
classical result in LQR. This observation to some degree validates our characterisation of
the random return.
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Remark 8.2. Recall that the PDF of the sum of two independent random variables
is the convolution of their two PDFs. Computing the accurate probability distribution
function of GX(x) in (8.6) is a challenging task due to the potential need for an infinite
number of convolution operations. However, we can discuss the approximate shape
of this distribution under different conditions. Suppose that the random variable wy
follows a normal distribution. When the initial state is significantly large, the random
variable Y22 )/"HWZPA’,‘(+ 'x dominates the random return. This sum follows a Gaussian
distribution, and as a result, the overall distribution of GX(x) tends to resemble a
Gaussian distribution. Conversely, when the value of x is small, the term Y}, yk”wZPwk
becomes dominant. This sum follows a chi-square distribution, and consequently, the entire
distribution of GX(x) takes on a chi-square-like shape. More details can be found in
Section 8.6.

8.3.2 Bounded variance of the random return

In this section, we analyse the variance of the random return GX(x), which is presented in
the following theorem. The proof can be found in Section 8.8.2.

Theorem 8.2. Assume that E[wi] = 0 and E[|wil[*] < O'i, for all k € N. Suppose that the
feedback gain K satisfies ||Ax|| = px < 1. Then, the variance of the random variable GX (x)
is bounded.

Although GX(x) in (8.6) is composed of infinitely many random variables, Theorem 8.2
shows that its variance is bounded if the fourth moment of the disturbance is bounded. The
fourth moment qualitatively is a measure of the tail of a probability distribution. To ensure
a finite variance for the random cost GX(x), we thus require that the tail of the disturbance
distribution is not heavy. This condition seems indispensable, since GX(x) includes a term
w{Pwk.

8.3.3 Sensitivity analysis of the return distribution

In this section, we investigate how perturbations on matrices influence the distribution of
the random return GX(x). Suppose that we perturb the matrices A, B by an amount AA, AB,
respectively. Let

2

=A+AA, B=B+AB, Ax=A+BK,
K=A+BK, AAKZAK—AK,

2

and let P and P be the solutions to

K"RK = yA} PAg,

P-0Q-
P—-Q-K"RK = yALPAg,
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respectively. With the introduction of perturbations on matrices, we define the perturbed
random variable

oo oo o0 k=1
GE(x)=xTPx+2 Z YWl PAK x4+ Z YWl Pwy + 2 Z ‘kaW{ISZA];(_TWT.
=0 =0 k=1 =0
8.7)

Let FX and FX denote the cumulative distribution function (CDF) of GX(x) and GX(x),
respectively. In the following theorem, we show that the sup difference between FX and
FX is bounded when the perturbation is reasonably small. The proof can be found in
Section 8.8.3.

Theorem 8.3. Assume that the PDF of wy is bounded, and satisfies E[wzwk] <o? forall

k € N. Suppose that the feedback gain K satisfies max{“AK”, ||AK”} = px < 1. Suppose
-1

that | > 2€ where | = |[H™!||”, H = I® 1-yAY ®AL and € = y || Akl |AAkllr + 2 | AAK}-

Then, we have

sup |FX(2) — F¥(2)l < & [|1AAkl + & |AAkII (8.8)
Z

where the constants ¢y, (made explicit in the proof) depend on the system matrices, the
initial state value x, and the parameters vy, pg, 0.

Traditional sensitivity analysis investigates the impact of perturbations on solutions to
the Lyapunov equation, see, e.g., [111]. Building on this result, Theorem 8.3 shows that
we can also bound changes in the perturbed return distribution.

8.3.4 Model-based approximation of the return distribution

The expression of the random return GX (x) defined in (8.6) is composed of infinitely many
random variables. In this section, we investigate how to approximate the distribution of
this random return using a finite number of random variables. A natural idea is to consider
only the first N terms in the summations in the expression (8.6) and disregard the terms for
k larger than N, which yields the following:

N-1 N-1 N-1 k-1
GX(x) = x"TPx +2 Z YWl PAR X + Z YWl Pwy + 2 Z YHwlip Z AT,
k=0 k=0 k=1 =0

(8.9)

Let F f,N denote the CDF of GX(x). The following theorem provides an upper bound on
the difference between F f and F f ~» and shows that the sequence {Gﬁ(x)}NeN converges
pointwise in distribution to GX(x), Vx € R". The proof can be found in Section 8.8.4.



132 Policy Evaluation in Distributional LQR

Theorem 8.4. Assume that the PDF of wy is bounded, and satisfies E[wzwk] < o2, for
all k € N. Suppose that the feedback gain K satisfies that ||Ak|| = px < 1. Then, the sup
difference between the CDFs FX and F f s bounded by

sup |FX(2) = FEy @)l < coy”, (8.10)
Z

where ¢ is a constant (again, made explicit in the proof) that depends on the system
matrices, the initial state value x, and the parameters vy, px, 0.

Remark 8.3. The bound on the distribution approximation in (8.10) relies on the
conditions of Theorem 8.4, which ensure that the PDF of Gﬁ is continuous and bounded.
Note that these conditions are not strict, and indeed hold for many noise distributions
commonly used in linear control systems, including the Gaussian and uniform ones.

8.3.5 Model-free approximation of the return distribution

When the matrices A, B are unknown, one cannot use the exact form of the random return
to compute the distribution. In this section, we propose a model-free method to estimate
the distribution of the random return.

In the absence of information about the system matrices A and B, one costly yet
straightforward approach to estimate the distribution is by directly sampling the random
return GX(x) as defined in (8.4). This random return represents the sum of discounted
rewards over an infinite time horizon. To make the computation practically manageable, we
truncate the time horizon and disregard rewards occurring after time step 7. Accordingly,
we define the random variable

T
GKT(x) = Z ¥Y'x(Q + K"RK)x,, x0 = x. 8.11)
=0

We denote by FX7(z) the CDF of GX7(x) and recall that FX(z) is the CDF of GX(x).
Intuitively, FX7 (z) closely approximates F K(z) when T is sufficiently large. This is due to
the fact that every term beyond time step 7 becomes negligible after being discounted by
v'. Therefore, we sample the random return G*7 (x) to estimate the distribution of GX (x).

The detailed model-free distributional policy evaluation is presented in Algorithm 8.1.
Specifically, at each iteration m, starting from the initial state x,,o = x, we repeatedly
implement the static controller u,,; = Kx,,, and generate a total of M trajectories. Given
the m-th trajectory {x,,};=0.r With x,, o = x, define the sampling cost

T
GET(x) = Z ¥'x3, (0 + K'RK) X, (8.12)
t=0
Using GET(x),m=1,...,M, the empirical distribution function (EDF) is constructed by

M

A 1

Fan@ =+ D UGET () < 2, (8.13)
m=1
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Algorithm 8.1 Model-free Distributional Policy Evaluation

Require: initial values x, controller K
1: for iterationm =1,..., M do

2 Initial state x,,,9 = x;

3 fortimer=0,1,...,7T — 1 do

4 Implement controller u,,; = Kx,,;

5: Observe Xy 1 = AXpmy + Bty + vi;

6 end for

7. Obtain GXT(x) = z ¥'xL (O + K"RK) Xy 15

8: end for "
9: Construct EDF F{/(2) = ; > HGy" (%) < 2).

m=1

where 1{-} denotes the indicator function. Intuitively, the empirical distribution F’, pK T(z) is

close to the distribution F f’T(z) when M is sufficiently large and to the distribut10n F f ()
when T is also large. The following theorem provides an upper bound on the difference
between the distributions F’; 2N T(z) and FX(z). The proof can be found in Section 8.8.5.

Theorem 8.5. Assume that the PDF of wy is bounded, and satisfies Elw;] = 0 and
E[w{wk] < o2, for all k € N. Suppose that the feedback gain K satisfies that ||Ag|| =
px < 1. Then, with probability at least 1 — 8, we have

In(1/6)

o e IO&IYT PR 4 pll 4 c3),  (8.14)

sup [FX)(2) - FE (o) <
Z

where fax is the maximum of the PDF of the random variable G¥T(x), Qx = O + K'RK,

[l c = 2|xllo
1-yp3’ (=px)(1=ypk)’

c = Cc3

O'
= TnT=n)

Theorem 8.5 shows that the accuracy of the distribution estimate depends on the
choice of two key parameters: the time horizon 7 and the number of generated trajec-
tories M. When both M and T are sufficiently large, F f”[;(z) can serve as a reliable
approximation for FX(z). Supported by this result, we consider the return distribution
learned by Algorithm 8.1 with sufficiently large values of M,T as the true return
distribution in the simulation part. Practically, given a target approximation error &, we

can determine the required values of M and T by ensuring that \/% < (1 —a)e and
Foax |10k 1YT crp™ ™ + copk*! + ¢3) < as forany a € (0, 1).

Remark 8.4. We note that the random variables Gﬁ(x) and G®T(x) serve as the
approximations to the true random return GX(x) by truncating the number of random
variables and the time horizon, respectively. As shown in Theorems 8.4 and 8.5, increasing
the number of random variables or extending the truncated horizon definitely enhance the
approximation accuracy for model-based and model-free methods, respectively. However,
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MB method MF method MF method

y UB N T,M©S =5%) T, M= 1%)
0.6 0.02 11 (100,4000) (100,6000)
0.6 001 12 (100,15000)  (100,23000)
0.8 0.02 24 (100,4000) (100,6000)
0.8 0.0l 27 (100,15000)  (100,23000)
0.95 0.02 112 (200,4000) (200,6000)
0.99 0.02 698 (1000,4000)  (1000,6000)

Table 8.1: Comparison of model-based (MB) and model-free (MF) approximation
methods. Here vy is the discount parameter; UB is the bound in the right hand side of
(8.10) and (8.14) for model-based and model-free methods, respectively; N is the smallest
integer such that cyy" < UB; and T, M(5) denote the pair comprising the horizon length
T and the number of trajectories M required so that the approximation error in (8.14) is
bounded by UB with probability at least 1 — 6.

the associated costs one needs to pay to obtain their distributions are usually different.
As shown in Table 8.1, the model-free method requires a sufficiently large value of
M to achieve a reliable distribution estimate with a high probability. In contrast, the
model-based method can attain the same level of accuracy with probability 1 using a
significantly smaller number of random variables. Hence, when the system matrices and
the disturbances are known, the computation of the distribution of Gﬁ(x) incurs less costs.
It is also worth noting that the model-free method is not sensitive to the discount parameter
v while the model-based method is.

Remark 8.5. For the discounted infinite-horizon LOR problem, the stability criterion
is relaxed to requiring that \J[y(A + BK) is stable [112, 113]. However, when analyzing
the entire return distribution, our results indicate that we need A + BK to be stable,
i.e.,, ||A+ BK]|| < 1, which is a more stringent condition. This is because the random
return GX(x) includes a term 2 352, 71‘“sz Z’T‘;(l) A];(_TWT, necessitating that A’I‘(‘T remains
bounded to ensure the convergence of the series. This issue does not arise in the expected
return case, since the term involving the process noise disappears when taking the
expectation, due to the zero mean of wy.

8.4 Risk-Averse LQR

In this section, we consider a risk-averse LQR problem and leverage the closed-form
expression of the random return GX(x) to obtain an optimal policy. Since the distribution
of the random return GX(x) consists of an infinite number of random variables, it is
computationally unwieldy. Instead, we employ the approximate random return Gﬁ(x)
proposed in Section 8.3.4. As a risk measure for the problem at hand, we select the well-
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Algorithm 8.2 Risk-Averse Policy Gradient
Require: initial values Ky, x, step size n, smoothing parameter ¢, and dimension n
1: for episodet=1,...,T do
Sample K; = K; + U;, where U, is drawn at random over matrices whose norm is d;

2

3 Compute the distribution of the random variable GK’;
4:  Compute Cn(K));

5 Kiv1 = K; — ng;, where g; = %(CN(kt) - CN(IA(r—l))Up
6: end for

known CVaR [8]. We then construct an approximate risk-averse objective function, as
¢ ~v(K) := CVaR, [Gllf,(x)]. Given this objective function, the goal is to find the optimal

risk-averse controller, that is, to select the feedback gain K that minimises ¢ N(K).

8.4.1 Risk-averse policy gradient algorithm

In what follows, we propose a policy gradient method to solve this problem. We assume
that the matrices A, B, Q, R are known. The first-order gradient descent step is hard to
compute as it hinges on the gradient of the CVaR function. Therefore, we rely on zeroth-
order optimization to derive the policy gradient, as detailed in Algorithm 8.2.

Specifically, at each episode 7, we sample an approximate feedback gain K; = K; + U,,
where U, is drawn uniformly at random from the set of matrices Wi}h norm §. Given K,
we compute the approximate distribution of the random return Gllf,’ (x) in (8.9) and the
value of C N(k,). Then, we can perform the feedback gain update as K, = K; — ng;, where
g = (%(C’N(IA(,)—CN(IA(,_ 1 ))U ;. Here, the zeroth-order residual feedback technique proposed
in [114] is used to reduce the variance. The theoretical analysis of this algorithm is left as
our future work.

8.4.2 Simulations on risk-averse LQR

Next, we consider a risk-averse LQR problem and experimentally illustrate the perfor-
mance of Algorithm 8.2. We illustrate our approach for a scalar system. Specifically, we
set A = B = 1,and Q = R = 1. The other parameters are selected as y = 0.6, § = 0.1,
n = 0.0004, N = 10, respectively. The initial controller is set as Ky = —0.2, which is a
stable one.

We first set @ = 1: in this case, the risk-averse control problem is reduced to a risk-
neutral control problem. Therefore, we can use traditional LQR techniques to compute
the optimal feedback gain K* = —0.468. We run the proposed risk-averse policy gradient
Algorithm 8.2 and the simulation results are presented in Fig. 8.2 (a) and (b). Specifically,
in Fig. 8.2 (a), the controller K returned by Algorithm 1 converges to K*, which verifies
our proposed method for the risk-neutral case. Fig. 8.2 (b) illustrates the values of CVaR
achieved by Algorithm 8.2. Additionally, we select @ = 0.4 to find the optimal risk-averse
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Figure 8.2: Risk-averse control using Algorithm 8.2. The solid lines are averages over 20
runs.

controller. The simulation results are presented in Fig. 8.2 (c) and (d). We see that K
converges to —0.55, which leads to a smaller A + BK compared to K* = —0.468.

8.5 Extension to Partially Observable Systems

In this section, we analyse the case when the state is not fully observable. We show that
most of the results for LQR can be extended to this partially observable case.
Consider a partially observable discrete-time linear control system:

Xp1 = Ax, + Bu; + vy,
Ve =Cxi + 51,
where x, € R, u, € R”, y, ¢ R, v, € R*, and s, € R! are the system state, control
input, system output, process noise, and observation noise, respectively. We assume that

the system is observable and controllable. By introducing the feedback gain K and the
observer gain L, we define the estimated state and controller

X1 = A% + Bu; + L(y, — C%y),
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U = K}?t

By defining %, = x, — &, % = [x], ¥T]7, we get the augmented system

Kol = AgLX + vy, (8.15)
where
_ A+ BK —BK _ vy I 0
Ak = W =F ,F = .
0 A-LC S; I -L

If E[v,] = E[s,] = 0, and the collection of v, and s, is i.i.d., it is easy to verify that E[¥,] = 0
and the collection of ¥, is i.i.d.. We denote the distribution of #; by D. Define Ok :=
0+ K"RK -K"RK

T T and the random return
-K'RK K'RK

G*H(®) = D ¥ (] Qx; + uf Ru))
t=0

= Z Y'(x] Qx, + AT K"RK ;)
=0

= > YT OxE, R =% (8.16)
=0

where X = [xT,fcg]T

Bellman equation

. The random return GX%(%) satisfies the following random variable

GEL(R) 25 0k + yGEL(X)), X' = A + . (8.17)

In the following corollary, we provide an explicit expression of the random return
GXL(%). The proof can be obtained by applying the results in Theorem 8.1 to the augmented
system (8.15) and is omitted.

Corollary 8.1. Suppose that the feedback gain K and observer gain L are chosen such
that ”A[(L” =pk < 1. Let

o o o k-1
GXHE) = XTPE+2 ) M PAR R+ D WP+ 2 ) Y AP Y Al e,
k=0 =0 =1 =0

(8.18)

where P is obtained from the Lyapunov equation P = Qg + yA},, PAg, and the random
variables Wy ~ D are independent from each other for all k € N. Then, the random variable
GXL(x) defined in (8.16) is a fixed point solution to the random variable Bellman equation
(8.17).
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The variance bound part is similar to that of the fully observable case, and is presented
in the following corollary. The proof can be obtained by following a similar methodology
to that employed for Theorem 8.2 and is omitted.

Corollary 8.2. Assume that E[w;] = 0 and E[I|Wk||4] < 0y, for all k € N. Suppose that
the feedback gain K and observer gain L are chosen such that HA KL” = pk < L. Then, the
variance of the random variable GX%(x) is bounded.

The sensitivity analysis for LQG is similar to that of the fully observable case. Suppose
that we perturb the matrix Ag; by an amount AAg; . Define the matrix AxL = Agr + AL
and the perturbed random variable

>~

o oo oo —1
GRLm) = BE+ 2 Y T PA 3 e B 42 Y TR Y A
k=0 k=0 k=1 =
(8.19)

where P = Qg + yAL, PAg;. Let FKL and FX! denote the CDF of GXE(x) and GXL(x),
respectively. We obtain the perturbation for partially observable case in the following
corollary. The proof can be adapted from that of Theorem 8.3 and is omitted.

Corollary 8.3. Assume that the PDF of wy is bounded, and satisfy E[szk] < &2, for
all k € N. Suppose that the feedback gain K and the observer L are chosen such that

max{“AKL” s HAKL“} = pk < 1. Suppose that | > 2€, where I = HI:I_IH H=I®I- yAKL®
A ande=vy ”AKL”F ||MKL”F +7 HAAKL”i. Then, we have

sup |[F&H(z) — FXL () < ¢ ||AAky|| + & ”AA_KLHZ ,
Z

where the constants ¢, ¢, depend on the system matrices, the initial state value X, and the
parameters y, Pk, 0.

The approximation part is similar to that of the fully observable case. Let

N N N k—
GRE®) = X PR +2 ) I PAR 5+ Y Y Wl P+ 2 ) Y P Z .
k=0 k=0 k=1 =0
(8.20)

Let F&L and FXL denote the CDF of GXL(x) and GX*(x), respectively. In the following
theorem, we show that the approximation error with a finite number of random variables
can be bounded in the partially observable case. The proof can be adapted from that of
Theorem 8.4 and is omitted.

Corollary 8.4. Assume that the PDF of wy is bounded, and satisfy E[w{wk] < &2, for
all k € N. Suppose that the feedback gain K and observer gain L are chosen such that
||AKL|| = px < 1. Then, the sup difference between the CDFs FXL and ka, is bounded by

sup |FEH(2) - FEL ()| < GoyY, (8.21)
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where ¢ is a constant that depends on the system matrices, the initial state value X, and
the parameters v, pg, 0.

We remark that the model-free approximation (Theorem 8.5) is not applicable for
partially observable systems. Unlike the distributional LQR where the state is directly
measurable, it is nontrivial to achieve an accurate estimation of the states such that the
cumulative estimation error can be controlled arbitrarily small using only the observation
sequence {y;} and control sequence {u;} (when the system model is unknown). Thus, we
put this problem as a future direction.

8.6 Experiments

In this section, we consider an idealized example of data center cooling with three sources
coupled to their own cooling devices [91,96, 115] with the dynamics x;,; = Ax, + Bu, + v,
where

1.01 001 O 1 00
A=1001 101 001 [,B=| 0 1 O
0 001 101 0 0 1

We select Q = I and R = I. The exogenous disturbances have standard normal distributions
with zero mean.

Even for this linear system, it is impossible to simplify the expression of the exact return
distribution, which still depends on an infinite number of random variables. Thus, as a
baseline for the return distribution, we generate an empirical distribution by Algorithm 8.1
with a sufficiently large amount of samples that approximates the true distribution of
the random return. Specifically, we run Algorithm 1 with the parameters 7 = 3000 and
M = 30000. By Theorem 8.5, the maximal difference between the generated empirical
distribution and the true one is bounded by 0.0088 with probability at least 99%, which
means that the generated empirical distribution is reliably close to the true one. We use the
sample frequency over evenly-divided regions as an approximation of the PDF.

8.6.1 LQR

We first consider the fully observable case. We select different values of y and xo, and fix
the optimal controller gain K = —y(R +yB” PB)~! PA, where P is the solution to the classic
Riccati equation P = yAT PA — y?AT PB(R + yB” PB)"' BT PA + Q. The controller is given
by
56.19 0.7692 0.0027
K =-0.01| 07692 56.20 0.7692

0.0027 0.7692 56.19

In what follows, we verify the results in Theorem 8.4 by evaluating the quality of
the approximation of the return distribution using different numbers of random variables.
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We denote here by fy the distribution of the approximated random return G]Kv(xo) in (8.9)
obtained considering N random variables. We compute the constant ¢ in equation (8.10)
and the required number of random variables that guarantees sup, |F K@) -F f ~(@] <0.01,
meaning that the estimate distribution is sufficiently close to the true distribution. As shown
in Table 8.2, an increasing number of random variables is needed when dealing with larger
values of y and/or xp. The simulation results are shown in Fig. 8.3. Specifically, Fig. 8.3 (a)
and (c) show that when 7 is small, the return distribution can be well approximated using
only a few random variables (N = 7 works well). However, when y approaches 1, more
random variables are needed for an accurate approximation: as shown in Fig. 8.3 (b) and
(d), we need N = 15 to have a good approximation of the return distribution in the case of
vy =038.

Y X0 o No

0.6 [1;1;1] 0.5447 8
0.8 [1;I;1] 0.5917 19
0.6 [6:6;6] 1.7550 11
0.8 [6:6;6] 2.6134 25

Table 8.2: Constant ¢y in (8.10) and required number N, to obtain a good estimate for
different values of y and xp in LQR, where Ny is the smallest integer such that sup_ |F K@) -
FENO(z)I < coy™ < 0.01.

Moreover, the value of the initial state xp has an influence on the shape of the return
distribution. When x is large, the random variable w[PA’,}“xO dominates and, therefore,
its distribution is close to a Gaussian distribution, as shown in Fig. 8.3 (c) and (d). If instead
Xo is small, then the random variable w,{Pwk plays a leading role, so the overall distribution
is close to the chi-square one, as shown in Fig. 8.3 (a) and (b).

Next we perturb the matrices A, B by an amount €A and egB, respectively. We
select xo = [1;1; 1]. We compute the constants of &, &,, the true sup difference between
original and perturbed distributions, and the upper bounds in (8.8). The results are shown
in Table 8.3. We observe that the perturbed distribution becomes significantly distinct from
the original distribution when 7y, €4, and €p take on larger values. We also note that our
computational upper bound becomes conservative when y is close to 1. The perturbed
return distributions for different values of €4 and €p are shown in Fig. 8.4. We observe that
large perturbations change the distributions dramatically.

8.6.2 LQG

In this section, we assume that the system is partially observable and we have the
observation y; = Cx; + s;, where C = [1,0,0;0, 1,0]. We assume that the disturbance
s; is normally distributed with zero mean. We design the state estimator and controller

X1 = A% + Bu; + L(y, — C%y),
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Figure 8.3: Return distribution and its approximation with finite number of random
variables for different values of y and x in LQR. Alg. 1 denotes the distribution returned by
Algorithm 8.1 and fy denotes the distribution of the approximated random return Gﬁ(xo).

u; = KXx;.

where the controller is selected the same as that in LQR and the observer is selected as
L =[0.21,0.01;0.01,0.32;0,2.32]. We set xo = [1;1;1], Xo = [0;0;0]. The simulation
results for LQG are presented in Fig. 8.5. Similarly, we denote by fyy the distribution of the
approximated random return GII\(]L()_C) in (8.20) obtained based on N random variables. We
use the Monte Carlo (MC) method with sufficiently many data to construct an empirical
distribution that serves as the baseline distribution for comparison. As shown in Fig. 8.5,
when y = 0.6, we need N = 8 number of random variables to obtain a good approximation
of the return distribution. When y = 0.8, a greater number N = 17 is needed to achieve
reliable approximation of the return distribution.

8.7 Summary

We have proposed a new distributional approach to the classic discounted LQR problem.
Specifically, we have first provided an analytic expression for the exact random return
that depends on infinitely many random variables. In this context, we have shown that
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Figure 8.4: Original and perturbed return distributions for different values of y, €4 and €p
in LQR.

y N €p &1 o) Sup difference  UB
06 0.1 0.1 65 4.6 0.051 0.33
06 04 04 203 119 0.24 0.52
08 0.1 01 124 99 0.056 0.53
08 04 04 305 209 0.26 0.80

Table 8.3: Computation of the actual maximal difference between the perturbed and the
original distributions, and computational upper bound (UB) for different values of vy, €4
and eg in LQR. The constants ¢; and ¢, are those in (8.8). Sup difference is the value of
sup, |FX(z) — FX(z)| while UB is the value of &, |AAk|l + & [|AAk]P.

the variance remains bounded if the fourth moment of the disturbance is bounded.
Furthermore, we have conducted an analysis of distribution sensitivity. Besides, we have
proposed a model-free method for evaluating the return distribution, with theoretical
analysis of its sample complexity. Since the computation of this expression is difficult
in practice, we have also proposed an approximate expression for the distribution of the
random return that only depends on a finite number of random variables, and have further
characterised the approximation error. Moreover, we have extended most of the above
results for LQR to the partially observable case.

This work provides a framework for distributional LQR: it inherits the advantages of
DRL methods compared to standard RL ones that rely on the expected return to evaluate a
given policy, but it also provides an analytic expression for the return distribution, an aspect
where current DRL methods significantly lack. Our framework provides richer information
for linear control systems, i.e., the whole distribution of the random return, and enables us
to consider more general objectives, e.g., risk-averse control.
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Figure 8.5: Return distribution and its approximation with finite number of random
variables for different values of y in LQG. MC denotes the distribution estimated using the

Monte Carlo method and fy denotes the distribution of the approximated random return
GEL(%).
N

8.8 Proofs

8.8.1 Proof of Theorem 8.1

Recall that x’ = Agx + vy, where vy is a random variable sampled from the distribution D
and is independent from wy, k € N, in (8.6). Substituting (8.6) into the right hand side of
the equation (8.5), we have that

x1(Q + KTRK)x + yGX ()

=x"Qxx +yxTPx + Z ¥ Pw, +2 Z y”zthPA”lx' +2 Z y”zw PAg Z A% =iy,
=0 =0 =1

=x QKx +y(Agx + vo) L P(Akx + vo) + Y Z ytw Pw, + 2)/ Z ytw,TP Z AK w;
+29° Z y'w PAS (Agx +vo)
=0

=x"(Qx + YARPAg)x + yvy Pvo +y Z Y'w] Pw, +2yvg PAgx + 2y* Z y'wl PA?x
=0 =0

':Tl Z:Tz
+2y? Z ytw,TPZAZ i + 2y* Z )/thPAt+1

Z:T3
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Define & := vo, & = wi_q, t = 1,2,. ... From the definition of the term 7';, we have that

T, = *yngvo +v° Z y'wlPw,
=0

k=t+1

=g Pao+y ) Y Pa =y Y Vel P
k=1 k=0
For the term T,, we have that

T, = 2yngAKx + 2)/2 Z y’w,TPA’,;rzx
=0
= 2980 PAkx + 2% ) Y&l PA
t=0
k:L‘Fl

= 0yE PAkx + 2y )/ PA x
k=1

=2y Y Y EPAL X,
k=0

Using similar techniques for the next term, we obtain that T3 = 2y Y50 | Y*€T PAg Y i7) AK-1-ig,.
Due to the fact that P = Q + K'RK + yA}PAg, we have

X Okx +yGX(X) = x"Px+T1 + T> + T3

0o ) o k-1
=x"Px+y ) e P+ 2y Y FAPAR Y + 2y Y Y EPAL Y AT, (8.22)
=0 =0 =1 i=0
which is in the same form as in (8.6). Since {&:};, and {w};2, are i.i.d., we have that the
two random variables (8.6) and (8.22) have the same distribution, i.e., GK(x) 2 xTQxx +
yGE(xX).

8.8.2 Proof of Theorem 8.2

By virtue of Jensen’s Inequality, we have E*[|wil*] < E[lwill*] and E?[|lwel[] < E[|lwil[*].
Therefore, we have E[||[wyl*] < 02 and E[|lwll] < 4. Since (a + b + ¢ + d)* < 4(a® + b? +
2+ dz), we have

E[GK(x)GK(x)] < 4JE[(xTPx)2 +( Z YW Pwi)? + (2 Z YW PAKH x)?
k=0 k=0

) k-1
+(2 Z YHWIP Z AT (8.23)
k=1 =0
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We handle the terms one by one. The first term can be easily bounded by

(TPx)? < |Ixl* 1Pl (8.24)

2
By virtue of the Cauchy Product that (Zz":o ak) = Yo Z?:o aai_;, the second term can
be bounded by

( Z ’)’k+1 PWk)

< E[(Z Y Il 11P Y]
k=0
00 k
= IPIPE[ D7 > Iwill il |
k=0 =0
(o9 k
= IPIP > ¥ > Bl Iwill Iwid? |
k=0 =0

<IPIP Y /%2 + 1o
k=0

Y

(1-y)?

The first inequality holds since w; Pwy > 0. The second inequality holds since Elwill? weill?] =

E[lwiIP1E[lwiil*] < o} when l # k=1 and E[|lwl* [lwe—ilI*] = E[llwilI*] < o when = k-1,

= o IPIP (8:25)

. . 00 2
The last equality holds since Y5 y**2(k + 1) = UZW
For the third term, we have
E[(Z Z yk”WZPA]}:lx)z]
=0
ok
! 1 - -
= 4E| kZ? ; Y wl PAS o/ i PAK x|

00 k
< 4P| |x||2 Zym Z lwill ||A’+1|| lwell ”Ak 1+1||]
k=0 =0

k
< 411PIP Il Z(yp)"” D B[ il Iweil
k=0 =0

00

< AIPIP I o ) (k + D)™
k=0

’)’PK

= 4P| |Ix|* o7 : (8.26)
(1 - ypk)?
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The first equality follows from the Cauchy Product. The first inequality follows from
wi PAl x < ||P]|||AL || lwil llx]l and w{_,PA’;g“lx < IPI||A Y| 1wkl l1x]l. The second in-
equality holds since ||A%|| < lAk|I" < pl. The third inequality holds since E[||wy]| [[wy- ,||] <

0'4 when [ = k — [ and [ # k — I. The last equality holds since 350, (y0)*2(k + 1) =
For the fourth term, by virtue of the Cauchy Product, we have

) k-1
E[(Z Z YHwlp Z A],‘(_TWT)Z]
k=1 =0
= k
= E[(Z Z Y2wl P Z AI,?FTWT)2
k=0 =0
o0 k ] k=1
=48] >y Wl PO AT T wwl PO AT ). (8.27)
k=0 =0 =0 7=0

(1 Vp)’

Let £ = wl P(XL_ o AR "w,) x wl, P(ZAZ) AK+1-my,). Recall that the random
variables wy are independent from each other and E[w;] = O for all k € N. It yields that
when [ > k— 1, E[¢] = 0, and when [ < k — [, E[£] = 0. Thus, (8.27) can be simplified to be
with the items when k = 2/, i.e.,

) k—1
E[(Z Z YHwlip Z A];(_TWT)Z]
k=1 =0
) k ] k-1
=48] >y Wl PO A T wow PO AT )|
=0 =0

k=0 =0

i
— 4E[Zy21+4(WIT+1P(Z AII;I*TWT))Z]
=0

1=0
ZAM TWT
o 2
<4 ||P||2 a'ﬁ Z )/2[+4]E[ ]
=0

e D I
1=0 7=0 =0

8

<41|PIP Z YR Iwi P |
=0

l

I+1-1
> o

7=0

[

- IR TE] 31 3 S T )
=0 =0 k=0
!

oo i
-4 ||P||2 0'421 Z 7/2z+4 Z Z E (W;I:(AII;H—T)TAII:I—KWK)]
=0 k=0

=
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o0 i
= 41IPIP % Dy Y B[ wF AR T x AR wo)|

=0 =0
o0 i
2 2 20+4 2(I+1- 2
<4IPIP s ) v Y o E el |
=0 =0

2 4 20+4 2(1+1-
<APIPog Yy o
1=0 =0

00

2

2 : Pk
< 4||P||2 0_1 ,y2[+4—2
1=0 L= pk

41|PIP oip2y*t

<——57———. (8.28)

(1 -p1 —?)
The first inequality holds since w;,; and w, are independent for all 7 = 0,...,[. The last
equality holds since w, and w, are independent for 7 # x and E[w,] = O forallt =0,...,[

2
The second to last inequality holds since Zi:o p%”l_” < %'
K

Combining (8.24), (8.25), (8.26), (8.28) and (8.23), we have

E[GK(x)GK(x)]
40t IPIP¥y* 16111 I o2y2p%  16]IPIP ohoay*

S 4 4 P 2 .
“x“ ” ” + (1 _ ,)/)2 + (1 — 'ypK)z (1 —p%{)(l - 72)

Since E[GX(x)] is bounded, the variance of GX(x) is bounded. The proof is complete.

8.8.3 Proof of Theorem 8.3

Before analyzing the effect of perturbations on the return distribution, it is necessary to
investigate how perturbations affect the solution to the Lyapunov equation. The following
lemma presents the well-known sensitivity result for LQR.

Lemma8.1. [1]11]Let X bf the unique solution of the Lyapunov equation X = Q + ATXA
for a stable matrix A. Let X be the unique solution of the perturbed Lyapunov equation
X=0+ AT)N(Afor a stable matrix A = A + AA. Then, when Iy > 2, where Iy = HH(;IH_I,
Hy=1®1-A"®A", and € = ||Allr |AAllr + L IIAAl7, we have

Lemma 8.1 analyzes the sensitivity of the Lyapunov equation for the canonical form of
LQR. For discounted LQR, the sensitivity analysis of the Lyapunov equation is presented
in the following lemma.
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_n-1
Lemma8.2. Let = ||H'||", H=181-yAL ® AL, € = y | Akllr 1AAkllF + 3 1AAklIF- If
[ > 2€, we have
2P|y €

Ip- 7 <[lp- 7, = 21ec,

(8.29)

Proof. Tt directly follows from Lemma 8.1 and ||M||, < ||M||p £ Vn||M||,, for any matrix
M e R™", O

Back to the sensitivity of perturbations on the return distribution, we define ¥ :=
GX(x) — GX¥(x), we have

sup|FX(2) - FX(z)|
= sup [P(GX(x) < 2) - P(GX(x) < 2)|

= sup [P(GX(x) < 2) = P(GX(x) + ¥ < )|

N P(Y = ndt — f B P(GX(x) < z-0P(Y = t)dt

00

B(Y = 0(FK(2) - F¥(e - )d

—00

< sup| f BT - £)fva ]
= foaxE[IY1], (8.30)

where fmax is an upper bound of the PDF of GX(x) and the last inequality follows from the
mean value theorem.
From the definition of ¥, we have

BIP| = B[« (P = e+ 3y Wl (P = Pywi+2 )y Iwl(PART - PAK)x
= k=0
k-1

+2 i YHwlp kz_]: ATw, — P Z Ak

7=0

< X"(P - P)x| + Z YIE| Wi P = Pywi| +2 Z YIB| Wl PAR - PAK |
k=0

+227k+1E |wk PkZ: —PZ_:AII‘{T)WT].
=0 =0

We handle the terms in the above inequality one by one. By virtue of the Holder’s
inequality, the first term can be bounded by

(8.31)

IxT(P - P)x| < |Ix*||P - P]|. (8.32)
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Similarly, the second term can be bounded by

ikaEHWZ(p _ P)wk'] < i)/kHO'Z “13 _ P“ < 10_?; ”13 - P“ (8.33)
k=0 k=0

For the third term, we have
2 i )/kHEHwE(PAII‘(” _ PA];(H)XH
k=0
=23 (P - P e+ TP A ]
k=0

<2 3 B[ wel [P = P AR |l + 2" /B w12y A% = A1

k=0 k=0
<20 || - P|| IIxl Z YA + 20 11PI ) Z YU AR - AR (8.34)
k=0 k=0

By decomposing the term AK! — AR = (Ag — Ag)(ZE ) AKAL), we have
”AI;(H _Allc<+l||

zk: AKTTAL

i=0

< M-l

k
< Ak - Acll Q. Ak Akl
i=0

k
< lIA4kll O A Ak
i=0
< IAAk|l (k + 1)p’}( < ||AAk|l U. (8.35)

Define the function f(k) = (k + 1)p%, and the constant U = max{l,plopgfp 0oy
po = In(1/pg). It is easy to verify that the function f(k) obtains the maximum at k = 0
if pp > 1 and at k = Lo jf po < 1. Therefore, the last inequality follows since

- D\

f(k) < max{l, plopgg‘”)/‘“} = U for all k > 0. Substituting (8.35) into (8.34), we have

2 i yk“EHw{(PA’,;“ - PA’;(”)xH
k=0

< 20 lIPIIMI Uy

< - [[AAK] + 20'”f~’ - P“ (x| Z )/k+1 “A?l“

k=0

IAA KD+ 20 [|P = Pl 1xll Y (ror)!

k=0

< 20 lIPIIMI Uy
<=0,
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20 ||Pl Il Uy 2<ryp
S v L o

|| - P, (8.36)

k+1

where the second inequality follows since |A%|| < ||Ax]| p*1. For the fourth term,

we have

2Z¢+1E[|w{(PZA’< Ty — PZA" o]

k-1 k-1 . .
=2 Z ’}’kHEHWz(P Z AII‘(’TWT ) A‘I;(—TWT + PZ AI;TWT _p Z AIIC(*TWT) ]
k=1 = — 24 2,

<2 kZ.ol 7k+lEHwE(P -P) 2 A Tw, ]

oo k=1
+2 Z 7k+lE[|sz Z (AR — AR,
k=1 =0

|

o k-1 o k-1
<2 3 B[l [|P = P D Al we| ]+ 2 D VB Il 1P Y (AT = A | ]
k=1 =0 k=1 =0

00 k—1
<23 [ Iwell 1P [T = Akl |
k=1 =0

00 k—1
+2 3 Y B[ 1wl |P - PJ| D AT thwell
k=1 =0

=) k-1 =5} k-1

<202 1P Yy Y AT - Al + 20 |[B - P DA Y JIAKT (8.37)
k=1 =0 k=1 =0

where the last inequality follows since wy and w., 7 = 0, 1,..., k — 1 are independent. By

H Ak—1 k-1
decomposing the term A" — A", we have

k-1

(Crabaval
7=0
k-1 k—1-1
(AK AK)ZAkTIIAt
=0 i=0
k=1 k—1-1
< > Ak —akll|| D] Al Al
=0 i=0
k=1 k—1-1
<Ak -adl )] D Ak
=0 i=0

= IAA] Z(k D!
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k
= IAAk] Y iple!
i=1
AA
< ”—K”2 (8.38)
(I = pk)
. . . . k. 1-p% Kok
where the last inequality follows since Sy = >/, zp’K' = ﬁ - ﬁ < m.

Substituting (8.38) into (8.37), we have
- k-1 k=1
2 Z yk”EHWZ(P Z AT, — P Z A Twy) ]
<20 “P”Z 1 2R 22 P - PIIZV"”ZIIA’?«’H

202 ||Plly? ) S kl"‘kT
< T = 18450+ 27 [P =PI D7 D

_ 202 P IAAG | 207 [P - P
T A=A -px)? A=y -pr)
Combining (8.32), (8.33), (8.36), (8.39) and (8.31), we have

(8.39)

20 ||P||Ixll Uy
1 —
202 1Py A4l 20° [P P
1=y -px)? A=y -px)
1= &3 ||P = P|| + & lAAkll, (8.40)

20ypk

E[I71] <(lIxIP + )IIP Pl + IAAK] + < IIP P

where

o’y 20ypk 2072

l-y 1-yox A=y -pg)’
_ 20 ||P|l ||xl| Uy N 202 ||P|ly?
-y (1 =y - pg)?

Substituting (8.40) into (8.30) and using (8.29), we have

~ 2
Gy = ||Ix[I” +

sup [FX(z) - FX(2)|
Z
< fouax(@3 ||P = P|| + 24 1Ak
2|1P -
< fraxs F(yuAKnFnAAKnF ||AAK||%)+fmaxc4||AAK||

B (meaxés \/_VHAK”F”P“F
- [—2e

Frax&3ny IPllp
[—2€

+ fruanCs) IAAK]] + IAAKIP
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— = ~ 2
= C1 [|AAkll + & IAAK|I,

where the last inequality follows from ||[M||z < +n|/M||, for any matrix M € R™". The
proof is complete and also yields the expression of the constants ¢, ;.

8.8.4 Proof of Theorem 8.4

Define Yy := GX(x) — GX(x). Then, we have
s1;p IF¥(z) = FE\ ()
= sup IP(GR(x) < 2) = P(GX(x) < 2)|

= sup [P(GR(x) < 2) = P(GR(x) + Yy < 2)|

P(YN fdt — f P(GE(x) < z - DP(Yy = )1

00

P(Yy = r)(F,’jN(z) — FK (2 - t))dt|. (8.41)

Since the random variables w; are i.i.d for all # > 0 and the PDF of w;, exists, the function
Fk . 18 continuous and differentiable. Applylng the mean Value theorem, when ¢ > O there
exists a point 7 € [z — ¢, z] such that F/ (z) N(z -1 = (z )t, where fKN is the PDF
of Gllf,(x) Since the PDF of w, is bounded it further follows that f N is bounded. Then, we
have that IF N = )’fN(z Dl =1f, N(z )| < faxltl, where fiax is an upper bound of the

probability function ffN. Following a similar argument, we can show that this inequality
holds when ¢ < 0. Substituting this inequality into (8.41), we obtain

sup|F¥(2) - FX\ (@)l <sup | f P(Yy = D fpanlldl| = fowBIYyl. (842)
< Z —00

From the definition of Yy, we obtain that

k-1

Z yk”wTPwk +2 Z yk”wZPA?lx +2 Z yk“szZAk "W,
k=N k=N k=N =0
t+N-1

(] (o]
1=k-N + t+1, T t+N+1 1. T +N-7
= Zy wr+NPw,+N+ZZy w, vPAY x+227 w NP Z Ay wT)
=0 = =0 =0

Taking the expectation of the absolute value of Yy, we have

E[1vnl] <y ( Z Y[,y Pwinl] +2 Z Y HE[WE  PARN A]]

t+N—-1

+ ZZVHIE |Wt+NP Z Az+N TWT|])

t=0 =0
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We handle the terms in the above inequality one by one. For the first term, we have that

D VB Pwend] < DY B A (P ywienl] < amax(maz%. (843)
=0 t=0

By virtue of Jensen’s Inequality, it gives E?[|jwy||] < E[||wil*] < o2 . Then, for the second
term, we have

2 ) Y Elwy PAE ]

t=0

<20 )" Y HIPI ANl

t=0
<20 ) Y PN lxd

t=0

N-1
Yp Y
<20 |IPl| v~ — < 20 [Pl x| : (8.44)
—YPK 1 —ypk

where the second inequality is due to the fact that ||A§;’N +l|| < (AN < pN*! and
the last inequality follows from the fact that N > 1. For the third term, we have that

oo t+N-1
1 T N—
ZZO:)/H E[lw,, xP ZO AN Tw.]
1= =

oo t+N-1
ES A (M bt |
t=0 =0
0 t+N-1
<20 |IPI Y B D AR, ]
=0 =0

<20 |IP| )Y E
t=0

t+N—-1
N—
2 A
=0
t+N—-1

S20_2 ”P” Z 7l+1 Z ptI;FN—T

=0 =0
<20 P Yy T2
=0 —PK
YPk
20 |P| —F——, (8.45)
(I =y - px)

where the second inequality is due to the fact that w, and w,,y are independent and the

second to last inequality follows from the fact that Y,"\~! pi¥=m = 3tV pr < £ e
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Combining (8.43), (8.44) and (8.45), we have that
sup [Fy (2) = Fn @I < funaxE[1 Y]

Y Y 2 YPK N
< fnaxV™ (Amax (P)o? —— + 20 || P|| |1 + 207 ||P|| —————) := coy".
oV (A (PI = y0x T =) =7
The proof is complete and also yields the expression of the constant cg.
8.8.5 Proof of Theorem 8.5
It follows that
sup |Fy (@) — FX @l < sup |F5y(2) — FET (@) + sup [FET (2) - FE (o). (8.46)
Z Z Z

Note that F ff; and FXT are the EDF and CDF of the random variable GX7 (x), respectively.
By virtue of the Dvoretzky—Kiefer—Wolfowitz inequality, we have

. In(1
Sup|Ff,1’T(Z)—FK’T(Z)|S n(z_Af[é)’ (8.47)

with probability at least 1 — §. Define the random variable Zy = GX(x) - G¥T(x) =
Y5 ¥Y'x (O + KTRK)x, Further, we have

sup [FET () — FX(2)|

= sup [PIGKT (x) < 2} - PIGK () < 2

sup [PIG (x) < 2} = BIGNT (x) + Zr < 2|

sup ’P(GK'T(x) <2 f " P(Zy = t)dt — f " P(GKT(x) < z— )P(Zr = 1)dt

—00

f B = 0(FET @) - PR - 1)di]

o

sup
Z

IN

sup| | : P(Zr = 1) fnas ]

Now we focus on E|Z7|. From its definition, it gives

00 00

E[1Zr]) = E| ) ¥'x[ Q@+ K"RK)x| <B[ > ¥'[lo+ K"RK|IxI?] (8.49)

(=T+1 =T+1
From x,.; = Agx; + w,, where Ay = A + BK, we have

=1

xo=Alx+ Z AT Ty (8.50)
=0
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Hence,
-1 2
E[”xtuz] = ]E[ Ath+ ZAI[;I—TWT ]
7=0
-1 2 -
< 8l il | 35w+ 2| a5
=0 7=0
= g 1
< g3 P + B[ | 3 A e+ 200 bl Y A ], @51
=0 =

where the last inequality follows from ”A x” < HA “ lIxll < p’ lIx|l. Further, we have
t—1
ZA’,;I_TWT

t—1
<E| ) [lagt| ||w7||]
7=0 =0

< AtlT tl‘r 852
<az|| ||<o-zp < 52

where the first inequality follows from the Cauchy—Schwarz inequality, the second
inequality follows from E2[|lw||] < E[|lwil*] < o2, and the third inequality follows from
||Ar+N+lH < (”AK”)HNH <pt+N+l Further,

T

t—1

=E Z wI(A;(”)TA;(”w,l
=0
t—1

<E| ) [lag A ||wf||2}
=0
t—1

<? Z “(AzlfT)TA;lfT”

E

t—1

t—1-1
5 a

7=0

E

=0
=1 2

<oy pt < T (8.53)
=0 1 _pK

where the first equality follows from the fact that the random variables w,, T € N, are
i.i.d. and with zero mean. The first inequality follows from the Cauchy-Schwarz inequality
and the third inequality follows from ”(A’ 1= T)TA’ I- TH < H(A’ 1- T)TH HA’ 1- T“ < pz(t -0
Substituting (8.52) and (8.53) into (8.51), we have

or 204 llxllo

8.54
=g l-px -9

ElllxIP] < pF 1121 +
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Substituting (8.54) into (8.49), we have

E[|Z7]]

2 208 Ixll o
o + Pg )

<o+ K'RK]| D ¥ (o% P + 5 S

t=T+1
< ||Q+1r<TRK||(yT+]p§{(T+D”x||2 it ol L Yo )
- 1 - yp (A =p)(1=ypK) (1= p)(1 - p2)
= 1QxllY™ (i ™V + copit! + c3). (8.55)

Combining (8.46), (8.47), (8.48) and (8.55), it gives
sup |FRT (2) — FX(2)|
z
<sup|FYT(2) = FXT (o) + sup [FXT (2) - FX(2)|
z Z

In(1/6)
< Faa 1KY (1™ + cppkt! + ¢3) + T

which completes the proof.



Chapter 9

Conclusions and Future Research

In this chapter, we summarize this thesis and discuss possible directions for future research.

9.1 Conclusions

The main results of this thesis were presented in Chapters 3—8 and categorized into four
parts.

Distributionally robust optimization via UOT

In Chapter 3, we introduced a novel DRO framework that employs a new distance derived
from UOT. By incorporating a soft penalization term in the design of the ambiguity set,
our method exhibits increased resiliency to outliers. We provided strong duality results for
the original DRO problem and the Lagrangian penalty problem, with the latter allowing for
more efficient computation via stochastic sub-gradient methods. Finally, empirical results
validate our method’s enhanced robustness to outliers and reduced computational demands
for regression and classification tasks.

Constrained optimization with decision-dependent distributions

In Chapter 4, we developed a framework for solving constrained optimization with
decision-dependent distributions in both the objective function and linear constraints.
Firstly, we established a sufficient condition that guarantees the uniqueness of the
constrained equilibrium point and at the same time ensures that the RCM algorithm
converges to this point. Furthermore, we presented sufficient conditions for the RDA
algorithm to converge to the constrained equilibrium point. Additionally, we derived a
bound for the distance between the constrained equilibrium and optimal points. Finally, we
demonstrated the effectiveness of our algorithms using illustrative experiments on both a
synthetic market problem and a dynamic pricing problem based on an open-source dataset.

In Chapter 5, we proposed the RPGD method to address optimization problems
with decision-dependent constraints. Although the projections sets are varying during the

157
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optimization process, we still showed the convergence of RPGD based on the constructed
Lipschitz continuity property of projection onto varying sets. The effectiveness of RPGD
was validated through numerical experiments on market and dynamic pricing problems,
which confirmed its superior performance in maintaining feasibility.

Risk-averse learning in games

In Chapter 6, we proposed a zeroth-order risk-averse learning algorithm for online convex
games. Our algorithm relied on a new sampling strategy to estimate the CVaR values of
the agents’ cost functions, and a zeroth-order estimator of the CVaR gradients to update
the agents’ actions. To further improve the regret bounds achieved by our algorithm, we
proposed three novel modifications: one reuses samples from the previous iteration to better
estimate the CVaR values, one uses residual feedback to reduce the variance of the CVaR
gradient estimation, another integrates variance reduction and sample reuse by using data
from the entire history.

In Chapter 7, we proposed a first-order method to solve risk-averse games. We showed
that the VaR estimates play a key role in estimating the CVaR gradient. Under some
conditions, we showed that the error of VaR estimates can be bounded and the convergence
is guaranteed with high probability.

Distributional learning in LQR

In Chapter 8, we proposed a new distributional approach to the classic discounted LQR
problem. Specifically, we have first provided an analytic expression for the exact random
return that depends on infinitely many random variables. In this context, we have shown
that the variance remains bounded if the fourth moment of the disturbance is bounded.
Furthermore, we have conducted an analysis of distribution sensitivity. Besides, we have
proposed a model-free method for evaluating the return distribution, with theoretical
analysis of its sample complexity. Since the computation of this expression is difficult
in practice, we have also proposed an approximate expression for the distribution of the
random return that only depends on a finite number of random variables, and have further
characterized the approximation error. Moreover, we have extended most of the above
results for LQR to the partially observable case.

9.2 Future research directions

There are several interesting research directions based on the work of this thesis.

Distributionally robust federated learning with outliers

Building on the proposed DRO framework with unbalanced optimal transport (UOT), an
exciting future direction is its application to distributionally robust federated learning. Fed-
erated learning presents unique challenges due to data heterogeneity, privacy constraints,
and communication overhead. These challenges are exacerbated in the presence of outliers,
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which may stem from adversarial clients or corrupted data distributions. Integrating the
UOT-based ambiguity set into FL settings can enhance the system’s robustness against
outliers. We aim to investigate how UOT can enhance robustness against outliers in
federated learning, considering both centralized and decentralized settings. Additionally,
theoretical developments in convergence analysis and generalization bounds for UOT-
based DRO in federated settings will be critical.

Decision-dependent optimization with nonlinear constraints

A promising direction for future research is the study of decision-dependent optimiza-
tion problems with nonlinear constraints. Such problems are pervasive in real-world
applications, including supply chain management, energy systems, and financial portfolio
optimization, where the decision-maker’s actions influence both the constraints and the
underlying distribution of uncertainties. Addressing these challenges will require extending
current techniques to handle nonlinearity in constraints while ensuring convergence and
tractability. Potential approaches include developing dual-based or primal-dual algorithms.
Moreover, establishing theoretical guarantees, such as the existence of constrained equi-
libria, uniqueness, and convergence, will be critical for the broader adoption of such
methods. Additionally, future work could explore the computational aspects of these
problems, including efficient implementation for large-scale systems and scalability in
high-dimensional settings.

Distributional LQR with probability constraints

Builing on the results on Chapter 8, an interesting direction for future research is
the integration of risk-averse or probability constraints into the distributional LQR
framework. Such constraints are particularly relevant in safety-critical applications, such
as autonomous systems, robotics, and financial engineering, where it is essential to
ensure the state remains within a specified region with high probability. A primary
challenge will be developing computationally efficient methods for accurately computing
the return distributions while incorporating these constraints. Striking a balance between
computational tractability and accuracy will be essential for practical implementation.
Furthermore, extending the framework to nonlinear systems presents an exciting avenue
for research, as nonlinear dynamics are prevalent in many real-world scenarios.
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