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Abstract
The recent growth of Extended Reality (XR) technologies has led to their
adoption in various fields, including medicine. Specifically, in the context of
neurosurgery, virtual applications can be used to simulate surgical procedures
and to provide training environments for residents. In such simulations, the
user’s hands are often represented by virtual models to offer guidance and
feedback during interaction with virtual surgical tools. The hypothesis that a
realistic representation of the user’s hands can contribute to the user’s sense
of embodiment and performance in an application for neurosurgical education
is explored in this thesis. Starting from pictures of hand gestures performed
by nine different subjects, a pipeline was developed to generate hand meshes
for both the right and left hand using a statistical approach. Accuracy of
the generated hand meshes is evaluated against a state-of-the-art hand model,
comparing the vertex positions of both hands. A Mean Per Vertex Position
Error of 29.2 mm and 24.9 mm are obtained for the right and left hand,
respectively. A user study was also conducted to assess the impact of hand
realism on the user’s sense of embodiment and performance when interacting
with a virtual surgical tool in a high-precision task. Results suggest that
a highly realistic hand representation might not be essential for the user’s
sense of embodiment in a virtual environment for neurosurgical education,
and that precision in the hand model’s movements might have more priority
for the user’s performance. However, the study does not provide sufficient
statistical evidence to draw definitive conclusions, highlighting the need for
further research in this area.
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Sammanfattning
Den nyligen växande tillväxten av Extended Reality (XR)-teknologier har lett
till ökad användning i olika fält, inklusive medicin. Specifikt, inom området för
neurokirurgi kan virtuella applikationer användas för att simulera kirurgiska
ingrepp och fungera som träningsmiljöer för läkare. I sådana simulationer
representeras användarens händer ofta av virtuella modeller för att erbjuda
vägledning och feedback under interaktion med virtuella kirurgiska verktyg.
Hypotesen att en realistisk representation av användarens händer kan bidra till
användarens kroppskännedom och prestanda i ett program för neurokirurgisk
utbildning utforskas i denna avhandling. Från bilder av handgesturer utförda av
nio olika ämnen utvecklades en process för att generera handmodeller för både
höger och vänster hand med hjälp av en statistisk metod. Noggrannheten hos
de genererade handmodellerna bedöms mot en state-of-the-art handmodell,
genom att jämföra vertikalpositionerna av båda händerna. En Mean Per Vertex
Position Error på 29,2 mm respektive 24,9 mm erhålls för höger och vänster
hand. En användarstudie genomfördes också för att bedöma inverkan av
handens realism på användarens kroppskännedom och prestanda när den
interagerar med ett virtuellt kirurgiskt verktyg under en uppgift som kräver
hög precision. Resultaten tyder på att en mycket realistisk handrepresentation
kanske inte är avgörande för användarens kroppskännedom i ett virtuellt miljö
för neurokirurgisk utbildning, och att precisionen i handmodellens rörelser
kanske har större prioritet för användarens prestanda. Dock ger studien inte
tillräckligt statistiskt bevis för att dra definitiva slutsatser, vilket understryker
behovet av ytterligare forskning inom detta område.

Nyckelord
Extended Reality, Handmesh, Neurokirurgisk Utbildning, Kroppskännedom
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Chapter 1

Introduction

1.1 Background
Extended Reality (XR) is a rapidly growing field that is finding its applications
in entertainment, education, medicine, fashion and more [1]. The term
encompasses all immersive technologies that, by means of a Head Mounted
Display (HMD) or other devices, allow the user to experience both the real and
the virtual world, with varying degrees of immersion, described in detail in
figure 1.1. While Augmented Virtuality (AV) and Augmented Reality (AR),
grouped under the term Mixed Reality (MR), are used to augment the real
world with virtual objects, Virtual Reality (VR) is employed to immerse the
user in a completely simulated environment, usually represented by a 3D-
rendered scene.

XR applications offer the possibility to interact with virtual objects,
either by employing controllers or by tracking the user’s hands. VR
applications, in particular, often represent hands in the virtual environment to
provide guidance and feedback to the user when interacting with the Virtual
Environment (VE). Throughout the experience, users may feel a sense of
ownership of their virtual body, known as embodiment [3]. Studies have
shown that the realism of virtual hands has an impact on the user’s sense of
agency [4] and body ownership [5], which are crucial factors that contribute
to this feeling. Hence, headset manufacturers are investing in the development
of hand-tracking technologies [6] and visual hand representations [7].

The goal of providing accurate hand representations in XR applications
gains particular relevance in the context of surgical education and surgery
simulation. Virtual environments can be used to either simulate specific
procedures or to provide a training environment for residents [8]. The latter
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Figure 1.1: The virtuality spectrum. XR and its branches, with different levels
of virtualization, are displayed. [2]

case, in particular, is driven by multiple factors, such as the scarcity of mentors
and the need for a decreased training time [9]. Benefiting from the use
of XR technologies are training, skill assessment as well as the acquisition
and transfer of procedural knowledge [10]. During a simulated surgery, the
user is often required to interact with virtual surgical tools to perform the
procedure. Such interactions can provide valuable feedback on the execution
of the procedure, and can be taken into account when assessing the resident’s
skills [11].

Given the previous considerations, an accurate representation of the user’s
hands may be beneficial to the user’s immersion and sense of agency during the
simulation. To the best of my knowledge, no prior studies have been conducted
to assess the impact of hand representations on the resident’s performance
during a simulated surgery.

1.2 Problem

1.2.1 Research Question
A central research question for the project has been formulated as follows:



Introduction | 3

RQ: How does an adaptive hand mesh generated from RGB captures of
hand movements perform in a VE for neurosurgical training, particularly when
it comes to hand-object interactions with surgical tools aimed at mimicking
actions performed during a brain procedure?

Here, ”adaptive” refers to the ability of the mesh to adapt to the user’s hand
movements while performing the task.

To further outline the research question, the following sub-questions have
been formulated:

RQ1: How does the generated hand mesh perform, in terms of of accuracy
of shape and pose, when compared to a state-of-the-art hand model?

In order to assess the produced hand mesh, it was compared against
a widely adopted hand model that has demonstrated high accuracy and
reliability in previous research [12], serving as a standard of reference for
comparison. More details about the metrics employed to this aim are provided
in sections 2.1 and 3.4. It was hypothesised that, due to the simplicity of the
adopted method, the generated hand mesh would not be as accurate as the
state-of-the-art model, but would still be able to provide a satisfactory level of
accuracy for the task at hand.

RQ2: How does the perceived realism of the generated hand mesh affect
the user’s performance, sense of body ownership and sense of agency in the
neurosurgical training environment?

Hand-object interaction is a core component of simulated surgical
procedures [13], and although the utilization of physical surgical instruments
has been recognized as superior compared to emulation of the same, even
when haptic feedback is provided [14], several studies in neurosurgical
education have been conducted employing virtual tools for the simulation [2].
Whether physical or virtual tools are being utilized, the user is required to
interact with them in a manner that resembles the real procedure as much as
possible. To the best of my knowledge, no prior studies have related the realism
of the user’s hand representation to the user’s performance in such interactions
with surgical tools.
On the other hand, studies have been conducted to relate avatar realism to the
user’s sense of body ownership [15], and hands have been found to affect the
user’s sense of agency [4] and body ownership [5] when varying their level of
realism. Through this research question, this study aims to perform a similar
evaluation in the context of neurosurgical training. Hypothetically, a more
realistic hand representation would lead to a higher sense of body ownership
and agency, and enhance the user’s experience and performance in the task.



4 | Introduction

1.3 Purpose
Educational tools for neurosurgical training in External Ventricular Drain
(EVD) placement, a procedure that involves the insertion of a catheter into
the brain’s ventricles, have been selected as the domain of application for
this project. Given that manual dexterity and hand-eye coordination are key
aspects of surgical training, especially in simulations of Minimally Invasive
Surgery [16], an accurate real-time representation of the user’s hands can be
beneficial to the effectiveness of the simulation, thus enabling improvement in
the aforementioned skills. The target audience of the project is developers in
the field of XR technologies, as well as medical professionals and researchers
who are interested in investigating the use of XR in surgical education.
Insights concerning the relationship between the perceived realism of the
hand representation, the user’s sense of ownership and agency, and the task
performance can thus be of interest to both the medical and the XR community.

This project could raise an ethical question regarding the use of patient
data or human-like representations in the simulation, as a Three Dimensional
(3D) asset reproducing a human skull is employed. The asset, provided by
KTH, comes from data donated and collected anonymously from a patient.
As far as ethical issues raised by the user study are concerned, user
anonymization practices were implemented and a GDPR consent form was
provided to participants, allowing them to ask for the deletion of their data at
any time. Participants were informed about the purpose of the study, the use
of the data collected and any risk they might encounter during the simulation -
mainly the possibility of experiencing motion sickness. Participants were able
to withdraw from the study at any time.

1.4 Goals
This project aims at generating a realistically perceived 3D hand mesh,
computed from Red Green Blue (RGB) captures of various hand gestures.
Such a hand mesh is to be employed in XR applications, enabling real-time
hand-object interactions with virtual objects, and evaluated through a user
study that has participants perform tasks mimicking actions performed during
an EVD placement procedure in a VE. The hand model is compared to MANO
[12], a cornerstone in the field, in order to assess its accuracy and to compare
its performance to contemporary solutions.
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1.5 Research Methodology
The project is divided into two main phases: development and evaluation.
All coding is carried out in Python, using methods, algorithms and libraries
discussed in section 3. The outcome is then tested in a simulation built in
Unity, where a task is performed by the user that can provide insights on the
metrics and questions outlined in section 1.2. A questionnaire is provided to
the user afterwards to collect feedback and subjective data.

1.6 Delimitations
The project focuses on computer graphics-related aspects of hand mesh
generation, and does not include a thorough exploration of computer vision
techniques for pose estimation. Texturing of the hand mesh is not included
in the scope of the project, and is not taken into account when assessing the
hand’s realism. Major performance optimizations of the pipeline are not be
considered unless necessary to the outcome of the project.

1.7 Structure of the thesis
Chapters 2 provides an introduction to the field of hand modeling and XR
advancements in neurosurgical education, as well as presenting related work
relevant to the project. Chapter 3 delves into the methodologies and techniques
employed in the project, while chapter 4 presents the results derived from the
evaluation process. Finally, chapter 5 contains a discussion of the results
and the implications of the study, and chapter 6 concludes the thesis by
summarizing the findings and suggesting future work.
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Chapter 2

Background

This chapter provides an introduction to hand modeling and XR advancements
in neurosurgical education, provided in sections 2.1 and 2.2 respectively.
Additionally, related work relevant to the project is discussed in section
2.3, delving into commonly adopted methodologies and techniques for hand
modeling. Considerations regarding the impact of hand realism in XR
applications are also discussed.

2.1 Hand Modeling
Modeling the human hand is a challenging task, due to its complexity and
the high number of Degrees of Freedom (DoF). The prevalent approach is to
start from a pre-existing hand model and optimize it to improve its accuracy
or to adapt it to a specific use case. Meng et al. [17] distinguish between
model-based and model-free works: the former usually rely on MANO [12],
a parametric hand model proposed in 2017, to train a convolutional neural
network and predict its parameters. The latter adopt a model-free strategy,
directly regressing the 3D vertices of the human hand through various deep
learning techniques.

Nonetheless, a third approach exists which performs a statistical analysis
of the collected data to generate a parametric representation of the hand. The
framework followed in the present project, discussed in chapter 3, falls under
this category, and starts with the acquisition of captures of human hands.
Moon et al. [7] not only contributed a wide dataset of interacting hands, but
also provided a broad overview of academic works that present datasets for
pose estimation and hand tracking. Such captures can be of various types
in terms of number of images/videos and number of subjects. The data is
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typically collected in a controlled environment, but can also be captured in
in-the-wild scenarios, and sometimes includes multiple interacting hands.

From the collected data, segmentation masks are computed and joint
locations and hand pose are usually estimated. Many challenges arise in
this step, among which the presence of self-occlusions, the difficulty of hand
motion, and the need for depth data, especially in the case of RGB captures [6].
Hand pose parameters can be estimated from depth maps or machine learning
techniques [18]. The skeletal structure of the hand is usually represented
through a kinematic model encoding the hand’s DoF, which can be arbitrary
depending on the model’s complexity - usually ranging from 20 to 30 [6].
Kulon et al. reverse the process by estimating joint locations from the hand
mesh [19].

At this point, the hand mesh can be generated from the data. Previously
localized keypoint and depth information can be combined to generate a 3D
representation of the hand, leading to the generation of a point cloud. Many
algorithms exist to compute a triangulated mesh from a point cloud, a few of
which are discussed in section 2.3.2

As large volumes of data are usually captured, it becomes necessary to
define a template mesh model to represent the hand. To align the template with
the input data, a registration process is performed to account for variability
and different hand shapes. This way, all the data can be mapped to a
common space, and the template can be deformed to fit the input data.
Finally, a low-dimensional parametric model can be obtained by applying a
dimensionality reduction technique to the mesh. Benefitting from the reduced
dimensionality, the model can be easily manipulated and animated, and a
parametric representation of the hand can be obtained. The mesh can then be
further refined by smoothing, texturing and rigging it to allow for deformation
and interaction with virtual objects, depending on the application.

The listed steps and commonly employed methodologies to perform them
are discussed in section 2.3.

2.2 XR and Neurosurgical Education
Among applications of XR that are gaining relevance, healthcare and medicine
are particularly promising fields. Areas of interest include visualization of
medical data, education and training, and consultation [20]. Surgical training,
in particular, stands out as a domain that can highly benefit from the use of
such technologies. Advantages include the possibility to simulate complex
procedures in a safe environment without the need for expensive equipment,
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easier assessment of the resident’s skills, and efficient pre-operative planning
[8].

In Minimally Invasive Surgery (MIS), surgeons operate through small
incisions to minimize damage to the patient’s body. This kind of treatment
is adopted in several branches of surgery, among which heart surgery, spine
surgery and brain surgery. Given that the surgeon needs to perform small
and precise movements, manual dexterity and hand-eye coordination in such
procedures are crucial. Hence, the use of XR technologies to simulate such
procedures can be particularly beneficial to the resident’s training. Accurately
representing hands and their movement is critical, as they are the primary tool
for performing the task.

In the context of neurosurgery, EVD is a procedure that is often
performed in the treatment of patients with traumatic brain injury, intracranial
haemorrhage, and brain tumours. The procedure involves the insertion of a
catheter into the ventricles of the brain to drain cerebrospinal fluid, and is
usually performed in emergency settings. Since this is a commonly performed
operation, and can lead to complications if not performed correctly, effective
training of residents is vital. Here is where XR technologies come into
play: by simulating realistic surgical scenarios and allowing residents to
practice procedures in a controlled virtual environment, they contribute to
more effective and comprehensive training, reducing the risk of complications
in real-life surgeries. Virtual applications also allow for remote training
and assessment, representing a valuable tool to overcome the scarcity of
experienced surgeons, especially in economically disadvantaged areas.

Among all XR technologies, VR is the most adopted for neurosurgical
training, often with the use of haptic feedback devices to provide a realistic
tactile sensation [2]. Tools for the simulation of neurosurgical procedures
usually include a VE that reproduces the surgical environment, interaction
with either physical or virtual surgical tools, and a system for the assessment
of the resident’s performance or learning progress. Typical metrics for user
performance evaluation include time to completion, surgical tool kinematics
and procedure-specific criteria [11, 2].

Research has shown that XR training is generally preferred to traditional
training methods [21] and that it can lead to increased familiarity with the
procedure, especially for novices [8]. Technical proficiency is positively
impacted by XR training, as well as skill assessment and procedural knowledge
acquisition [2, 21]. In general, studies show that surgical training can
benefit from educational tools in XR both from the perspective of the
resident’s learning and performance and from the perspective of usability and
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convenience.

2.3 Related Work
In the previous sections, the main concepts and methodologies that are relevant
to hand modeling, particularly focusing on the statistical approach employed in
this project, have been discussed. An introduction to the current advancements
in XR technologies and their applications in neurosurgical education has also
been provided, being the domain of application of the project.

After introducing the core notions, the most significant works in the field
are presented, focusing on the techniques adopted in the framework of the
mentioned approach, and on the relationship between virtual hands appearance
and sense of embodiment in XR applications. This section aims to motivate
the choice of the methodologies for the framework as well as its evaluation
by providing an overview of the state-of-the-art in the field and by comparing
past and current solutions to the problem at hand.

2.3.1 Hand models: mesh recovery, data collection
and evaluation

Numerous pipelines that cover the entire process of hand mesh generation have
been proposed, starting from data collection to the generation of a rigged and
animated hand mesh. Generally, such solutions can be categorized based on
the type of data collected or employed, as well as the process applied to analyse
it [22]. Hand models and datasets mentioned in this section are summarized
in table 2.1.

As far as data collection is concerned, many works rely on RGB or RGB-D
captures of hands. Re:InterHand [7] is the latest and the most complete dataset
of interacting hands: images were captured at 90 Frames Per Second (FPS)
by 170 calibrated, synchronized cameras. Its precursor, InterHand2.6M [23],
also employed a multi-camera system, providing the largest dataset of RGB
images of hands, with 2.6 million images of 26 unique subjects.

A less popular approach to acquiring data on hand movements is to employ
marker-based motion capture systems. Occlusions and the need for calibrated
cameras make this approach less appealing [24], and although models utilizing
gloves along with sensor systems and cameras have been proposed [24, 25],
cameras-only solutions appear to be more widely adopted [22].

Adoption of Light Detection And Ranging (LiDAR) sensors for hand
tracking and hand model generation is even less common. Fan et al. [26]
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employ them to estimate a 3D human body mesh, including hands. However,
the authors themselves point out multiple issues and disadvantages of this
approach, among which the incompleteness, noise and sparsity of LiDAR
point clouds.

Being very recent, the aforementioned datasets have not been widely
adopted yet. On the other hand, MANO [12] is to be considered the state-of-
the-art dataset and hand model, constituting the ground truth for many works
in the field [7]. Their captures were acquired with a stereo setup comprised
of five cameras, collecting both coloured and grayscale images, providing
images of 31 subjects performing different gestures. In addition to providing
a dataset of hand captures, the authors propose a low-dimensional parametric
hand model following a statistical approach. Their work is based on the whole-
body statistical model SMPL [27], featuring analogous elements such as a
template shape, kinematic tree, blend shapes and blend weights. The authors
provided the first parametrized model based on high-quality data, hence the
wide adoption of their work in the field.

Later models often start from MANO and optimize it to improve its
accuracy or to adapt it to a specific use case. NIMBLE [28] is a recent example
that estimates both the interior kinematic structure and the exterior mesh
of the hand, starting from MANO’s topology for the skin template. HARP
[29] reconstructs a hand mesh with personalized texture and shape from a
monocular RGB video, extending MANO’s mesh resolution. Finally, Handy
[30] tackles MANO’s limitations in terms of diversity of subjects, proposing
a large-scale model based on over 1200 hand scans, including diverse ages,
genders, and ethnicities.

The statistical approach adopted by MANO and by the current thesis
project finds its roots in the seminal work of Blanz and Vetter [31], who first
employed Principal Component Analysis (PCA) to derive a set of principal
components representing the main modes of variation in facial appearance.
These components can be linearly combined, thus enabling the synthesis of
diverse and realistic facial shapes. Later works have applied similar techniques
to compute whole-body deformable models, such as the previously mentioned
SMPL [27]. As far as hand models are concerned, however, not many were
found to adopt a purely statistical approach. BlendPose by Rao et al. [32]
introduces a novel framework differing from existing models: while MANO
performs deformations through pose parameters starting from the rest-pose
mesh, BlendPose computes a linear combination of hand posture models and
the rest-pose one. This was the only work found not to use neural networks or
other machine learning techniques to compute the hand mesh after MANO.
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As far as evaluation of the hand model is concerned, a great number of
works compare against FreiHAND [33], which utilizes MANO’s pose and
shape parameters and adopts it as the ground truth for the evaluation of their
model. Mean Per Joint Position Error (MPJPE) is a commonly adopted metric
that measures the mean Euclidean distance between the predicted and the
ground truth joint locations [17]. Similarly, Mean Per Vertex Position Error
(MPVPE) measures the mean Euclidean distance between 3D vertices rather
than joints [34]. Finally, Percentage of Correct Keypoints (PCK) curves
are calculated by identifying the percentage of correctly predicted keypoints
within a certain threshold [35].

Model Description Year
Re:InterHand [7] Recent interacting hands dataset including relighted pictures,

binary masks and 3D hand model fittings.
2023

InterHand2.6M
[23]

Largest dataset for hand pose estimation, including 2.6 million
captures of both single and interacting hands from multiple

subjects.

2020

MANO [12] State-of-the-art work including 2018 single-hand scans of 31
subjects and a hand model formulation based on a statistical

approach.

2017

NIMBLE [28] Non-rigid hand model that estimates and coordinates both the
inner and outer kinematic structures of hands, based on magnetic

resonance images.

2022

HARP [29] Recent work that, starting from MANO’s parametric model,
reconstructs a hand mesh with personalized geometry and

appearance from RGB sequences.

2022

Handy [30] Large-scale model that tackles MANO’s limitation in terms of
diversity of subjects by capturing hands from over 1200 subjects,

differing in age, gender and ethnicity.

2023

Blendpose [32] Parametric hand model computed by linearly combining a
template rest-pose model and posed hand models.

2023

FreiHAND [33] After acquiring captures of hands, MANO’s parameters are
estimated to evaluate the dataset. The result is employed for

comparison and assessment of many subsequent works.

2019

Table 2.1: Overview and summary of the hand models mentioned in section
2.3.1, ordered by appearance.
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2.3.2 Surface reconstruction from point clouds
Point clouds are discrete sets of data points located in three-dimensional
space generated by means of 3D scanners, photographs or sensors. Several
algorithms have been proposed to generate a 3D surface from a point cloud
since the 90s, differing in terms of computational complexity, accuracy, type
of input data and others.

A main distinction can be made between explicit and implicit surface
reconstruction methods. Explicit surfaces provide a detailed and specific
representation of the points on the surface, and require well-distributed data
points for an accurate reconstruction. The proposed frameworks usually
process the Delaunay triangulation or the Voronoi diagram of the point
cloud. The Crust algorithm [36] employs both structures to recreate a linear
approximation of the surface, serving as the basis for other works that address
its limitations (generation of artifacts and lack of global consistency). Another
fundamental method for explicit surface reconstruction is the Ball Pivoting
Algorithm [37], which employs a ball of fixed radius to pivot around the points
of the cloud and construct triangular facets. The pivoting process can be re-
iterated with different radii to handle uneven point sampling densities.

Explicit methods achieve well-defined geometries and provide direct
spatial information, however they can present some limitations, as they are
often not practical with large datasets and are sensitive to noise [38].

Implicit surface reconstruction algorithms, on the other hand, involve
the identification of a scalar function of which the zero set represents the
surface. The pillar work for this approach is the Marching Cubes algorithm
[39], assuming that the inside and outside of the surface can be distinguished
by the sign of the function. The algorithm employs a grid to divide the
three-dimensional space, determining the contour of the surface within each
cell based on the function’s values at the vertices. The algorithm has been
optimized and extended in following works, as described by Newman and Yi
[40]. Poisson surface reconstruction [41] is a more recent but still widely
adopted method that employs a Poisson equation to compute a harmonic
function from the point cloud, and then minimizes the gradient of the function
to obtain the surface. It gained popularity due to its effectiveness in handling
noisy data, and, again, has been later improved by other works [38].

As far as surface reconstruction for hand meshes is concerned, not all
works start from a point cloud to reconstruct the mesh. Among those that do,
not many provide details on the algorithm employed for the reconstruction, as
the focus is usually on the data collection and the hand model itself. AlignSDF
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[42] is a recent work that includes captures of hands and manipulated objects,
and employs Marching Cubes at test time to reconstruct both the hand and the
object shape.

2.3.3 Point cloud registration
The process of finding the spatial transformation that aligns multiple point
clouds, aiming at minimizing the distance between the transformed source
point cloud and the target one, is known as registration. In the context of
statistical shape modeling, registration is a fundamental step to align the data
to a common space and to compute a low-dimensional parametric model.

A main distinction can be made between rigid and non-rigid registration,
depending on the nature of the transformation. In the former case, the
transformation usually consists of rotations and translations, while in the latter
case transforms are not uniformly applied to the entire point cloud and can lead
to deformations in shape.

An additional categorization based on the employed methodology exists
between optimization-based and learning-based methods. Algorithms of the
first kind iteratively estimate correspondences and transformations between
point clouds, producing the optimal transformation matrix as a result. Methods
belonging to the second category employ feature learning methods or end-to-
end neural networks to solve the registration problem. This section will focus
on the former approach, which is also adopted in this project.

Many optimization-based works base their registration process on the
Iterative Closest Point (ICP) algorithm, first proposed by Besl and McKay in
1992 [43]. The method, originally formulated for two point sets, involves two
main steps: correspondence finding and transformation estimation. During
correspondence finding, the algorithm associates each point in one set with its
closest counterpart in the other set, for instance by minimizing the Euclidean
distance between points. Then, the second step involves calculating an optimal
transformation (translation and rotation) that minimizes the overall distance
between corresponding points. Such transformation is typically computed
using a least squares approach, where the sum of squared distances between
corresponding points is minimized. The entire process is repeated iteratively
until convergence, or until a predefined stopping criterion is met. Extensions
and improvements to the original algorithm include speed optimizations,
different distance metrics, and noise handling, among others [44].

ICP was proposed to handle rigid registration, but it was later extended to
the non-rigid case in 2007 [45]. By transitioning from global transformations
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to increasingly localized ones, stiffness is reduced, allowing the algorithm to
handle large deformations. This variant has been employed for hand mesh
registration in statistical hand modeling [42].

Another widely adopted algorithm is the Coherence Point Drift (CPD)
algorithm, proposed by Myronenko and Song in 2010 [46]. The authors
treat the alignment of two point clouds as a probability density estimation
problem. They employ a Gaussian mixture model (GMM), with one point
set representing the GMM centroids, and the other one representing the
data points. Correspondence between the two point clouds is achieved
by maximizing the GMM posterior probability for a given data point. In
order to preserve the points’ topology, GMM centroids are forced to move
coherently as a group. The transformation is then estimated and refined with
an Expectation–maximization (EM) framework that slightly differs depending
on the nature of the registration. As a matter of fact, CPD’s popularity can be
attributed to its flexibility, as it can handle both the rigid and non-rigid case.
The authors also prove its robustness to noise and outliers, and its ability to
handle large datasets.

Although this section focused on two established optimization-based
methods, many other algorithms learning-based methods have been widely
explored in the last years and have shown promising results in addressing the
multiple challenges of the registration problem [47]. Nonetheless, given the
diffusion of documentation and easiness of implementation, an optimization-
based approach has been chosen for this project.

2.3.4 Dimensionality reduction and shape parametriza-
tion

In order to find the principal modes of variation of a shape, parametrization
techniques are employed to reduce the dimensionality of the data and to
allow for a statistical description of a large quantity of shapes. The most
common technique employed to this end is PCA, which computes the
eigenvectors and eigenvalues of the covariance matrix of the data, and
allows for the representation of the data in a lower-dimensional space. This
procedure is adopted in many fields other than computer graphics for data
analysis and dimensionality reduction, and is also suitable for statistical mesh
representation.

As a matter of fact, PCA has been employed by Romero et al. [12] to extract
blend shapes from their scans. The authors point out that a trade-off exists
between the number of principal components and the accuracy and robustness
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of the model, depending on the noise level of the data. They come to the
conclusion that 6 components per hand suffice to model most common hand
poses. Allen et al. [48] adopt PCA for their whole-body model, experimenting
with an increasing number of components to find the closes fit. Since their data
includes variations in both body type and pose, their extracted components
are not only affecting shape-related features such as weight and height, but
also pose variations. The already mentioned BlendPose [32] also employs
this technique. Considering that they represent the hand mesh as a linear
combination of a set of hand posture models and a rest-pose model, in their
case the components represent the influence of such hand postures on the rest-
pose mesh.

Given the flexibility and effectiveness of PCA, not many works explore
alternative techniques to encode shape variations in a parametric 3D model.
The choice of registration technique for this project is therefore trivial.

2.3.5 Mesh skinning
Animation of characters in computer graphics is usually achieved in two
ways: through a skeleton-based approach, binding the mesh to a skeleton
and deforming it according to the joints’ movements, and a physics-based
modality, employing physical simulations to achieve realistic deformations.
The first method is the most widely adopted, especially when it comes to
animating human bodies or parts of them. It is based on the concept of
skinning, which consists in associating bones in the skeleton with vertices in
the mesh. Following are the common methodologies adopted in this branch.

One of the first works to propose a technique that employs a skeleton
to animate a mesh is the seminal work of Magnenat-Thalmann et al. [49],
which proposes the first algorithm to compute deformations of the hand
by mapping surfaces onto the skeleton. Such mapping depends on some
operators that control local deformations depending on the nature of joints.
This technique is what we now refer to as Linear Blend Skinning (LBS), and is
still widely adopted with some variations and improvements. The algorithms
starts with assigning joints with weights to the vertices of the mesh. Then, each
vertex location is calculated through a weighted sum of its influencing joints’
transformations. The main limitation of LBS is the generation of artifacts,
especially when twisting motions are performed. Several solutions to this
problem have been proposed, many of which are listed in Song et al.’s review
[50].

LBS falls under the category of Skeleton Subspace Deformation (SSD),
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which encompasses all techniques that move the vertices according to a control
mechanism, with the number and inter-connectivity of the vertices remaining
constant [51]. A different approach is Pose Space Deformation (PSD), first
proposed by Lewis et al. [52], who base their work on the concept of pose.
According to the authors, deformations can be represented by identifying
the pose space of a character and interpolating between poses. Such poses
can be defined by the means of configurations of joints or manipulators.
One advantage of PSD is that, when animating, artists can adjust how much
each pose affects the nearby poses. However, unlike methods that consider
underlying forces and mass, it relies on the skill of the animator for accuracy,
which is not guaranteed by the simulation. Again, PSD has been optimized
and built upon in following works [53].

The often cited MANO [12] model employs LBS to skin their mesh,
and prevent artefacts by learning corrective blend shapes. SMPL [27] and
BlendPose [32] also employ LBS, proving that, although it has limitations, it
can still provide high-quality results for statistical generation of hand meshes.

2.3.6 Impact of hand realism on sense of embodiment
in XR

XR applications, especially VR ones, often provide a representation of the
user’s hands and, in some cases, of the user’s body. Such representation has
an impact on the sense of embodiment, commonly known the feeling of being
in the body that is represented. This is a rather simplistic definition, as the
concept encompasses other aspects.

According to Kilteni et al.[3], three main components contribute to the
sense of embodiment. Firstly, the sense of body ownership, which refers to
the feeling of the body being one’s own. Secondly, the feeling of being able
to control the body, defined as the sense of agency. Finally, the feeling of
being located in the represented body, also known as the sense of self-location.
Fribourg et al. [54] associate the appearance of the virtual body with the sense
of body ownership, with factors like realism, antrhopomorphism and similarity
to the user’s body playing a role. Perceived control on the virtual avatar
is associated with the sense of agency, and is influenced by the coherence
between visual and motor feedback. Self-location is mostly affected by the
point of view and the visual perspective of the user’s body.

This section will focus on the sense of body ownership and agency, as they
are widely investigated and provide more insights on the impact of the visual
representation of human features.
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As far as hands are concerned, studies have been conducted to investigate
how virtual hands’ appearance affects the sense of embodiment. Pyasik et al.
[5] compare three representations of the hand in a VE, the first one being an
object, the second one a fake non-personalized hand, and the third one a highly
realistic hand. Their findings show significantly higher scores for the sense of
body ownership on the two hands compared to the object, especially for the
realistic hand. They come to the conclusion, as previous studies did, that the
primary factor for body ownership is the anatomical alignment of the virtual
body with the real one; then, the appearance of the virtual representation plays
a role, but is not as crucial.

Argelaguet et al. [4] also employ three different looks of the human hand
in VR, going from a very abstract and non-realistic representation to a textured
realistic one. After users performed two different tasks, the authors found that
the sense of agency was actually higher with the fake non-textured hand, which
they attributed to the decreased performance of the highly realistic hand. This
suggests that the sense of agency is mainly affected by the coherence between
visual and motor feedback, provided by minimal latency and good tracking.

Both studies provide users with a questionnaire with questions classified
according to the assessed metrics. Given that the sense of embodiment is
a subjective and perceptual experience, evaluation has to rely on carefully
designed interviews. To that end, a standardized questionnaire has been
proposed [55] to assess avatar embodiment through 25 questions divided into
six categories, again based on the evaluated aspect. This project bases its
evaluation on the same questionnaire, as it provides a comprehensive and
standardized way to assess the sense of embodiment in XR applications.

2.3.7 Impact of hand realism in virtual surgical
education

Among academic works that assess XR technologies for surgery and their
impact, some give insights on how the realism of the simulation can affect
the user’s perception and performance. According to a study on the impact of
realism in virtual learning environments, priority should be given to what the
authors call ”cognitive realism”, rather than photo-realism [56]. This means
that it is not necessary to have graphics with a high level of fidelity, which
can be performance-demanding, but rather to have realistic decision-making
scenarios and realistic feedback. In 1993, Dr. Richard Satava listed the main
requirements that a VR surgical simulation should meet, among which realistic
interaction with surgical instruments and sensory input [57].
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When it comes to interaction, most studies seem to focus on haptic
feedback rather than visual realism of the hands, which does not seem to be
investigated as much. Such feedback can be used not only to provide a realistic
tactile sensation, but also to assess the user’s performance, for instance by
measuring applied forces [58].

Given the general recognition of the importance of hand ergonomics,
manual dexterity and hand-eye coordination in surgery, it can be hypothesized
that the visual representation of the user’s hands in the VE can be of
importance. Although the relevance of photo-realism is acknowledged, it is
usually referred to the environment and the tools, rather than the user’s body
representation. No prior study relating the perceived realism of virtual hands
to performance or usability of virtual surgical applications has been found.

2.4 Summary
To summarize, the literature review has shown that a wide variety of methods
can be employed with the aim of generating a realistic hand mesh from
RGB captures. Current trends in the field are leaning towards the use of
machine learning techniques, especially neural networks, to achieve this
goal. Nonetheless, at the base of the majority of works lies the MANO
model [12], which adopts a statistical approach. The steps involved in
frameworks adopting such an approach have been illustrated, describing
commonly employed algorithms and metrics. An overview of the impact of
virtual body and hand representation in XR has also been provided, with a
focus on surgical training applications. Even though a detailed examination of
past works has been conducted, no prior study has been found that investigates
the impact of the visual representation of the user’s hands in a VE for surgical
training. This gap in the literature is what this project aims to fill.
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Chapter 3

Methodology and Implementa-
tion

3.1 Research Process
This work is comprised of two main phases: the development and
implementation of a pipeline for hand mesh generation, and the evaluation
of the proposed solution, according to metrics identified during the literature
review. A user study was also conducted to assess qualitative aspects of the
result and to provide insights that can contribute to further research in the field.

3.2 Data Collection
The dataset employed in this project was captured and collected before the
start of the work. It comprised of RGB captures of hands performing various
gestures, and the corresponding 3D joint locations. The input data was used
to generate the point clouds that were then processed to reconstruct the hand
mesh.

The subjects that participated in the data collection were asked to perform
a series of gestures, such as open hand, closed fist, and pointing. The gestures
were chosen to cover a wide range of hand poses, and to provide a diverse
dataset that could provide a broad representation of hand shapes and poses.

Data was collected by means of a multi-camera system made of 60
synchronized cameras, capturing videos of hands performing different
gestures at a rate of 25 frames/second. The cameras were placed in a circular
arrangement, and 9 different subjects have been recorded performing various
hand movements.
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Binary masks of the hands were generated from the videos (one for
each camera, for all captured frames), and the resulting images were used
to compute the point clouds that constitute the input to the pipeline. The
result consisted in one point cloud for each captured frame, for each subject.
Additionally, 3D locations of joints were previously computed for each frame.

By employing the techniques described in section 3.3, the point clouds
were processed to generate a mesh for each frame, for each subject. The
joint locations were instead employed in the registration process, to align the
generated meshes with a template mesh.

3.3 Pipeline Implementation

3.3.1 Surface reconstruction

Figure 3.1: Possible topologies of cube configurations in a grid cell in
Marching Cubes, after taking into account all rotations and reflections that
lead to symmetry. The highlighted vertices intersect the surface and are used
to generate the triangular facets.[59]

Among the techniques for surface reconstruction identified during the
literature study, Marching Cubes [39] was chosen for its simplicity,
widespread use and adaptability in controlling the level of detail of the
reconstructed mesh.

The algorithm generates a triangulated mesh from a scalar field by looping
through the cells of a grid and determining the contour of the generated
surface, depending on the scalar function’s values at the vertices of each cell.
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Such scalar field is generated from the point cloud according the following
criteria: points in the three-dimensional space have value 1 if they are located
inside the surface and 0 if they are outside.

The first step of the algorithm is to divide the space into a grid. Each cell
can contain a different number of points from the input cloud, or none at all.
The dimension of the grid is determined by the resolution of the input data
and the desired level of detail of the output mesh, as well as on the needed
performance. The algorithm can be computationally demanding, especially
with large datasets. If the grid is uniform, the number of cubes is proportional
to the n3, where n is the grid resolution; given that each cube in the grid is
processed once, the time complexity is O(n3).

The next step consists in looping through the grid, which can be done in
parallel. Each vertex Vi (1 ≤ i < n, where n is the total number of vertices in
the grid) that is inside the surface is marked with value 1, and each one that is
outside takes value 0.

The algorithm then determines the contour of the surface, based on one
fundamental principle: the surface intersects an edge only when it is made of
two vertices with different values. The active cubes are the ones that contain at
least one vertex with value 1 and one with value 0, and are thus traversed by the
surface. Since every vertex of a cube can have value 1 or 0, 28 = 256 possible
value configurations are possible, each one corresponding to an intersection
pattern. However, by taking into account symmetries and rotations, such
scenarios can be reduced to 15 unique cases as displayed in figure 3.1, with
triangular facets being generated for each one.

The information for each case can be stored in a look-up table to ease and
speed up the contouring process.

Once triangles are placed for each active cube, the resulting mesh is
obtained by merging all triangular facets.

Examples of meshes generated by applying the algorithm to the point cloud
data are showcased in figure 3.2

3.3.2 Point cloud registration
After generating one mesh for each input point cloud, a template mesh is
picked. The choice is arbitrary and is based on pose (a neutral, open pose
is preferred) and esthetic quality. The aim of registration is to compute the
transformation that aligns each point cloud with the chosen template. This
process is executed for each subject, with each subject having its own template.

The algorithm employed for this task is ICP, which is widely adopted
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Figure 3.2: Some of the hand meshes reconstructed with the Marching Cubes
algorithm from point clouds. Here, consequent frames of the same subject are
shown, with the hand switching from one gesture to another.

for point cloud registration and has been improved and optimized since its
introduction in 1992 [43]. The goal is to find the rigid transformation matrix
that, when applied to the source point cloud, minimizes the distance between
the transformed source and the target point cloud. The algorithm is iterated
until convergence or until a stopping criterion is met.

Let us consider two point clouds, or point sets, S = {s1, s2, ..., sn} and
T = {t1, t2, ..., tn}, where n is the number of points in each set. The first step
consists in finding the closest point in T for each point in S, using a distance
metric such as the Euclidean distance. For each distance pair, if the distance is
below a certain threshold, the points are considered corresponding. Otherwise,
the pair is discarded. Such threshold is defined by the user and can be adjusted
according to the noise level of the data. Optionally, a weighting factor can be
introduced to assign more importance to certain pairs, for instance based on
the dot product of the normals of the points belonging to the pair itself.

Following is the optimization step that leads to the computation of the
rotation matrix R and the translation vector t that minimize the distance
between the corresponding points. The optimization is based on Singular
Value Decomposition (SVD) and a least squares approach. The centroids
of the two sets are computed and used to center the points, resulting in the
following:

Sc = si − s̄ ∀si ∈ S

Tc = ti − t̄ ∀ti ∈ T

where s̄ and t̄ are the centroids of S and T . The covariance matrix H = ScT
T
c

is then computed, and the SVD of H is calculated as H = UWV T . The
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rotation matrix R and the translation vector t are then obtained as follows:

R = V UT

t = t̄−Rs̄

The process is repeated until the following objective function converges:

E(R, t) =
n∑

i=1

∥ti − (Rsi + t)∥2

The function can be modified to include the weighting factor mentioned
above. Showcased in figure 3.3 is the result of the registration process for one
frame.

Figure 3.3: Result of the registration process for one frame. On the left, the
subject’s template (blue) and the source (yellow) point clouds are shown before
registration. On the right, the source point cloud is aligned with the template.

Resulting from iterations of the algorithm, is the transformation matrix Ti,
which, for this project, is used to align the skeletal structure of each frame to
the template’s one. Let us suppose that, for one subject, F = {f1, f2, ..., fm}
frames have been captured, and let us denote with Ji the original joint locations
for the i-th frame. Ti is applied to Ji, resulting in new joint locations J ′

i which
maintain their relative positions, but are aligned as closely as possible to the
template’s joints. The template mesh is then skinned and posed according to
J

′
i for all i ∈ [1, 2, ...,m] frames. The LBS algorithm described in Section

3.3.4 is employed at this aim.
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Resulting from this process is a set of posed meshes that can be used for
the next step of the pipeline.

3.3.3 Dimensionality reduction and shape parametriza-
tion

Shape parametrization techniques can facilitate a comprehensive represen-
tation of different hand poses. PCA can be employed to capture essential
variations in hand shapes and poses. The goal is to extract a reduced set of
parameters that fully describes the diversity of hand configurations observed
in the dataset.

The process is applied to each subject separately and, for each subjects,
LBS-posed meshes that are too dissimilar from the template because of errors
in the registration process are discarded.

Then, a simple approach is adopted: the vertices of the selected meshes are
concatenated to form a M ×N × 3 matrix, where M is the number of meshes
andN the number of vertices. The matrix is then reshaped to aM×3N matrix,
where each row represents a mesh. The PCA algorithm is then applied to the
matrix, and the resulting components are stored.

The final result is a set of principal components that describe the shape
variations of the hand meshes in the dataset. The number of components is
chosen based on the amount of variance explained by each component, and
on the desired level of detail of the model. The components are then used to
generate the final hand mesh, by linearly combining them with the template
mesh. This process is repeated for each subject, resulting in 9 subject-specific
models per hand.

3.3.4 Skinning and posing
Mesh skinning allows deformations and animation of the hand mesh according
to the locations of joints. LBS builds on the principle of associating each
vertex of the mesh with a set of bones, assigning weights to each bone that
has influence on the vertex. The inputs are the mesh vertices in rest pose T ∈
R3×N , the joint locations in rest pose J ∈ R3×K , the joint rotations in the
posed configuration θ ∈ R3×K and the bone weights representing the influence
of each joint on each vertex W ∈ RN×K . In this context, N is the number of
vertices in the mesh and K the number of joints.

The first step is to compute the local bone transformation matrix Mk for
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each joint k:

Mk =

[
Rot(θk) jk

0T 1

]
Here, Rot(θk) is the 3 × 3 rotation matrix that describes the rotation of the
joint k in the posed configuration, and jk is the location offset of joint k from
its parent.

At this point, the global transformation at each joint can be computed
by traversing the bone hierarchy and multiplying the local transformation
matrices, following the path P (k) from the root to the joint k.

Gk =
∏

j∈P (k)

Mj

The last step is to calculate positions of each vertex as a weighted sum of
the global transformations of the joints that influence them, combined with the
vertex’s rest pose position:

ti =
K∑
k=1

wikG
′
kti

Where G′
k is the relative transformation of the joint k in the posed

configuration, representing the actual transformation from the rest pose to the
posed configuration:

G′
k = Gk(θ, J)Gk(θ

0, J)−1

θ0 is the rest pose configuration; consequently, Gk(θ
0, J) is the global

transformation of the joint k in the rest pose. Weights wik are originally stored
in the matrix W , and their assignment should follow some rules. For instance,
their sum for each vertex should be equal to 1, and tipically at most 4 non-zero
weights should influence each vertex. Their allocation can be done manually,
fine-tuning them to obtain the desired look, or automatically, for instance by
basing them on a distance metric from the joints.

Weights can be assigned manually, which is easier when using a modeling
software, or automatically, for instance by basing them on a distance metric
from the joints. Specifically, two metrics are tested in this project which are
implemented in Autodesk Maya1: Joint Proximity and Geodesic Voxel.

The first method simply assigns skin weights to vertices based on the
1https://www.autodesk.com/products/maya/overview
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following rule: the joint that has the next greatest influence on a vertex is
always the next closest joint to the same. This means that the closer a vertex is
to a joint, the more influence that joint has on the vertex. The second method,
instead, assigns weights based on geodesic distances between voxels on the
skeleton and the mesh, and is optimal for meshes that contain irregularities.

The first method is used in the second step of the pipeline (section 3.3.2)
to pose each subject’s template according to the registered locations of joints.
Both methods are tested to assess their impact on the perception of the hand
mesh in a user study, as described in section 3.5.

3.4 Evaluation: Assessment of Accuracy
Evaluating the accuracy of the generated hand mesh can lead to insights on the
effectiveness of the chosen framework, and on the descriptiveness of the data.
During the literature review, the metric known as MPVPE has been identified.
Measured in millimetres, it is defined as the mean Euclidean distance between
the ground truth vertices and those of the generated mesh.

Taking inspiration from Karunratanakul et al. [29], the ground truth
considered in this project is the MANO model [12], given its similarity with the
presented method as well as its wide adoption. To compare vertex positions
of the two models, the meshes are usually aligned with Procrustes Analysis,
a rigid shape analysis method which uses isomorphic scaling, translation, and
rotation to align the shapes. This step is needed to ensure that the two models
assume the same pose, so that the vertex positions can be compared. The
resulting metric is PA-MPVPE, which is calculated after the alignment.

For each hand pose, the MPVPE is calculated as follows:

MPV PEj =
1

N

N∑
i=1

∥∥Hj
i −HGT

i

∥∥
Hj

i represents the i-th vertex coordinates of the generated mesh for the j-th
hand pose, while HGT

i is the i-th vertex of the ground truth mesh.
The final result is the average of the MPVPE over all the hand poses in the

data:

MPV PE =
1

M

M∑
j=1

MPV PEj



Methodology and Implementation | 29

3.5 Evaluation: User Study
To answer RQ2, which is aimed at investigating the impact of the visual
representation of the hand on the sense of embodiment in a VE for surgical
training, a user study was conducted. In particular, the study focused on
the sense of body ownership and agency, mostly affected by the visual
representation of the hand and its responsiveness, as described in section
2.3.6. Possible relationships between the user’s manual task performance in
the VE and the representation of their hands were also investigated. Inspired
by movements performed during EVD placement, participants were asked to
perform a task involving the alignment of a virtual catheter with a target guide,
using their hands as the source of interaction.

The study was designed as a within-subjects experiment, conducted
with a group of participants who have experience in using and, possibly,
developing XR applications. A total of 24 participants participated, recruited
through advertisements on social media and connections with the academic
community. A preference for users with previous experience in VR
was expressed during the recruitment process, so that users were not too
inexperienced to perform the task. However, this was not considered a strict
requirement, and users could participate even without prior experience. A
preference for users with previous experience in VR was expressed during the
recruitment process, so that users were not too inexperienced to perform the
task. However, this was not considered a strict requirement, and users could
participate even without prior experience. No other criteria were used for the
selection process.

Users first signed an informed consent form. Handedness of participants
and information about prior experience with VR were collected to capture the
distribution of traits within the sample, and participants could optionally agree
to have pictures taken during the experiment for documentation purposes.

In order to assess any correlation between the visual representation of the
hand and the sense of embodiment, independent and dependent variables have
been defined. Throughout the study, the executed task and the employed HMD
device didn’t change.

3.5.0.1 Independent variables. Two independent variables were consid-
ered: the resolution of the hand mesh and the method employed to calculate
the bone weights in the LBS implementation. As a matter of fact, a higher
resolution mesh can provide a more detailed representation, which might
make the virtual hand appear more similar to a real hand. Vice versa,
lower resolution may reduce realism, potentially diminishing the sense of
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embodiment. Similarly, different skinning techniques can result in varying
degrees of naturalness and responsiveness in the hand’s animation, affecting
the user’s sense of body ownership and agency.

By varying these two factors for the generated hand mesh, nine different
conditions for performing the task were created, as described in section 3.5.2.
Two more conditions for performing the task were considered: the use of
the headset’s native hand mesh, with fixed resolution and skinning, and the
absence of a hand mesh, with visual cues for the joints only. Evaluating the
headset’s native hand mesh provides a baseline for comparison, allowing for
an understanding of the effectiveness of the proposed method. On the other
hand, including a condition where only joints are displayed provides insights
on the minimum necessary visual representation for maintaining the sense of
embodiment.

3.5.0.2 Dependent variables. The dependent variables for the study were
objective performance and subjective measures of the user’s sense of body
ownership and agency, assessed with a questionnaire.

The study produced both quantitative and qualitative data. The quantitative
data was gathered by measuring the time users take to complete the task,
and through a questionnaire that evaluates the sense of body ownership and
agency. Qualitative results come from open questions that were asked to the
participants after the task was completed.

All collected data was anonymized and stored in compliance with the
General Data Protection Regulation (GDPR) indications by the European
Union.

3.5.1 Hardware and software employed
The VR headset Meta Quest 21 was used for the study, as it is a state-of-the-
art device provided with a hand-tracking feature. The headset’s native hand
tracking was employed for all conditions. Autodesk Maya3 was adopted to
perform the rigging of the mesh to employ in the VE, according to the chosen
weight assignation metrics. The VE has been developed in Unity 2022.3.72,
using models of a human skull and a catheter provided by KTH. Unity’s
OpenXR4 plugin is used for the interaction system setup, while XRHands5

1https://www.meta.com/se/en/quest/products/quest-2/
3https://www.autodesk.com/products/maya/overview
2https://unity.com/releases/editor/whats-new/2022.3.7
4https://docs.unity3d.com/Packages/com.unity.xr.openxr@1.11/manual/index.html
5https://docs.unity3d.com/Packages/com.unity.xr.hands@1.1/manual/index.html
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was adopted to switch between the different hand meshes.

3.5.2 Task
Given the research question at hand, the chosen task involved skills required
during the execution of surgeries, namely manual dexterity and hand-eye
coordination. The task was also designed to use hands as source of interaction,
so that the visual representation of the hand’s impact on the sense of
embodiment could be assessed. Specifically, users were requested to grab
a virtual catheter and place it in a specific target point on a 3D model of the
human skull, matching a semi-transparent guide’s rotation and position with a
small margin of error. Before performing the task, users underwent a training
phase where they could grab and move the instrument freely, to familiarize
with the gestures and interaction.

The goal of the task was not only to assess participants’ performance, but
also to ensure the transfer of procedural knowledge. As such, the task has been
designed to be simple and repetitive, so that participants could focus on the
visual representation of the hand and its responsiveness. In fact, studies have
shown that high demanding interaction techniques could distract users from
performing the task and affect their knowledge gain [60]. Taking inspiration
from the findings by Woodall et al. [21], the task was designed to simulate the
motions performed during EVD placement.

Condition Mesh resolution LBS weight calculation metric
1 Low Joint Proximity
2 Low Geodesic distance
3 Medium Joint Proximity
4 Medium Geodesic distance
5 High Joint Proximity
6 High Geodesic distance
7 State-of-the-art hand mesh
C No hand mesh, visual cues for joints

Table 3.1: Conditions for the task performed in the user study. On the left:
index of the condition. In the middle: resolution of the hand mesh, in terms
of number of vertices. On the right: metric employed to calculate the bone
weights in the LBS implementation.

The same task was performed under eight different conditions, displayed in
table 3.1, with varying visual representations of the hand. Conditions 1 and C,
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as presented in the VE, are visible in figure 3.4. Three trials per condition were
performed to ensure both reliability of time performance results and transfer
of procedural knowledge, for a total of twenty-four trials. Specifically, the
conditions employed a hand mesh with three different levels of resolution
in terms of number of vertices (low: 500 vertices, medium: 2000 vertices,
high: 6000 vertices) and two different weight calculation methods in LBS
(euclidean distance-based, geodesic distance-based), as described in section
3.3.4. One additional condition was the use of the headset’s native hand mesh
(602 vertices), so that the proposed mesh could be compared to a state-of-the-
art one. A control condition was added, with the users performing the task
with no hand mesh being displayed, but only visual cues to the position of the
hand joints. Here, the minimum scores for ownership and agency, according
to the questionnaire presented in section 3.5.3, were expected.

The aim of the task was to find correlations between the way hands
are represented and the way users perceive them, when variations in their
visual representation are introduced. Realism of the hand representation was
expected to increase with resolution. The geodesic distance-based metric was
expected to provide the best results, as the algorithm considers the actual
geometry of the mesh [61]. Following these considerations, condition 1
was hypothesised to provide the lowest level of embodiment, as opposed to
condition 6, which is expected to produce the highest embodiment scores.

The order in which conditions were presented was randomized between
participants, following the Latin Square experimental design.

3.5.3 Questionnaire and open questions
After completing the trials for each condition, participants were asked to fill
in a questionnaire to assess the sense of body ownership and agency, based
on the standardized questionnaire by Gonzalez et al. [55]. In particular, all
three questions (Q1, Q2, Q3) assessing body ownership and four (Q6, Q7, Q8,
Q9) assessing agency formulated by the authors were included. An additional
question about perceived performance was added. Q4 and Q5 were excluded
as they imply the presence of a mirror in the VE, and, consequently to such
exclusion, Q6-Q9 were renumbered for easiness of reference. The complete
questionnaire is visible in table 3.2. The questionnaire is designed to be
answered on a 7-point Likert scale, with -3 indicating strong disagreement
and 3 strong agreement.

Under normal circumstances, Q2 should be scored as the inverse of Q1, as
Gonzalez et al. point out. In the control scenario, Q1 should have minimum
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Figure 3.4: Two different conditions for the execution of the user study’s task,
while the user aligns the catheter on top of the skull. On the left: condition 1.
On the right: condition C.

Ownership
Q1. I felt as if the virtual hands were my own hands.
Q2. I felt as if the virtual hands I saw were someone else’s.
Q3. It seemed as if I might have more than two hands.

Agency
Q4. It felt like I could control the virtual hands as if they were my own hands.
Q5. The movements of the virtual hands were caused by my movements.
Q6. I felt as if the movements of the virtual hands were influencing my own movements.
Q7. I felt as if the virtual hands were moving by themselves.

Perceived performance Q8. I was satisfied with the level of alignment I achieved.

Table 3.2: Body ownership and agency questionnaire included in the user
study, with questions formulated by Gonzalez et al. [55], to be answered on a
7-point Likert scale.

value, and Q4 and Q5 should score low as well.
Open questions were also included in the questionnaire, to gather feedback

on the impact of the representation of hands-on user’s performance and
learning of the task. Participants had the option to request additional
clarification regarding the questions, and was asked the following:

• What was your strategy in performing the task? Did your strategy
change, and if so, how?

• Did you notice any major changes in the hands that you were using?
• What can be added to the visual representation of the hands, such as in

texture, shape, or movement, to help align the catheter?
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3.5.4 Data analysis
Both objective and subjective data collected in the study were analyzed to
answer RQ2.

As Gonzalez et al. [55] suggest, a score for ownership can be calculated
by performing an arithmetic addition of scores as follows:

BodyOwnership = Q1−Q2−Q3

The same can be done for agency:

Agency = Q4 +Q5 +Q6−Q7

The ownership score ranges between -9 and 9, while the agency score
ranges between -12 and 12. The authors also propose that a total embodiment
score is calculated, taking into account other features, such as tactile sensations
and location of the body. Since these characteristics are not analysed by
RQ2, such a score was not calculated. Instead, the mean ownership and
agency scores were calculated for each condition. A one-way ANOVA was
conducted for both characteristics, where each condition was treated as the
independent variable, and the average score of the feature is taken as the
dependent variable. A two-way ANOVA was also performed, considering
mesh resolution and weight calculation metrics as separate independent
variables, to assess whether any interaction effect between them existed.

The same process was followed to analyse the performance data,
performing statistical tests for three distinct metrics separately. In fact, the
time of completion of the task was captured, as well as the catheter’s positional
offset and angular offset with respect to the guide, and the mean values for
each condition were computed for all three characteristics. Such values served
as dependent variables for the same tests performed on agency and body
ownership scores.

Q8 was analysed separately, first to observe any correspondence between
the user’s perceived performance and the actual time taken to complete the
task, and second to assess the impact of the visual representation of the hand
on the user’s satisfaction with the task. A regression analysis and a one-way
ANOVA were conducted for the two cases, respectively.

Feedback from open questions was used to identify patterns in the
participants’ perception of the hands and possible improvements to the visual
representation of the same. The framework approach [62] was followed by
first processing the collected information manually and paraphrasing it when
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needed. Then, the data was coded and categorized by identifying keywords
and recurring themes. Lastly, the data was indexed and charted to interpret
the findings.
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Chapter 4

Results

Figure 4.1: Final right and left hand meshes with their rigs (skeletal
structures), screenshot from Autodesk Maya.1

After applying the pipeline to the whole dataset, nine subject-specific
models were generated for each hand, for a total of eighteen models. To
produce the final mesh, an average of the vertex positions of such models was
computed. Resulting from the process were two meshes, one for the right hand
and one for the left hand.

The final left hand mesh at full resolution has 6420 vertices, 19254 edges
and 12836 faces, while the right hand mesh has 6399 vertices, 19191 edges
and 12794 faces. Both meshes and their skeletal structure are visible in figure
4.1. The reason for such a high number of vertices is the necessity to keep the

1https://www.autodesk.com/products/maya/overview
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level of detail of the mesh high; the number of vertices can easily be reduced
by applying a decimation algorithm, without affecting the overall shape of the
mesh, thanks to softwares like Blender1 and Maya2. As a matter of fact, this
has been done for the changes in resolution of the hand mesh in the user study,
as described in section 3.5.

The skeletal structure includes four joints per finger and one for the wrist,
for a total of 21 joints.

4.1 Mesh Accuracy

Figure 4.2: Comparison between MANO’s left hand mesh (top row) and the
generated left hand mesh (bottom row), posed in seven different configurations
for the calculation of MPVPE.

MPVPE was calculated for the final hand mesh, for both the right and left
hand. To perform the comparison, the generated mesh was aligned with the
MANO model [12] using Procrustes Analysis, as described in section 3.4. The
number of vertices of both hands was reduced to be equal to MANO’s number
of vertices, 778, to be able to perform the comparison. Seven representative
poses, showcased in figure 4.2 were then picked to have fingers in different
configurations and orientations so that the error could be as descriptive as
possible. The MPVPE was then calculated for each pose, and the average
is taken as the final result for the hand mesh. For the right hand, the MPVPE
is 29.2 mm, while for the left hand it is 24.9 mm.

1https://www.blender.org/
2https://www.autodesk.com/products/maya/overview
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4.2 User Study
A total of 24 participants took part in the user study, and as such the data is
assumed to be normally distributed.

Out of the 24 participants, 12 had experience with VR development, 8 had
used a VR headset before, and 4 had never used a VR headset before. Twenty-
one participants were right-handed, while 1 was left-handed and 2 were mixed-
handed. None was ambidextrous.

4.2.1 Performance metrics
The time taken to complete the task was captured for each trial, with an overall
mean µ = 53.35 seconds and standard deviation σ = 16.35 seconds.

Figure 4.3: Mean time to completion of the user study’s task for each trial, in
seconds.

As shown in figure 4.3, an increase in the time to completion for the first
trial of each condition can be observed. After performing a regression analysis
on the values, the following results were obtained: the slope of the regression
line is b = −1.1, and the R-squared value is R2 = 0.08, indicating that the
model explains 8% of the variance in the data. The p-value for the slope is
p = 0.17 > α = 0.05.
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Time to completion (s)
Condition µ σ

1 16.80 27.43
2 16.84 10.10
3 16.15 25.01
4 17.00 29.55
5 16.96 30.83
6 19.02 32.18
7 17.57 13.19
C 17.32 14.22

Table 4.1: Mean value and standard deviation for time to completion,
positional offset and angular offset, aggregated by each condition presented
in the user study.

After aggregating the data by condition, as shown in table 4.1, one-way
ANOVA with α = 0.05 was performed, resulting in p = 0.56. Given that
the p-value is higher than the significance level, the null hypothesis cannot be
rejected, hence no statistically significant differences between conditions are
present. Here, the null hypothesis states that the time to complete the task was
not influenced by the conditions in which it was performed.

Two-way ANOVA was also performed, with mesh resolution and weight
calculation metric as independent variables, and time to completion as
dependent variable. The p-values for mesh resolution, weight calculation
metric and interaction effect are p = 0.36, p = 0.54 and p = 0.62 respectively.
Since the significance level is α = 0.05, the null hypothesis that there is no
significant interaction effect between mesh resolution and weight calculation
metric on the time to completion cannot be rejected.

Position offset (in millimetres) and angle offset (in degrees) of the catheter
with respect to the guide were also captured when the participant released the
tool, and their unsigned value was considered for statistical analysis. Again,
the mean values across trials were calculated - results aggregated by trial
are displayed in charts 4.4 and 4.5. The mean location offset is µ = 11.79

mm, with a standard deviation σ = 10.51mm, while the mean angular error
and its standard deviation are µ = 1.70 degrees and σ = 2.68 degrees. A
linear regression analysis with significance α = 0.05 was performed for both
metrics. For the position offset, the slope of the regression line is b = 1.74e−4

and the R-squared value is R2 = 0.42. The p-value for the slope is p = 6e−4.
Analysis of angle offset results in b = 2.4e−2, R2 = 0.22, and p = 2.1e−2.
The same p-values are obtained with a significance level α = 0.01. The
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Figure 4.4: Mean position offset of the catheter respect to the guide for each
trial, in millimeters.

Figure 4.5: Mean angle offset of the catheter respect to the guide for each trial,
in degrees.

null hypothesis excluding the existence of a linear relationship between the
trial number and the positional or angular offset is rejected for both metrics.
Consequently, the alternative hypothesis that the offset decreases with the trial
number is accepted and the linear relationship is confirmed.



42 | Results

Position offset (mm) Angle offset (degrees)
Condition µ σ µ σ

1 13.65 9.14 1.50 1.19
2 12.10 7.11 1.77 1.04
3 11.16 7.20 1.62 0.67
4 12.56 7.50 2.25 3.42
5 12.20 9.39 1.85 2.03
6 11.82 8.99 1.32 0.64
7 9.85 7.85 1.56 0.84
C 10.96 7.73 1.71 1.29

Table 4.2: Mean value and standard deviation for positional offset and angular
offset, aggregated by each condition presented in the user study.

After aggregating data by condition as displayed in table 4.2, a one-way
ANOVA with α = 0.05 was performed with each measure as dependent
variable, resulting in p = 0.87 for position offset and p = 0.66 for angle offset.
The null hypothesis that there is no existing relationship between each offset
metric and the presented conditions cannot be rejected, for any of the metrics.
Hence, the alternative hypothesis that the user’s movement accuracy and the
condition under which the task was performed are related is not confirmed.

Two-way ANOVA was performed for both metrics to investigate interac-
tion effects between mesh resolution and LBS weight calculation method, with
a null hypothesis of no interaction effect existing. As far as the positional
error is concerned, the p-value for the interaction effect is p = 0.69, while
for the angle error it is p = 0.29. Given that, again, the significance level
is α = 0.05, the null hypothesis cannot be rejected for both tests, and the
alternative hypothesis that an interaction effect is present is not proven true.

None of the performed tests was a repeated measures ANOVA, as
conditions presented differing variances, thus threatening the hypothesis of
sphericity.



Results | 43

4.2.2 Questionnaire and open questions

Body Ownership Agency
Condition µ σ µ σ

1 4.21 3.72 4.63 3.13
2 4.96 3.52 4.88 2.26
3 5.54 2.71 5.25 2.85
4 4.79 3.03 4.71 3.21
5 4.21 3.81 4.25 3.55
6 4.75 2.99 5.46 2.80
7 6.71 1.99 6.08 2.78
C 4.29 4.50 5.29 3.47

Table 4.3: Mean value and standard deviation for body ownership and agency
scores, for each condition presented in the user study.

A score for body ownership and agency for was calculated according to the
formulas described in section 3.5.3 for each condition. The mean score values
and standard deviations are visualized in table 4.3.

Distribution for body ownership and agency scores for each condition is
displayed in boxplots 4.6 and 4.7.

The highest mean scores for body ownership and agency, respectively 6.71
and 6.08, are scored in condition 7, the one that employed the headset’s native
hand mesh. Condition 5, with high resolution and euclidean distance-based
skinning weights, displays the lowest average agency score with a value of
4.67. Conditions 1 (low resolution, euclidean distance weights) and 5 have the
lowest mean ownership, tying at 4.21. Among the conditions that employed
the generated hand meshes, the one with medium resolution and euclidean
distance-based weights presented in condition 3 scored the highest for both
ownership and agency, with 5.54 and 6.13.
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Figure 4.6: Boxplot showing the distribution of body ownership scores,
calculated as described in section 4.2.2, for each condition of the user study.

Figure 4.7: Boxplot showing the distribution of agency scores, calculated as
described in section 4.2.2, for each condition of the user study.
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Figure 4.8: Mean score for Q8, assessing the participant’s perceived
performance, calculated for each condition of the user study.

The results are partially reflected in the mean perceived performance’s
scores, displayed in figure 4.8: the maximum was achieved in condition 6,
the minimum in condition 5, and condition 3 reached the highest value among
conditions 1-6.

To analyse statistical significance, one-way ANOVA with α = 0.05

was performed for both body ownership and agency. The p-value for
body ownership is p = 0.19, while for agency it is p = 0.57. For
both characteristics, the null hypothesis that there is no difference among
group means cannot be rejected, having p-value>α = 0.05. Consequently,
conditions have not been proven to have a statistically significant impact on
body ownership and agency.

Following an analogous approach to the one used for performance metrics,
two-way ANOVAs were performed for both body ownership and agency,
aiming to investigate interaction effects between mesh resolution and weight
calculation method. The null hypothesis, in this case, states that the effect
of one independent variable (mesh resolution) does not depend on the
other independent variable’s effect (variable weight calculation method).
Performing the test on the average scores for ownership, with a significance
level set at α = 0.05, the p-value for the interaction effect is p = 0.5, while for
agency it is p = 0.61. The null hypothesis cannot be rejected for both tests,
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thus showing that no interaction between the two independent variables exists.
The mean score for perceived performance was calculated, keeping the

order of conditions as they were presented to the participants to observe any
trends: although no hypothesis in this regard was made, an analysis of data
was carried out to include possible insights on potentially existing learning
effects. A linear regression analysis was performed, resulting in a p-value
p = 0.26 > α = 0.05. Based on the results, any observed trend in
perceived performance is not statistically significant. To investigate whether
a statistically significant difference in perceived performance exists between
conditions, one-way ANOVA with significance level α = 0.05 was performed
on Q8 (stating ”I was satisfied with the level of alignment I achieved.”) scores
for each condition, resulting in a p-value p = 0.58.

Participants’ answers to the open questions posed at the end of the
experiment were also analysed. users’ feedback was recorded in written form,
then coded and categorized. When asked about their strategy for performing
the task, 25% (n=6) of participants mentioned that they tried to focus on
aligning the catheter at the tip and at the intersection with the skull, while
17% (n=4) that they first used one hand to grab the catheter, then passed it
to the other hand to adjust its rotation. The first one was the most frequent
answer.

All participants noticed the change in the hand representation when
condition C was presented. A significant portion (37.5%, n=9) of the
participants in the user study were able to identify ”two different types of
hands”, while 33.3% (n=8) stated that they didn’t notice much difference
between the hands that were presented. Several participants (33.3%, n=8)
also commented on the shape of some of the hands generated by the pipeline
referring to finger length and width being different from their own.

Moreover, users replied in various ways to the question about the visual
representation of the hands. 29.1% of participants (n=7), stated that for them,
hands were not a crucial part of the task, and that their appearance does not
matter much as long as they are functional. Five people (20.8%) expressed
their preference for a matching look between the virtual hands and their own,
and a need for more precision on pinch gestures was mentioned by four
(16.7%) participants. A preference for the forearm to be displayed, or at least
a part of it, to have a better sense of orientation and control was expressed
by 12.5% of participants. Mixed opinions were expressed about transparency
and visibility of joints: 20.8% (n=5) participants found that, when performing
the task under condition C, they felt more in control, with three users (12.5%)
explicitly mentioning that they would like to see visual cues for joints. Five
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(20.8%) commented on the material’s transparency, suggesting that a middle
ground between Condition C and a hand mesh with full opacity might have
been the best solution for them.
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Chapter 5

Discussion

5.1 Accuracy of the Generated Hand Mesh
The hypothesis for Research Question 1 (see section 1.2.1) that this project
would produce a good enough hand mesh to be used in a VE for surgical
training was confirmed. The hypothesis stated that the mesh would not be
as accurate as the MANO [12] model: trivially, as the MPVPEs obtained were
greater than 0, the statement is true. It was also hypothesised that the mesh
could be employed for the task at hand. That is also true, as the generated
meshes were used to perform the user study. Moreover, the produced models
an be exploited in any XR application to represent the user’s hands, as long as
hand tracking is implemented in the employed device.

RQ1 also aimed at investigating the accuracy of the generated hand mesh.
Many previous works employed the FreiHAND dataset [33] to this end [30,
34], reporting MPVPE values that fluctuate between 7.6 mm and 13.2 mm.
Nonetheless, the MANO [12] model was used as ground truth to compare the
generated mesh to, due to its popularity and its similarity with the presented
method. One previous work [29] was found to have compared the generated
mesh to the MANO model, with a result of 5.65 mm.

The achieved result is of 29.1 mm for the right hand and 24.9 mm for the
left hand. The error is approximately five times higher than the one reported by
Karunratanakul et al. [29], and double the highest value reported in the works
that use the FreiHAND dataset. It is important to note, however, that although
the number of vertices of the generated mesh was reduced to match MANO’s
vertex count, the topology of the two meshes is different, and, consequently,
vertex distribution in space is not the same. This, in addition to differences in
the shape of the two hands - especially as far as finger lengths and widths are
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concerned - can explain the higher MPVPE values.
A 4.2 mm difference in the MPVPE can be observed between the right

and left hand. Given that MANO’s right and left hand shapes are symmetric,
and the generated meshes’ are not, a difference in the MPVPE was expected,
but not of such magnitude - approximately 17% of the left hand’s MPVPE.
Although the reason for such a variance cannot be pinpointed, the asymmetry
might have played a role, causing the left hand to be more similar to the
shape of MANO. The topological differences mentioned above might have
also contributed to the discrepancy. Moreover, some of the poses used for
evaluation generated small deformations in the mesh that were not present in
the rest pose, and that could have affected the MPVPE.

Despite the simplicity of the pipeline compared to other works that use
deep learning techniques, and to MANO itself, users’ feedback reveals the
result to be satisfactory for them. In fact, the minimum scores at 4.21 (ranging
from -9 to 9) and 4.25 (range: -12 to 12) for body ownership and agency
show that users still felt some degree of embodiment when interacting with
the catheter.

5.2 Impact of Perceived Realism on Perfor-
mance, Body Ownership and Agency

RQ2’s objective was to investigate the impact of the visual representation of
the hand on the user’s sense of embodiment and performance in a VE for
surgical training, when performing a manual task.

Although no hypothesis was formulated on the participant’s learning
curve, conclusions can be drawn from the regression analyses performed on
performance data. Not enough evidence was gathered to accept the hypothesis
that users took less time to complete the task as the number of trials increased,
as the p-value resulting from the regression test is higher than the significance
level. Nonetheless, results of the same test on the catheter’s position and
angle offset show that accuracy in aligning the catheter increased as the trials
progressed, as the p-values for position and angle accuracy are lower than
the significance level for α = 0.01. It can then be inferred that participants
improved the accuracy of their movements as they progressed in the task.

Results from one-way ANOVA performed on all performance metrics
show that the differences between conditions are not statistically significant,
having p-values higher than the significance level. This means there is no
evidence to claim that the conditions in which the task was performed had an
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impact on the time to completion of the task, as well as on the position and
angle offset of the catheter.

Prior to discussing the questionnaire results, it is worth noting that the
regression analysis conducted on the scores of Q8 indicates that there is not
sufficient evidence to suggest that users’ perceived performance improved as
the trials progressed. This finding contrasts with the results obtained for users’
accuracy described above.

Nonetheless, when grouping Q8’s scores by condition as displayed in
figure 4.8, a correspondence with body ownership and agency results exists:
the highest value was achieved by condition 7, condition 5 had the lowest, and
the best-perceived performance for conditions 1-6 was achieved by condition
3, matching the embodiment rankings. Instead, no similarities are observed
when comparing it with the performance data aggregated by condition, for
none of the metrics. This suggests that users’ perception of their task execution
was not dictated by their actual performance, but rather by their feeling of
control and identification with the model at hand.

The one-way ANOVA performed on Q8’s scores shows that there is no
statistically significant difference between conditions in terms of perceived
performance. Therefore, it cannot be claimed with certainty that the visual
representation of the hand had an impact on the user’s satisfaction with the
task.

The distribution of body ownership and agency scores for each condition,
displayed in boxplots 4.6 and 4.7, show that outliers are present in all
conditions determining a high variance in the data. Such variance is confirmed
by the standard deviation values in table 4.3. Since ANOVA tests are based on
the assumption of homogeneity of variance, such irregularity might affect the
validity of the tests, as well as making it more difficult to detect statistically
significant differences between conditions.

As stated in section 4.2.2, condition 7 displayed the highest mean score
for body ownership and agency. Out of the conditions that had hand meshes
generated by the pipeline, condition 3 showed the highest embodiment scores,
while condition 5 showed the lowest. Results therefore suggest that the
headset’s built-in hand mesh gave users the strongest sense of embodiment,
and that, among conditions 1 to 6, the medium level of resolution and skinning
weights based on Euclidean distance were perceived as the most realistic.
Nonetheless, the lack of statistical significance in the tests does not allow for
any definitive conclusions to be drawn on the impact of mesh resolution and
weight calculation method (and thus, realism) on the sense of embodiment.
The results of two-way ANOVAs also failed to provide enough evidence to
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reject the hypothesis of no interaction effect between the dependent variables.
It is interesting to note the results on condition C, where only visual cues

for the joints were displayed. In fact, in section 3.5.3, it was hypothesised
that this condition would provide the minimum scores for ownership and
agency. The results, however, don’t support the hypothesis, as the mean
scores for ownership and agency are higher than two other conditions (1’s
and 5’s). Moreover, the boxplots display a high number of outliers for both
characteristics under condition C; the scores for ownership, specifically, cover
almost the whole possible range, with values from -7 to 9. The standard
deviation for body ownership is even higher than the mean value, which is why
the axis range in the figure had to be increased. Despite the lack of statistically
significant results from the ANOVA tests, the high variance in the data, along
with answers to open questions, suggest that users were more divided on this
particular condition.

Overall, ANOVA tests’ lack of significance and the high variance in the
data reflected in answers to open questions, with users stating that they barely
noticed differences between conditions or that they could only differentiate
between two kinds of hands. As such, results suggest that the differences
between conditions were not significant enough to be detected by users, or that
users actually did not perceive them as significant when performing the task.
The only test that provided statistically significant results was the regression
analysis on the accuracy of the participants’ movements, which showed that
users improved their accuracy as they progressed in the task. A learning
effect can then be inferred, at least as far as the accuracy of the movements
is concerned.

Feedback from the first open question, interrogating users about their
strategy in executing the task, revealed that some participants preferred to use
both hands to perform the task. It’s interesting to note that all the users who
made this claim were right-handed, suggesting that when performing high-
precision tasks, using both hands might feel more natural to some, regardless
of their handedness.

The second question had users state whether they noticed any major
changes in the virtual hands. A third of the population was not able to notice
any difference between hands, suggesting that users were either too focused
on the task to pay attention to their hands, or that differences were not visible
enough for them to spot. Nonetheless, nine participants noticed the change in
condition 7, employing the headset’s native hand model. This suggests that
the hand model’s shape, along with its perceived similarity to the user’s hand,
might be a determining factor for users to be able to differentiate between hand
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models.
Finally, useful feedback was also gathered in the third question, where

users identified several aspects that could be improved or changed. Three main
themes can be identified: the desire for a matching look between the virtual
hands and their own, the need for more precision on pinch gestures, and the
request for joints to be displayed. The variety in answers suggests a high level
of personal preference for the visual representation of the hands: some users
would have liked a more realistic look, while others were more focused on
functionality. Letting the user choose among different hand representations
might then be a good solution to satisfy different preferences.

Overall, the findings of the user study suggest that when designing an
application for surgical training in VR, the realistic appearance of virtual
hands may not be as crucial as other factors, such as the accuracy of hand
movements and the sense of control over the represented hands. Despite
the lack of statistical evidence, the fact that the questionnaire results did not
support the hypothesis suggests that a more realistic hand mesh may not be
the best choice for an environment involving high-precision tasks. In previous
research [4], a more abstract hand representation was found to provide the
strongest sense of agency, while a realistic model was preferred in terms of
body ownership. Although this study did not reach the same conclusion, the
hand representation shown in condition C (joints only) produced unexpected
results, and responses to open questions confirmed that some users would find
a more abstract depiction of hands to be more effective. This suggests that
the choice of hand representation should be made based on the specific task
and the user’s preferences, rather than on the assumption that a more realistic
representation will always provide the best results.

To conclude, a consideration regarding the statistical power of the user
study should be made: in hindsight, a different study design might have
been more appropriate for detecting differences between conditions. For
instance, no hand representation at all could have been presented in the control
condition, with users performing the task while relying only on the feedback
from the catheter. Another condition could have had the users perform the
task with their real hands displayed, thus obtaining the maximum embodiment
level. The number of conditions could have been reduced to present only
very visible differences, for example, a very low-resolution hand mesh and a
very high-resolution one. By implementing such changes, bigger differences
between conditions could have been achieved, potentially leading to more
significant results.
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5.3 Threats to Validity
The development of the application for the user study, as mentioned in section
3.5, implied the use of the XRHands1 plugin for Unity. The hands’ rig in the
plugin has a different structure than the one used in the pipeline to generate the
hand mesh, including a different number of joints and different hierarchical
relationships between them. As such, the generated meshes presented
deformations and misalignments with the user’s hands, potentially affecting
the sense of embodiment and the performance of the participants. Nonetheless,
a previous study [63] showed that when introducing deformation in the virtual
hands’ fingertips, users’ sense of body ownership was compromised only when
the deformation brought the hand to assume impossible shapes. Kilteni et
al. [64] came to similar conclusions when applying deformations to virtual
arms, suggesting that the sense of identification in the virtual body can tolerate
significant distortions in body shape and size.

Moreover, as described in section 3.5, recruitment of participants was
carried out through advertisements on social media and connections within
the academic community, mainly reaching users with prior knowledge in
computer science or XR. This might have introduced a bias in the results,
thus threatening the generalization of results to the medical community,
representing the target population of this research.

ANOVA tests assume that the data is normally distributed and that the
variances across groups are equal. As stated in the previous section, the high
variance and presence of outliers in the data can violate these assumptions,
potentially affecting the validity of the ANOVA results.

Given that 50% of the participants had experience with VR development,
the results might not be generalizable to a population including users
with limited experience. A bigger sample size might have also provided
more statistical power to the tests, potentially detecting differences between
conditions that were not in the current study.

1https://docs.unity3d.com/Packages/com.unity.xr.hands@1.1/manual/index.html
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Chapter 6

Conclusions and Future work

6.1 Conclusions
In this thesis project, a pipeline for generating a hand mesh from a dataset
of RGB captures of hand poses from nine different subjects was developed.
The pipeline was applied to the dataset, comprising of RGB captures of hands
in different poses from nine different subjects, and the final hand mesh was
generated for both the right and left hand.

The project’s research questions aimed at investigating the performance of
the generated hand mesh, as well as its impact on the sense of embodiment
in a VE for surgical training. The accuracy of the mesh was evaluated by
comparing it to the MANO model [12], a cornerstone in statistical hand model
generation, with a resulting MPVPE of 29.1 mm for the right hand and 24.9
mm for the left hand.

In order to evaluate the impact of the hand mesh on the sense of
embodiment, a user study was conducted, with participants performing a high-
precision manual task in a VE under eight different conditions presenting
hands with different levels of realism. Users answered a Likert scale
questionnaire when completing each condition to assess their level of body
ownership and agency. Open questions were also answered at the end of the
experiment.

The results of the user study indicate that there are no statistically
significant differences between conditions in the users’ level of embodiment.
The successive trials have demonstrated a beneficial effect on the precision of
the participants’ movements.

Among the meshes used in the user study, the one considered most realistic
was expected to provide the best user performance and the strongest sense of
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body ownership and agency. However, this hypothesis was not confirmed, nor
was the assumption that an abstract representation of the hand, involving only
visual cues for joints, would result in the lowest level of embodiment.

The lack of statistical evidence makes it difficult to draw definitive
conclusions on the impact of the hand mesh on embodiment and performance;
nonetheless, the high variance in the questionnaire’s scores, along with the
answers provided by participants in open questions, suggest that users are
divided on the topic, and that a high degree of subjectivity is present. The
fact that many participants expressed a particular preference for seeing visual
cues for the hand’s joints suggests that, in the context of surgical training,
a compromise between a full hand mesh and a skeletal representation might
be a preferable solution for users. Results also suggest that employing
a highly realistic hand mesh might not be the best solution to provide a
sense of embodiment to users in neurosurgical simulations. As a matter of
fact, Meta Quest 21’s native hand mesh, perceived as the most realistic by
users, only has 602 vertices per hand. The gathered data indicate that a
middle ground between a highly realistic hand mesh and a low-resolution
representation might represent another effective solution for enhancing
the user’s performance and embodiment in the case of surgical training
applications. Due to the lack of statistical evidence, however, more research
is needed to provide a definitive confirmation of these claims.

Overall, results from this study can impact the design of future applications
for neurosurgical training in VR, and more research in the topic would be
beneficial for establishing more definitive and well-grounded guidelines for
selecting hand representations in such applications. Although the study
addresses the specific case of neurosurgical training, the results can be
generalised to other applications involving high-precision tasks in VR, thus
providing valuable insights for XR developers in various fields. Nonetheless,
more specific studies customized for different contexts should be carried out
to offer more detailed guidelines for choosing hand representations.

6.2 Reflection
The impact of this work on the field of surgical training in VR resides in
the valuable insights it provides on how hands could be displayed in a VE
so that residents and surgeons can practice high-precision tasks in a realistic
environment with the best possible sense of embodiment and performance.

1https://www.oculus.com/quest-2/
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An ethical aspect related to this research is the bias towards right-handed
users and light skin tone. In fact, not only the author belongs to both categories,
potentially influencing design choices, but the majority of participants in the
user study were also right-handed, and all of them had light skin tone. A plain,
white texture was chosen for the execution of the user study to avoid any bias
towards a specific skin tone. Nonetheless, it is important to acknowledge that
this choice might still not fully represent the diversity among potential users,
which could impact the generalizability and inclusivity of the findings.

In the first section, it was mentioned that an advantage of using virtual
reality in surgical training is the possibility of overcoming the scarcity
of surgeons, particularly in economically disadvantaged areas. Although
this research does not directly address this issue, it can contribute to the
development of more effective and realistic training tools, which could
potentially lead to better training outcomes.

From an environmental perspective, the use of VR in surgical training
can reduce the need for single-use physical models, medical tools and
supplies, as a scenario can be simulated multiple times without the need for
physical resources. By contributing to the development of more effective
virtual training tools, this research can indirectly contribute to reducing the
environmental impact of surgical training.

6.3 Future Work
As stated in section 1.6, the hands’ texture was not included in the generated
mesh, as the pipeline was focused on the generation of the mesh itself. Future
work could include capturing the real hand’s texture and mapping it to the
mesh, similarly to what was done by Qian et al. [65]. The pipeline could
also be extended to generate a full arm mesh, as suggested by some of the
participants in the user study. As one of the threats to validity was the
difference in the hand rig between the generated mesh and the XRHands1

plugin, future work could focus on enhancing the compatibility between the
two, to avoid deformations in the mesh and ensure the best user experience
possible.

From the point of view of development, the employed technique could
be improved to use better performing algorithms, especially for registration,
skinning and animation. Moreover, since it includes much integration between
Python and Maya, the steps of the pipeline are not automated. Future work

1https://docs.unity3d.com/Packages/com.unity.xr.hands@1.1/manual/index.html
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could focus on automating the pipeline to speed up the process and make it
more user-friendly. Such an improvement could allow for more subjects to be
included in the dataset as a consequence of the speedup and comfort produced
by the automation, and, consequently, provide a wider range of hand shapes,
potentially improving the accuracy of the generated mesh.
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