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Abstract

Contemporary advancements in facial animation, powered by machine learning

algorithms, present opportunities across diverse applications. However, the

assessment of such animations traditionally relies on subjective judgments from

animators, leading to time-consuming processes.

This thesis responds to the imperative for automated evaluation metrics to provide

objective assessments of machine learning-driven facial animations. We introduce

a comprehensive framework that includes various metrics, spanning from direct

comparisons of facial vertices to the utilization of embeddings extracted from

animation videos. Our exploration highlights inherent challenges in distinguishing

between animations using conventional metrics.

However, we identify the Frechet Distance metric as a promising candidate,

demonstrating strong correlations with the results of a user study conducted

concurrently. This suggests its viability in effectively evaluating machine learning-

driven facial animations. Overall, this research contributes to advancing the

quantitative assessment of facial animations, offering insights into improving their

quality and naturalness.
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Abstract

De senaste framstegen inom ansiktsanimering, som drivs av algoritmer för

maskininlärning, skapar möjligheter inom en rad olika tillämpningar. Bedömningen

av sådana animationer är dock traditionellt beroende av subjektiva bedömningar från

animatörer, vilket leder till tidskrävande processer.

Denna avhandling svarar på behovet av automatiserade utvärderingsmetoder för att

ge objektiva

bedömningar av maskininlärningsdrivna ansiktsanimationer. Vi introducerar ett

omfattande ramverk som innehåller olika mätvärden, som sträcker sig från direkta

jämförelser av ansiktspunkter till användningen av inbäddningar extraherade från

animationsvideor. Vår undersökning belyser inneboende utmaningar med att skilja

mellan animationer med konventionella mätvärden.

Vi identifierar dock Frechet Distance-metoden som en lovande kandidat, som visar

starka korrelationer med resultaten från

en användarstudie som genomfördes samtidigt. Detta tyder på att det är möjligt att

effektivt utvärdera maskininlärningsdrivna ansiktsanimationer. Sammantaget bidrar

denna forskning till att främja den kvantitativa bedömningen av ansiktsanimationer,

vilket ger insikter om hur man kan förbättra deras kvalitet och naturlighet.

Nyckelord

Ansiktsanimering, djupinlärning, kvantitativ utvärdering...
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Chapter 1

Introduction

In the dynamic landscape of the gaming industry, the integration of speech-driven

models is revolutionizing how virtual characters communicate. These models, often

based on deep learning architectures, leverage speech input to generate animations

and more particularly facial animations, offering a cost-effective and efficient

alternative to traditional animation methods [30]. Game developers benefit not only

from streamlined production pipelines but also from the ability to create immersive

gaming experiences. The adoption of speech-driven generative models in the gaming

industry reflects a convergence of artificial intelligence and interactive media, driving

advancements in virtual expression.

While speech-driven generative models bring forth a revolutionary approach to

animation, a significant challenge appears — the lack of robust quantitative evaluation

metrics. Current assessments primarily rely on qualitative measures [2, 8, 17], leaving

a void in objectively measuring the accuracy and naturalness of facial expressions

generated by these models. It relies also on some traditional metrics such as Mean

Square Error (MSE)which doesn’t work perfectly given the variability of lipmovement.

In fact, we have a one-to-many problem which means that a given sound might be

pronounced differently, with different lip movements, from one person to another.

Which makes it hard to assume anything when comparing directly the generated

animation with the ground truth. As shown in the Fig.1.0.1.
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CHAPTER 1. INTRODUCTION

Figure 1.0.1: One sound but different valid animations.

The slow pace of model development, necessitating human assessment of superior

quality, significantly delays progress in the field of facial animations. This manual

evaluation process is not only time-consuming but also subject to variations in

judgments due to its subjective nature. Moreover, the lack of robust quantitative

evaluation metrics hinders comparisons in academic papers and makes it challenging

to assess progress in the field. Without thesemetrics, it becomes challenging to analyze

large datasets or evaluate things quickly in real time, worsening the scalability problem.

Thus, there is a pressing need to develop reliable quantitative evaluation metrics to

facilitate advancements in speech-driven animation research.

1.1 Problem

The central challenge addressed by this project is the absence of quantitative metrics

for assessing the accuracy and naturalness of facial animations generated by speech-

driven generative models, particularly when considering the inherent variability in

facial and tongue movements during speech.

1.2 Research Question

This project will focus on the following question:

What specific quantitative metrics can be employed for the automatic and

quantitative evaluation of the quality of facial animations produced by speech-driven

2



CHAPTER 1. INTRODUCTION

generative models, taking into account the natural variability in facial movements?

1.3 Purpose

The anticipated outcome of this project is the establishment of a set of quantitative

metrics tailored to generative models for evaluating the fidelity and quality of facial,

lips in speech-driven applications. These metrics will embrace and accommodate

the inherent variability in speech-related movements, enabling more objective

assessments of generative models’ animation output, facilitating their integration into

character animation in games and other interactive applications.

1.4 Methodology

Our research process will involve the following steps:

• Comprehensive literature review to identify existing qualitative and quantitative

evaluation methods and related work.

• Development of or implementation of existing quantitative metrics based on

features such as lip synchronization, and facial expressiveness, focusing on

accommodating the natural variability in speech movements.

• Comparison of quantitative metrics against qualitative assessments while

considering the diversity of facial and tongue movement patterns.

1.5 Benefits, Ethics, and Sustainability

Automatic evaluation of speech-driven models can significantly reduce the time and

cost associated with subjective evaluation. As a result, it will improve efficiency

and productivity. Moreover, improvements in these models will enhance the

entertainment experience. By generating more realistic and natural facial animations,

these models will contribute to a more immersive user experience.

However, there are also ethical aspects that should be considered. Such an

improvement in facial animation can potentially be misused for creating realistic

deepfakes, which can lead to the spread of misinformation and deception [3, 7]. But

3



CHAPTER 1. INTRODUCTION

this automatic evaluation is a double-edged sword, it can also help us to detect deepface

videos.

From a sustainable perspective, it requires a large amount of computational power

to train and run these models [18]. As a result, the carbon footprint should be

taken into consideration. Therefore, strategies need to be developed to minimize the

environmental impact of these models. This could include the introduction of another

evaluation criterion alongside accuracy and other performance scores as suggested in

[27].

1.6 Delimitations

This study will concentrate on developing and validating quantitative evaluation

metrics for lips, tongue, and face animations generated by the Voice2Face model

developed within Electronic Arts. It will not involve the creation of new generative

models. Additionally, it will acknowledge and embrace the inherent variability in

speech-related movements.

As the test set used in the original Voice2Face paper only contained speech signals and

no ground truth animations, we extracted some animations from the training data that

contained different speech recordings than the test set. These animations served as a

ground truth against which we applied our quantitative metrics. For testing, we used

the animations generated by our model, along with ablated versions of it, allowing us

to assess their performance.

1.7 Outline

Chapter 2 provides a background, highlighting previous research, evaluation

methodologies, and the deep learning principles used in these models. Chapter 3

discusses themethods and techniques utilized to quantitatively evaluate the generated

animations, such as speech annotation, silence detection, and feature extraction from

videos. Chapter 4 presents the evaluation process, explaining the metrics used for

quantitative analysis and a user study to correlate metrics with human evaluations.

Chapter 5 presents the results, comparing the subjective evaluations from the user

study with the quantitative metrics. The final chapter 6 concludes the research,

4



CHAPTER 1. INTRODUCTION

discussing the results, and suggesting areas for future work.
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Chapter 2

Background

This section offers insights into the underlying deep learning principles and facial

representations employed in speech-drivenmodels. The discussion progresses to delve

into a literature study that focuses on previous research on models driven by speech

for facial animation. It also explores the evaluation methods used by researchers,

emphasizing the prevalent use of subjective assessments through user studies in

traditional approaches.

2.1 Generative AI

In the field of AI, we can distinguish between two types of models; discriminative and

generative models. The discriminative models model the conditional distribution of

class labels given a data observation[15]. Most of the time, these discriminativemodels

are used for tasks of classification or clustering. In contrast, generative models model

the joint distribution over all variables, allowing us to sample novel, unseen data points

[16]. Thismakes their evaluation extremely challenging. Some of the examples of these

GenAImodels are GAN and VAE. Figure 2.1.1 shows the evolution of thesemodels over

the years [14].

6



CHAPTER 2. BACKGROUND

Figure 2.1.1: A brief history of generative AI from 2014 to 2023 [14].

2.2 Variational Auto-Encoder (VAE)

One of themodels architecture used in the speech-driven generativemodels is VAE [9].

Variational AutoEncoder consists of two parts, an encoder and a decoder. Compared

to the traditional autoencoder, the VAE encodes the input into parameters of a

probabilistic distribution instead of just a point estimate.

7



CHAPTER 2. BACKGROUND

Figure 2.2.1: cVAE: Voice2Face Architecture

In the context of Variational Autoencoders (VAEs), the encoder is a neural network

component that processes input data and transforms it into a latent representation,

typically a lower-dimensional space that captures the essential features of the input.

The decoder, on the other hand, reconstructs the original data from this latent

representation. This process allows the model to learn the complex mappings

between speech features and facial movements, which is crucial for generating realistic

animations.

2.3 Facial Representation

Within speech-driven models, there are two main output types: some generate high-

quality videos, while others produce facial animations using meshes or rig controls.

Rig controls are parameters that control the movement of the underlying mesh, e.g.

whether the eye is open or shut. In the specific instance of our model Voice2Face, the

utilization of meshes is favored, offering a convenient means to control and articulate

facial expressions precisely.

Moreover, mesh representation consists of thousands of vertices, providing a great

level of detail for precise facial animation and manipulation. This representation also

finds some practical applications within software such as AutoDesk Maya. It allows

you to select vertices corresponding to specific points on the face, making it easy to

track their movements.

While a high-resolutionmesh captures intricate facial details, it can be computationally

intensive and may pose challenges in real-time applications. The conversion to a

rig involves simplifying the representation by focusing on the essential movement

8



CHAPTER 2. BACKGROUND

components of the face. Figure 2.3.1 shows the mesh and rig representations.

Figure 2.3.1: Mesh (Left) and Rig (Right) Representations.

2.4 ML-driven lip-sync animation models

ML-driven lip-sync animation models have

witnessed significant progress, contributing substantially to the fields of interactive

media and the game industry. This field has a rich history. Initial models were mainly

rule-based, relying on a predefined set of facial movements that correspond to each

phoneme, so-called visemes [5, 11].

With the advance of machine learning and the availability of large-scale facial and

speech datasets, data-drivenmodels dominate the field in the late 20th century. These

approaches were often based on Hidden Markov Models (HMMs) [4, 34, 35]. These

models were capable of learning the complex mapping between speech features and

facial movements which led to more realistic animations.

Today, speech-driven models saw a shift with the outstanding advancement of deep

learning techniques, particularly those based on Recurrent Neural Networks (RNNs)

[29], Encoder-Decoder architectures [8, 26] or even Generative Adversarial Networks

(GANs) [17] andVariational Autoencoders (VAEs) [2] [36]. For instance, theMeshTalk

model [26] introduces a method for 3D facial animation by disentangling audio-

correlated and audio-uncorrelated information. Likewise, the VOCA model [8] is

distinguished by its training on a unique 4D face dataset with synchronized audio. Its

versatility in animating diverse adult faces based on various speech signals showcases

its applicability.

9



CHAPTER 2. BACKGROUND

These models represent the forefront of speech-driven facial animation, showcasing

advancements in disentanglement, dataset diversity, code-based animation, and real-

time capabilities.

2.5 Evaluation Methods

The evaluation of speech-driven facial animation models plays a pivotal role in

determining their efficacy and practical utility. Traditional evaluation methods often

rely on subjective assessments through user studies, where human raters evaluate the

perceptual quality of facial animations. Most of previous studies rely only on subjective

evaluation [20, 32]. The subjective nature of these evaluations, as seen in all these

models, slows down development. Moreover, it complicates comparisons with other

models, especially when one prefers not to re-implement and train other models.

Quantitative evaluation, a widely adopted approach, typically involves metrics like

Mean Square Error (MSE) between generated facial animations and a designated

ground truth. However, this method assumes the ground truth to be an unequivocal

representation of correct facial movements, which is not the case as the same sound

could be created by many different mouth movements. For example, in CodeTalker

paper [36], they evaluated their model by measuring the MSE between generated lip

movement and the ground truth.

We are transitioning beyond traditional evaluations based on ground truth. This

change aligns with the broader aim of addressing the shortcomings of conventional

assessments, especially when it comes to capturing the natural variability in facial

expressions. The Voice2Face model [2] has introduced an alternative quantitative

metric that assesses facial animation quality without relying on a predetermined

ground truth. In fact, They are measuring the distance between the upper and lower

lip during the bilabial sounds (/p b m/). Furthermore, StableFace [19] suggests a

quantitative metric to assess the stability of the face during speech.

As the field progresses, a hybrid approach that integrates insights fromboth traditional

and emerging evaluation methods becomes essential for a comprehensive assessment

of speech-driven facial animation models.

10



Chapter 3

Methods And Implementation

This chapter describes themethods used to achieve our goal; Quantitatively evaluating

the facial animation generated by speech-drivenmodels. First of all, we are diving into

the details of Voice2Face intending to understand the different models in the ablation

study. Furthermore, we will describe the techniques we used to extract the data

needed for qualitative evaluation, such as speech annotation, and silence detection.

and feature extraction from videos generated by Voice2Face. After that, we will detail

how we use these techniques to create a small dataset for evaluation. Finally, we will

discuss the quantitativemetrics used in our research. It is important to note, that none

of the techniques described in this section have been invented by us and that the main

contribution of this thesis are metrics and their evaluation which will be described in

the next chapter.

3.1 Voice2Face

Voice2Face (V2F) is a deep learning-based speech-driven facial animation model that

produces lip animation directly from speech audio. In this section, we focus on details

important to this report. For more details on the actual model and implementation,

we refer the reader to [2]. The output is a rig animation of the face. The process in

this model is as follows: The input raw speech goes through a cVAE [9] to produce a

mesh animation of the tongue and lips. Afterwards, it goes into a model that maps the

mesh animation into the rig controller as shown in Figure 2.3.1. Normally, the model

consists of two cVAE, one for the tongue and one for the lips and since we are only

evaluating the models for lip-syncing, we are going to focus only on the lip one.

11



CHAPTER 3. METHODS AND IMPLEMENTATION

Figure 3.1.1: Voice2Face architecture during training.

Briefly, Voice2Face is a conditional Variational AutoEncoder (cVAE) that maps its

latent space to facial poses conditioned by raw speech. Figure 3.1.1 shows it’s

architecture. Firstly, feature extraction is done to the speech audio before it is fed into

the Encoder that tries to map the facial poses to a probabilistic distribution for latent

variables. Then, it goes through the decoder that itself learns to map the latent vectors

to facial expressions in mesh representation. We should highlight the importance of

conditioning in the Voice2Face model. Without conditioning, the latent space would

include all possible face poses, regardless of the speech context. However, when we

condition the speech signal, the latent space only learns to represent the variance in the

data that is not speech-dependent, e.g. speaker-dependent signals. The variance in the

data that is driven by speech, i.e. how the mouth moves, is driven by the conditioning

model instead. In this way, the model overcomes the one-to-many problem as the

variational autoencoder takes care of the additional variance that does not come from

the speech signal.

Furthermore, Voice2Face was trained using a dataset composed of two subsets: the

Gold dataset, a smaller collection of high-quality samples, and the Silver dataset, a

larger dataset containing lower-quality samples. Moreover, the training was done by

minimizing the log-likelihood of the training samples and the loss of latent distribution

using the Kullback-Leibler. An additional loss is a vertex normal cosine distance

between the ground truth and the reconstructed mesh representation.

12



CHAPTER 3. METHODS AND IMPLEMENTATION

3.2 Creating a test set in the absence of ground truth

In the absence of a test dataset, we opted for a method to compare the generated

animations and the ground truth animations of the training data. In order to

make these two distinct datasets comparable, we identify and extract segments

corresponding to identical words from both the training data, which is considered as

the ground truth, and the generated data, which relies only on test audio. To do so, we

needed to first annotate the audio files, identify words that occur both in the training

and the test set, and extract the corresponding videos and features from the original

data. In the next sections, we describe each of these steps in more detail.

3.2.1 Speech Annotation

Since facial animation is intrinsically connected with speech, it is important to make

use of some techniques in audio data analysis to get some information from the

audio input, In this section, we will describe two techniques, starting with Speech

transcription and moving to Silence detection.

Speech transcription, which can be called automatic speech recognition (ASR) consists

of converting human speech into text. But in this thesis, wewill enhance that by getting

timestamps for each spoken word and a confidence level for the transcription. To do

that, we used the open-source speech recognition toolkit VOSK [28].

Furthermore, to evaluate the stability of the animations, we thought about the periods

of long silence. The reason behind this approach is that during these moments, facial

and lip movements should be minimal. In order to identify silence, we employed the

Librosa Library [23] with a carefully selected threshold to ensure that the detected

frames are actually a true period of long silence. As you can see in the figure 3.2.1,

where silent periods are in light red color.

13



CHAPTER 3. METHODS AND IMPLEMENTATION

Figure 3.2.1: Silence Detection in speech.

3.2.2 Video Extracting and Features Extraction

The process of extracting features from facial animation videos is divided into two

steps: We extracted videos that contain a given expression and then we performed the

process of feature extraction. To extract expression timestamps from facial animation

videos, we used the moviePy library [24] in Python since it’s a powerful tool for video

editing. For our analysis, we used it to extract the timestamps corresponding to

expressions (Words or two consecutive words).

Once the video extraction is done, the next step is extracting space features from

the videos. For this, we used a Lip Reading model proposed by Ma et al. [22].

This model was designed for Audio-Visual Speech Recognition (AVSR). The feature

extraction starts with cropping the mouth region from videos. Following this, the

cropped mouth frames are passed through a two-layered structure: a 3D convolution

layer and subsequently, a ResNet18 layer as Figure 3.2.2 shows.

14



CHAPTER 3. METHODS AND IMPLEMENTATION

Figure 3.2.2: Feature extraction model architecture.

The combination of these techniques using the timestamps extracted using the Speech

techniques in the previous section enables us to extract informative features from facial

animation videos, providing us with the data we can use for our evaluation.

3.3 Data representation and models

In this section, we will describe the data we applied the metrics on. As a ground truth,

we used the training data used in the original Voice2Face paper [2] that was created

by professional animators.

The data is either a facial animation video or amesh representation (i.e. The vertices of

the face) for both the ground truth and the generated animations. Figure 3.3.1 shows

the head used in our data.

15



CHAPTER 3. METHODS AND IMPLEMENTATION

Figure 3.3.1: Front view of the textured head of our data.

In order to test whether our metrics can distinguish between different machine

learning models. we apply them to animations generated by different ablation models

trained for the Voice2Face paper. We compare:

• NoQuality Condition (NQC): Aswe alreadymentioned in theVoice2Face section,

a one-hot quality conditioning in the decoder is not used in this model, which

makes it treat all the data equally without considering its quality.

• No Normal Loss (NNL): In this model, they are only minimizing the log-

likelihood of the training samples and the loss of latent distribution using the

Kullback-Leibler (cVAE loss) [31] excluding the normal loss.

• No Silver Data (NSD): Since we have two subsets of the dataset; Gold and Silver.

The model was only trained on the Gold Dataset in this version.

To see the differences between the metrics, we also compare our model to an external

open-source model called VOCA [8].

In addition to the videos andmesh animations, wemade use of the audio of the dataset

on which we applied the speech annotation techniques described above.

16



Chapter 4

Evaluation

In this section, we will start by describing the metrics used for the quantitative

evaluation of the generated animations. These metrics can be divided into two types:

ground truth dependent and ground truth independent. After that, we will move to

the user study conducted to check the correlation between themetrics’ evaluations and

human evaluations.

4.1 Quantiative Metrics

The goal of our work is to find some metrics to evaluate the effectiveness and the

naturalness of the generated animation. These metrics are applied on two different

aspects of animation: the mesh representation and the actual videos.

The project employs four main metrics: Motion Stability Index (MSI), Lip Syncing

Error (LSE), Lip Reading Similarity (LSR), and Fréchet Distance (FD). MSI assesses

the stability of facial animations by evaluating the absence of jitters during silent

periods. LSE measures the accuracy of lip synchronization with speech, while

LSR evaluates the similarity between generated animations and ground truth lip

movements. FD assesses the performance of models by measuring the distance

between the distributions of generated animations and the ground truth, considering

the variability in facial movements.

17



CHAPTER 4. EVALUATION

4.1.1 Motion Stability Index (MSI)

The principle behind MSI involves analyzing the motion trajectories of facial

landmarks or vertices by assessing the motion stability [19]. It is designed to

evaluate the stability of animation during periods of long silence. The variation of the

corresponding vertices of some key facial landmarks, [1], carefully selected is tracked

over time. Figure 4.1.1 shows the landmarks.

Figure 4.1.1: Key facial landmarks

4.1.2 Lip Syncing Error (LSE)

The Lip Syncing Error (LSE) [12] metric is used to assess the accuracy of the mouth

movements with the spoken words. Specific words are extracted from both the ground

truth and the test data audios, with their timestamps obtained using the techniques

described in the implementation section 3. The mouth height and width in the

animations corresponding to these words are then compared between the ground truth

and the generated data.
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Figure 4.1.2: The width and the height of the mouth

The mouth height is defined as the distance from the center of the upper lip to the

center of the lower lip, while the mouth width is defined as the distance from one lip

corner to the other. We can define the error for a given frame t as follows [12]:

Etsync = (Widthgenerated −WidthgTruth)
2 + (Heightgenerated −HeightgTruth)

2

It’s important to note that when comparing with ground truth, we encounter issues

such as varying word lengths and multiple examples to choose from the ground truth

data. Hence, we interpolate the mesh vertices to ensure uniformity between the test

sample and the ground truth sample.

Therefore, the error for a given test sample is calculated as the smallest average error

across all ground truth data throughout the length of the word. The concept of using

the smallest error is inspired by the Average Displacement Error (ADE) mentioned in

this survey [21], which also uses the closest sample for comparison.

Esync = min(
1

T

T∑
t=1

Etsync)

Finally, the LSE for a given word is the average of Esync over the test samples of the

same word:

LSE =
1

N

∑
Esync

where N is the total number of test samples.
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4.1.3 Lip Reading Similarity (LRS)

The Lip Reading Similarity (LRS) [13] metric measures the similarity between the

features of generated animations and the ground truth. Specifically, for each test

sample (TS), we calculate the cosine similarity, denoted as d(fTS, fGT ), between the

features of the test sample and the features of the ground truth (GT). However, before

calculating the cosine similarity, we adjust the features through interpolation to ensure

they are of the same size. We then choose the maximum cosine similarity value for

each test sample, similar to the previous metric 4.1.2. But now, since it’s a similarity

measure, we are seeking themaximum, not theminimum. The final score for the word

is calculated by averaging the maximum cosine similarity values over all test samples:

LRS =
1

N

N∑
i=1

max
j

(d(fTSi
, fGTj

)) (4.1)

where N is the total number of test samples, fTSi
represents the features of the i-th test

sample and fGT represents the features of the ground truth. d(fTS, fGT ) is the cosine

similarity between the features of the test sample and the ground truth.

4.1.4 FD

The Fréchet Distance (FD) is another metric used to measure the difference between

the generated animations and the ground truth. Unlike the Lip Reading Similarity, the

FD focuses more on the distribution of features rather than individual instances.

Figure 4.1.3: FD evaluation process.
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Specifically, the FD compares the distributions of features extracted from the

generated animations and the ground truth animations. For each word, we compute

the FD between the two distributions. We assess the mean and the standard deviation

over time and across all the data samples. Therefore, the FD is determined as follows:

FD = ||µTS − µGT ||2 + Tr(CTS + CGT − 2(CTSCGT )
1/2) (4.2)

In this equation, µTS and µGT represent themean features of the Test Samples (TS) and

Ground Truth (GT) animations, respectively. CTS andCGT are the covariancematrices

of the features of the TS and GT animations, respectively. The term Tr denotes the

trace of a matrix, which is the sum of the elements on the main diagonal.

This way, the FD provides a measure of how similar the overall distribution of

generated animation features is to the distribution of ground truth animation features,

rather than comparing individual feature vectors.

4.1.5 Bootstrapping technique

In order to ensure robustness and reduce the chance of a model simply being ”lucky”

in finding a matching fit in the ground truth. we utilized a bootstrapping technique.

Bootstrapping is a powerful statistical resampling method employed to assess the

precision of sample estimates [10].

We randomly picked a subset of samples from the ground truth 100 times, rather than

using the entire ground truth data. For each subset, we calculated the score for each

metric, providing us with a distribution of scores instead of a single-point estimate.

This process was repeated 100 times, providing us with a reliable estimate of the mean

and standard deviation of the results.

The comparison of the metrics was then based on these mean scores and standard

deviations, allowing us to evaluate the stability and reliability of the metrics more

effectively. By using this bootstrapping technique, we aimed to ensure that a good

performance of ametric was notmerely due to a fortunatematchwith the ground truth,

therefore improving the robustness of our experimental results.
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4.2 User Study

In order to evaluate the results of ourmetrics and checkwhat are the ones that correlate

themostwith human evaluation. The user study is divided into three sections. The first

section involves a comparison between our model and the training data, the second

section compares our model with NQC, and the third section evaluates our model

compared to VOCA. Besides, for each word or expression, three different animations

are generated using NQC, our model, and VOCA.

In each section, users are presented with a list of words or expressions, with

corresponding animations displayed side by side as you can see below in figure 4.2.1.

Users are then asked to choose either the animation on the left or the right, or they

have the option to express no preference.

Figure 4.2.1: Animations side by side for the user study.

The words and expressions used in the study are divided into three categories. The

first category, RareWords, includeswords that do not frequently appear in the training

data. The second category, Words, consists of words that appear quite frequently. The

third category, Tuples, includes two consecutive words.

Every user participating in the study is asked to evaluate five samples from each

category for the comparisons between ourmodel vs. NQCandourmodel vs. VOCA. For

the comparison between our model and the training data, users are asked to evaluate

three samples. This results in a total of 33 videos for each user to evaluate during the

study. We had a total of 25 participants in our study.
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Result

In this chapter, we will be presenting the results from the metrics and the user study

described in the chapter 4. We will start with describing the experimental setup

and then we will present the different metrics scores. Finally, we will compare the

subjective evaluation from the user study to the quantitative metrics.

5.1 Experimental set-up

The experimental setup was designed to evaluate Voice2Face with the metrics and for

the user study both described in the section 4. This evaluation was based on the choice

of word or expression extracted from the training data as a ground truth.

The chosen words are split into frequent and rare words. Frequent words are those

that have a high occurrence in the training data. On the other hand, rare words are the

words that appear only one time in the training data. Additionally, two consecutive

words or so-called Tuples were also considered in the experimental setup. This choice

was made to see how metrics perform in longer sequences.

5.2 Reference results

In this section, we will discuss the subjective evaluation conducted in the Voice2Face

paper [2]. This evaluation serves as a reference point for our metric scores. Our

primary focus will be on comparing the performance of Our model against NQC

and VOCA. We chose these two models because the baseline model significantly
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outperforms NQC, achieving a win rate of 73.3%. In contrast, the performances of

VOCA and our model are relatively similar, with a win rate of 50.9% for the baseline

model, as depicted in Figure 5.2.1. Therefore, we will investigate whether the metrics

can effectively distinguish between models, even when their performance is relatively

similar from a human evaluation perspective.

Figure 5.2.1: Human evaluation of different models from Voice2Face paper [2].

5.3 Quantitative Metrics

This section provides a comprehensive analysis of the various quantitativemetrics used

to evaluate the performance of Voice2Face in comparison to its ablated versions and

VOCA. We begin with the Motion Stability Index (MSI), which assesses the stability of

the animationduring silent periods. Next, we examine theLip SyncingError (LSE) that

evaluates the correspondence between lip movements and spoken words. Following

this, we delve into the results of the Lip Reading Similarity (LRS), which offers insight

into the similarity between the mouth features of the generated animations and the

ground truth. Lastly, we will analyze the Fréchet Distance (FD), a measure of the

distance between the distributions of the generated animations and the ground truth.

5.3.1 Evaluation of MSI

The win rate, which measures the effectiveness of models, is calculated by dividing the

total score of silent sequences assigned to a specific model by the combined score of
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silent sequences for both models, represented on the x-axis of the graph as ”Model 1

vs. Model2”.

Figure 5.3.1: MSI results for different models.

However, after analyzing Figure 5.3.1, it’s clear that all models perform similarly

in terms of win rate. As a result, this metric doesn’t offer a significant distinction

in our evaluation. Nonetheless, it remains an important measure for assessing the

consistency of lip movements.

5.3.2 Win rate definition

In the following three sections, we will examine the comparison between different

models. This comparison is established through a win rate, which we will define in

this subsection. To determine if Model 1 outperforms Model 2 for a given word, we

apply a threshold comparison:

Win condition: score1 > score2 + threshold

where:

• score1 represents the metric score of Model 1,

• score2 represents the metric score of Model 2,

• threshold is calculated as the standard deviation of all score differences across all

words.

Consequently, the win rate is defined as the percentage of words where one model is

better than the other based on this comparison.
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5.3.3 Evaluation of Lip Syncing Error (LSE)

As described in the subsection 5.1, we are calculating the metrics on the 3 categories

of data examples. The figures below are represented as Model 1 Vs Model 2 on the x-

axis. Based on Fig.5.3.2, Fig. 5.3.3, and Fig.5.3.4, the LSE metric presents a large no

preference win rate in all categories of the data. As a reference from Section 5.2, our

model is expected to outperformNQC.However, in the case of LSE,NQCdemonstrates

a win rate of 18.75% compared to our model’s 1.5% for frequent words, for instance.

Figure 5.3.2: LSE for frequent words.

Furthermore, we can also notice that VOCA outperforms our model with a 35% win

rate compared to 6% for the baseline model.

Figure 5.3.3: LSE for 2 consecutive words.

However, all figures indicate a high win rate of no preferences, suggesting that

the metric struggles to discern significant differences between the models. This
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observation may be attributed to the relatively minor variations in lip movement

distances between the ground truth and the generated animations across different

models.

Figure 5.3.4: LSE for rare words.

5.3.4 Evaluation of Lip Reading Similarity (LRS)

As described in the section 5.3.3 about the results of LSE. the no preference dominance

between NQC and Ours in Fig.5.3.5, Fig.5.3.6, and Fig.5.3.7, such as 77 % for frequent

words, makes it less reliable as a metric to evaluate the quality and the naturalness of

the facial animations.

Figure 5.3.5: LRS for frequent words.

Moreover, for frequentwords, Voca outperforms ourmodelwith a 94%win rate, which

is not compatible with its performance in tuples where we can see a high no-preference

win rate.
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Figure 5.3.6: LRS for 2 consecutive words.

What we gather from this is that the Lip-Reading Similarity (LRS) isn’t stable as a

metric, making it unreliable for assessing facial animation. If two animations are

both acceptable and meet our expectations in terms of lip movements, it’s likely that

the underlying features captured in their embeddings, such as the angles of facial

landmarks or the movements of lip shapes, are quite similar.

Figure 5.3.7: LRS for rare words.

As a result, the differences in cosine distances between the embeddings of these

animations would be minimal. Since LRS relies on these distances to assess similarity

or dissimilarity between animations, the lack of significant variation in distances

among acceptable animations makes it challenging for LRS to effectively discriminate

between them.
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5.3.5 Analysis of Fréchet Distance (FD)

When comparing NQC with our model, we observe that FD closely mirrors human

evaluations, demonstrating significant improvement over our baseline model. For

instance, the accuracy rates for frequent words in Figure 5.3.8, consecutive words in

Figure 5.3.9, and rare words in Figure 5.3.10 are 73%, 60%, and 50%, respectively.

Figure 5.3.8: FD for frequent words

The same trend is observed for NoNormal Loss (NNL) andNo Silver Date (NSD) when

compared to NQC. Therefore, we can infer that FD can effectively discern the quality

of animation, particularly when significant differences are evident from a human

perspective.

Figure 5.3.9: FD for 2 consecutive words.

However, when comparing our baseline model to VOCA, the No preference win rate

is high. Therefore, we cannot draw conclusions from it due to the similarity in
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performance between the models. The win rate is 48% for frequent words and 64%

for 2 consecutive words. Consequently, FD lacks the precision needed to distinguish

between the two models.

Figure 5.3.10: FD for rare words.

5.4 Robustness Analysis

In order to ensure robustness and reduce the chance of a model simply being ”lucky”

in finding a matching fit in the ground truth. We applied a bootstrapping technique

for words since they are frequent in both ground truth and generated data.

Figure 5.4.1: Robustness: Metric scores for different models.

After measuring the metric scores of random samples from the ground truth and

generated data 100 times, we got the results in Fig.5.4.1, where we can see that based

on FD, our model significantly outperforms NQC and the performance of VOCA and

ours are quite similar. For the other two metrics, LSE and LRS, in the case of NQC,
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they are not able to distinguish between the two models as seen before in Section 5.3.3

and 5.3.4.

From Fig.5.4.2 and Fig.5.4.3, we can observe the mean score and standard deviation

for FD between our model and NQC, and between our model and VOCA. As evidenced

by the user study, our model significantly outperforms NQC. This trend is reflected in

the graph, where the standard deviation is low, and in most words, the FD score of our

model is lower than that of NQC.

Figure 5.4.2: FD scores for words. Figure 5.4.3: FD scores for words.

However, for VOCA, both our user study and the user study from the paper suggest

that VOCA performs at a similar level to ours. Consequently, FD lacks the precision

necessary to discern the difference.

In this Fig. 5.4.4, significant overlapping is observed between the scores, indicating
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that LSE struggles to distinguish between ourmodel andNQC, despite ourmodel being

expected to outperform it.

Figure 5.4.4: LSE scores for words. Figure 5.4.5: LRS scores for words.

As for LRS, based on Fig.5.4.5, the standard deviation for almost all the words is too

high, resulting in an inability to discern differences between the twomodels. This high

variability makes the graph somewhat noisy.

5.5 User Study Finding

Each participant is presented with 33 side-by-side animation videos. All 25

participants are part of Electronic Arts with 80/20 male/female distribution, ages

in the 23-60 range. Most of them are animators and people familiar with facial
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animations.

After collecting the results, we created Figure 5.5.1, where the percentage represents

the proportion of votes indicating that Model 1 outperforms Model 2. Figure 5.5.1

demonstrates that Our model outperforms NQC. However, in the case of VOCA, the

win rate of Our model does not exceed 50%, indicating that the performance may be

quite similar. These findings align well with the human evaluation results presented

in Section 5.2.

Figure 5.5.1: User Study votes preference.

5.5.1 Comparative Analysis: User Study Results Versus
Quantitative Metrics

In the figures below, we will juxtapose the scores obtained from the quantitative

metrics outlined in Section 4. Each figurewill present a comparison between ourmodel

and NQC, as well as our model and VOCA. The graphs will display the results of our

user study alongside metric scores. From left to right, the results will be organized as

follows: Frequent words, 2 consecutive words, and rare words.
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Figure 5.5.2: User Study Compared to LSE scores.

As observed in Fig.5.5.2 and Fig.5.5.3, despite the high rate of no preference indicated

by LSE and LRS results, there appears to be no correlation between the votes from

the user study and the metric scores. For instance, in the case of frequent words, our

model exhibits a 0% win rate according to LSE but achieves a 52% win rate based on

the votes. Conversely, VOCA achieves a 100% win rate in LRS but only receives 40%

of the votes. Similar discrepancies are observed in the remaining categories of data,

namely 2 consecutive words and rare words. Moreover, the scores vary across different

categories of data, further indicating the unreliability of these two metrics.

Figure 5.5.3: User Study Compared to LRS scores.

Finally, concerning FD, we can deduce from the results in Fig.5.5.4 that our metric

demonstrates stability, as the scores across the three data categories are comparable.

If a model wins in one category, it also wins in the other two with varying win rates.

Additionally, we observe a correlation between the user study results and the metric

scores, particularly noticeable in frequent words and 2 consecutive words.
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Figure 5.5.4: User Study Compared to FD scores.

However, the situation is less clear in rare words, where the relationship appears

chaotic. This is understandable considering the limited number of samples available

for comparison in the ground truth data. Consequently, amodelmay appear successful

due to chance matching. In fact, for rare words, we have only one sample each in

the ground truth and the generated data. As a result, we only have two cases, the

FDmight appear lower simply because the generated animation coincidentally finds a

matching fit or it will be much higher otherwise. On the other hand, when there are

many samples, which is the case for frequent words and 2 consecutive words, we can

accurately measure the difference between the distributions.

To proceed with the evaluation, we will examine the correlation between the number

of votes and the percentage of FD score for frequent words and 2 consecutive words.

Here, the percentage is calculated as the score of a given expression in our model

divided by the sum of both scores from the twomodels. In Fig.5.5.5, the FD percentage

correlates with the number of votes for the comparison between NQC and our model.

However, this correlation is not observed for VOCA with our model, which is expected

given that FD lacks the precision to distinguish between two similar models.
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Figure 5.5.5: User Study votes Compared to FD scores percentage.

To summarize, we observed the correlation between metrics and user study results

across the three categories of data expressions. Specifically, we found that the FD

metric tends to correlatewell with user study outcomes, particularly for frequentwords

and tuples. When a model receives more votes in the user study, it generally achieves

a lower FD score with minor variations in the rate.
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Discussion

This chapter initially discusses the findings of the project, including the different

results obtained from various metrics and their correlation with human evaluation.

Additionally, it presents what could have been done better in the thesis. Finally, it

outlines future work, proposing potential directions for further research.

It is important tomention that having identical results after applying the bootstrapping

technique as those obtained from the entire dataset enhances the robustness of our

metric and ensures the accuracy of the results. Additionally, obtaining consistent

results in our user study compared to the user study conducted in the Voice2Face

paper [2] validates our user study and confirms the reliability of its results, especially

considering the professional animators involved in the paper’s study.

The main result of the project is summarized in the subsections 5.5.1 and 5.3.1. The

results show that FD is a reliable metric that can be used to evaluate the performance

ofmachine learning-drivenmodels. What we can assume is that if the FD of onemodel

is significantly lower than that of another, then the first model is likely to be superior.

However, in cases of high uncertainty, subjective evaluation should be relied upon to

determine the best model. Furthermore, while the MSI may not provide insights into

identifying the best model, it serves as a useful tool for assessing the stability of facial

animation. It can detect any jitters during silence periods in the model and thus can

be utilized as a checkpoint for model evaluation.

Nonetheless, when considering LRS and LSE, based on the results, it becomes

challenging to depend on these metrics due to their lack of precision in distinguishing

between the two models. One possible explanation could be that LSE measures the
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difference between the mouth vertices of the generated animation and the ground

truth, which may be minimal in both animations to the extent that the differences are

not significant between the twomodels. Additionally, LRS relies on the cosine distance

between the embeddings of the generated animation and the ground truth animations,

which could also be minimal. The limited variation in distances among acceptable

animations makes it difficult for LRS to distinguish between them effectively.

6.0.1 Conclusion

Reflecting on the research question in Section 1.2:

What specific quantitative metrics can be employed for the automatic and

quantitative evaluation of the quality of facial animations produced by speech-driven

generative models, taking into account the natural variability in facial movements?

I ended up answering this question instead: what are the top two quantitative metrics

that can evaluate the quality of facial animation generated by speech-driven generative

models, taking into account the natural variability in facial movements and that are

correlated with subjective evaluation?

We can conclude that FD and MSI are useful metrics. FD can be utilized to evaluate

the performance of speech-driven models by assessing the distance between the

distributions of generated animation and the ground truth, which allows it to consider

the variability of facial animation. FD is especially effective when the difference

between the models is significant based on human evaluation. However, when the

performance is quite similar based on human evaluation, FD cannot distinguish

the performance of the two models. Additionally, FD correlates well with human

evaluation, making it an answer tomy new research question. Furthermore, usingMSI

will enhance the stability of facial animations by assessing the stability and absence

of jitters during silent periods, which will improve the naturalness of these facial

movements.

Moreover, the implementation of FD and MSI in the field of computer animation

could significantly impact both the process and the quality of animations. By

providing objective and reliable metrics, animators can more accurately assess

the quality of facial animations, leading to more consistent and realistic results.

This could streamline the animation production pipeline, reduce the reliance on

38



CHAPTER 6. DISCUSSION

subjective judgment, and enablemore precise improvements in animation techniques.

Consequently, the use of FD andMSI could elevate the standard of facial animations in

the industry, benefiting animators by offering tools that enhance their ability to create

lifelike and expressive characters.

6.1 Method Criticism

One of the criticisms regarding the thesis is the use of short words and expressions

in the metric evaluation. It would be preferable to incorporate longer expressions to

observe the metric results more accurately. Additionally, the extraction of timestamps

and videos may be inaccurate due to errors in the speech transcription model and the

video extraction tool. To enhance our approach to tackling and evaluating the metrics,

it would have been beneficial to have an actual test dataset containing both generated

and ground truth animations.

For the user study, it would be preferable to involve professional animators who can

pay close attention to animation details and lip synchronization. Additionally, a larger

number of participants and a greater quantity of data samples (videos of words and

tuples) would improve the study’s effectiveness. Furthermore, we could augment our

analysis by including more animations generated by other ablated models. This would

allow for a broader range of comparisons between models and enrich the depth of our

evaluation.

6.1.1 Future Work

Since theFDmetric is the one that correlates themostwith human evaluation, a natural

extension is to explore the concept of Weighted FD or conditioned FD. This concept

involves developing a metric that can be used independently, without the need for

ground truth data. We propose using a pre-trained model to produce a distribution

of animation embeddings corresponding to the same speech used in the generated

animation. These embeddings can subsequently be compared with the animation

created by our model.

Another way to improve the use of these metrics is to apply them in long animation

sequences. This improvement will address the limitation where the pronunciation of

a word depends on the surrounding context [33].
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Another future avenue of research involves developing metrics specifically designed to

evaluate the emotional aspect of facial animation. Given the availability of generative

models capable of generating facial animations with emotional expressions [6, 25, 37],

there is a need for quantitative measures to assess the accuracy and expressiveness of

these emotions.
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