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Figure 7.1: Our proposed probabilistic model as a directed factor graph. We use
the diagram notation of Dietz [2010] whereby shaded nodes are observed random
variables, encircled nodes are latent random variables and nodes without circle are
constants.

Next, we decompose the predictive distributionp(®x j X) into inconsistency and

error. While inconsistency captures preference deviations, error is the remaining
randomness in the predicted labels when the preference is xed, i.e., conditioned
on. For notational convenience, we drop the dependency oix since we always
condition on a single feature vector. As a result, we denote the solution set as

Y = fy1;:::;¥m 0, the set of all local predictions as "= f* 1;:::; "« g and the set
of solution indices asz = (z1;:::;2z«). We start by considering the conditional
distribution

pP(zjiY)=p(Njz;Y)pEiY): (7.1)

Let us zoom in on the rst factor, p(*jz;Y). Since each client’s prediction is made
locally, we assume that each ¢ is independent of “n * given . More speci cally,
we assume that each ¢ is a noisy version of one speci c permissible label, and
is thus also conditionally independent ofY given . Therefore, we can write

p(rjz;Y)=p(™j_ ) (7.2)
v -
= P «): (7.3)
k=1

We call (7.3) our error model.

The second factor in (7.1), namelyp(z j Y ), simplies to p(z) = Qk P« (zx), assum-
ing, again, that clients behave independently of each other and that the solution
index z is independent of the feature vector. We call this ourinconsistency model.
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Putting error model and inconsistency model together, (7.1 simplifies to

pozV) =]  pl=)  plon|v). (7.4)
N ad ——

inconsistency model error model

Our probabilistic assumptions are depicted in Figure [7.1] as a Bayesian network.

A game show analogy

To illustrate the probabilistic assumptions we make, consider a game show where
contestants have to reveal a secret from incomplete and noisy evidence.

Each participant brings two items to the game:

e a special M-sided die, each side showing a different color. The participants
have personal color preferences and have secretly weighted their die to favor
certain colors.

e a slightly faulty keyboard that sometimes produces a random letter instead
of the one being typed.

The game proceeds in N rounds. In each round, the game master first writes down
M secret words on a piece of paper, one in each color. Only the game master knows
the words. Then, one after another, the game master rolls each participant’s die.
The rolled color is kept secret from the participant. The game master looks up
the word that corresponds to the rolled color and types it into the participant’s
keyboard. Note that, because the keyboard is faulty, the typed word may not
match the secret word exactly.

After the N rounds have finished, the participants are given a spreadsheet contain-
ing the recorded words — one row per round, one column per participant — and are
asked to guess the full list of secret words from each round.

In this analogy,

the list of secret words corresponds to the solution set Y,

the dice represent the inconsistency models p(zy),

the secret word that matches the k-th rolled color is v and

the faulty keyboard represents the error model p(0y, | vk).
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7.4 EM for Label Clustering

Having established our probabilistic model, we now introduce algorithms for infer-
ence and model fitting based on the EM algorithm. We start by describing the
inference algorithm, which estimates the solution set for a given feature vector,
assuming that inconsistency and error models are known. Then, we describe how
to fit the inconsistency and error models to historical data.

Inference Algorithm

Recall that the goal is to estimate the solution set Y (z"V) from the predictions
U = {ﬁk(x“ew)}f:l. Dropping the dependency on x"°V again, we have U as the
observed variable, z as the hidden variable and Y as the parameter we wish to
estimate.

We start by taking a maximume-likelihood view of estimating the permissible labels.
Since the likelihood is a mixture model, we do not maximize it directly. Instead, we
use the expectation-maximization (EM) algorithm. Denoting the current estimate
of Y as Y' = {y},...,y},}, we derive the E-step and M-step as follows. In the
E-step, we compute, for each k and m,

p(ﬁ7 2 =m ‘ Yt)

= 0, YY) = 7.5
p(Zk m | v, ) Zm’ p(0, 2 =m/ | Yt) ( )
 plze =m) p(y | v = y1,)
= A 7 (7.6)
> Pz =) p(Ox | vk = yy,0)
=: ’y,i’m. (7.7)
Here, the second equality follows from the conditional independence.
Then, in the M-step, we maximize the function Q(Y**! | Y*) defined as
QY™ V") = Esopiapoynllogp(t, 2 | Y] (7.8)
over Y*t! to find the next estimate.
The function ) can be expressed as follows.
QU | Y?) = E. | S (log p(zs) + log p(n | 5/71) (7.9)
k
= Y E., llogp(=1)] + 3 Ex, log p(on | y15))] (7.10)

k k

const
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The first term is the entropy of 2z, which is constant with respect to Y?*!. Using
~ to denote equality up to additive and multiplicative constants, we have

QYT | YT) ~ ;Ezk [log p(0y | y’(jkl))] (7.11)
K M
=3 pla =m0, Y logp(0k | y{h)) (7.12)
k=1m’/=1
M K R
p(ze = m')p(Ox | y(m,))
~ logp(ox | y(ty))  (7.13)

Here, we have used the definition of expectation in Equation (7.12)) and the condi-
tional independence of zj, and 0y, given y,,/) in Equation (7.13). Hence, to compute
the EM update we

M
minimize F(Y) = Z fim(ym) subject to Y € YM, (7.14)
m=1
where
K
) p(zk— m)p(Ok | ¥y,)
Sm(Ym) == ) Vem) 108 p(Ok | ym) and Y = :
;“” o) = 5 (e = m))p(0k | ¥)
(7.15)

Note that, since the objective and constraints are separable, each y,, can be opti-
mized independently.

Fitting the Inconsistency and Error Models

Suppose client k& has reviewed the model prediction we have derived above, and,
after manual adjustments, concluded that the (in her view) correct segmentation is
vg. How should we update our error model and inconsistency model to incorporate
this new piece of information?

For simplicity, we begin by deriving the E- and M-steps for the case of fitting the
models to a single observation. Then, in the following subsection, we extend the
derivation to multiple observations, building on the single-observation case.

Fitting to a Single Observation

Suppose each inconsistency model p(zy) is parameterized by 7y, for instance, a
vector containing the probabilities for a categorical distribution over {1,..., M};
and suppose each error model p(0y | vg) is parameterized by e,. The observed
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variables are © and vy (for one particular k); the hidden variables are z; and the
model parameters are Y, ¢ and 1. Thus, the complete log-likelihood is given by

10g Py, e (s Uk, 2) = log pye (0 | vk, 2) +log py (v, | 2) +log py(2).

Before deriving the EM update, we simplify the complete log-likelihood. The first
term simplifies as follows. Recall that vy = y,,. When Y is given and we condition
on 2z, then, in fact, all vq,..., vk are already determined, making the conditioning
on the observed v redundant:

log py.e (2 | vk, z) = logpye(0 | v, 2) ZIngaz (0¢ | we).
(=1

The second term is

0 lf Vg :yzkﬂ

log py (vk | 2) = { (7.16)

—00 otherwise.

because it expresses a deterministic relationship. The third term is additive over
the clients due to independence. Putting all together, the complete log-likelihood
is

—00 otherwise.

K N .
1 1 fop =
log py,y.e(0, v, 2) = {Ze—1( 08 Pe, (O | ve) 1 1og P (22)) ok = Yee (7.17)

Note that, unless at least one of the permissible labels is consistent with the ob-
served vy, the likelihood is zero. Therefore, without loss of generality, let us restrict
the parameter space to exclude cases where none of the y1,...,yy match v,. For
a given y € Y and index m € {1,..., M}, define the m-th restricted subspace for
Y as

Zn(y) =Y x {y} x YV (7.18)

and its union over m as Z(y) = Uf\f:l Zn(y). We can easily see that maximizing
the log-likelihood over Z(vy) is equivalent to maximizing it over ), because the
likelihood is necessarily zero outside of Z(vy).

Now, we move on to the EM update. Letting 6 = (Y,n,¢), the EM update function
is defined as

QO™ 16") = Ezp(elnvn o0 [log p(@, v, 2 [ 6771)]. (7.19)

We begin by establishing that the expectation is well defined. This is not entirely
obvious since the log-likelihood can be infinite. Using (7.17), we can write the
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expectation as

QO 0Y = ]Ei[logp(v;C | 2, Y”l)} (7.20)
K

+ ) B, [logp(iy | vt ef™) +logp(ze [yt (7.21)
=1

Expanding the first term,

E-flogp(ve | 2, Y™ = p(z | 0, vx,0") logp(uk | 2, V'),

z

For any given z, if p(vy, | 2, Y*™) = 0, then the deterministic constraint vy, = yi !
is violated (see (7.16)). If this is the case, then it is also violated at the t-th
iteration, because, by optimizing over Y! Yt € Z, (v;), we ensure that one
of the permissible labels is always consistent with the observed vj. Therefore, if
p(vk | 2, Y1) = 0 then also p(z | ©,vg,0®) = 0. In this case, by the convention
0log 0 = 0, the expectation is zero and still well-defined.

Remark 7.2. There is one technical caveat to this argument. We do not prevent
multiple permissible labels from coinciding, i.e., it is possible that y,, = vy, for
some m # m/. When there are two identical permissible labels that are both
consistent with the observed vy, in #%, but only one of them is consistent in §%+!,
then there is indeed an assignment z that has non-zero probability under 6% but
zero probability under #**!. In this case, the expectation is —oo, so EM will never
update the parameters to this configuration. As a consequence, EM can potentially
get ‘stuck’ in the sense that, once a label has been estimated to be equal to vy,
it cannot be changed in future iterations. Note that this case only arises when
multiple labels are ezactly equal to vi. When ) is continuous, this should not be
a concern for most optimization algorithms.

On the other hand, if the constraint is satisfied, then p(vy, | z, Y1) = 1, therefore:
p(z | 0, vk, 0") logp(uy | 2, YT = 0.
Since each term in the sum is zero in either case, we conclude that we always have:
E.[logp(uvk | z, Y*)] = 0.

The update function thus simplifies to:

K

QU0 =) E., [logp(ve | ug™,egth) + log p(ze | Tlt“)] (7.22)
/=1

K M
= Z [10%1? (Oe |yt e¢™) +logp(ze = m’ | nt“)}, (7.23)
£: :
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where

Yemr = p(ze =m’ | D,v,0") (7.24)
N t .t it
PO Yoo )P e = V1) g2, (7.25)
const
and
1 if Ym' = Vg,

= for ¢/ = k. 7.26
T, { 0 otherwise ' ( )

This concludes the single-observation case.

Fitting to Multiple Observations

Now, consider the case of N independent observations indexed by n € {1,..., N}.
We denote each local prediction by ¥y, .. Each local ground truth is denoted by vy, .
Each solution index is denote by z, ;. Each permissible label is denoted by yy, m.
The index of the querying client is k;;. Since the observations are independent, the
complete log-likelihood is additive:

10g Py, e (D, v, 2) Z (logpn O | Vnis 20) + 108Dy (Un i | 20) +10gpg(gn))o

n=1
(7.27)
By the same argument as in Section [7.4] we obtain the ‘E-step’
p({)n k | y; m,EZ)p(Zn k=m | 772) %
Yn,kym = for all k # &k, 7.28
M S om | s 80P = 7| D) v T
and
1 if = )
= 1 yn,m. Un,ks for k — k‘:;, (7.29)
0 otherwise
and the ‘M-step’
0t+1 | ot Z Tn,k,m |:pn k yij;}” 57?_1) + IOg 7Tt+1 (730)
n,k,m
where
Prk(V,€) =10g p(On i | Uk = v, =€) and 70 = p(zpe =m | n).

(7.31)
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Note that the variables {7y ., }km are separable from the rest, so the M-step
amounts to solving the following two independent optimization problems:

minimize Fj(x) = — Z’Yn,k,m log 7 m, (7.32)
k,m
subject to Zﬂ'k,m =1 for all k, (7.33)
and
minimize F2(K §) = - Z 'Yn,k,mpn,k'(yn,myek) (734)
n,k,m
subject to  yn € Z(vnk:) for all n. (7.35)

The sub-problem has the simple analytical solution my ., = % D on Yk
which can be shown via Lagrange multipliers. The sub-problem is more inter-
esting. While the objective is tractable for a suitable choice of the error model, the
constraint is non-convex. Specifically, it can be seen as a cardinality constraint. If
we reparameterize the problem in terms of the differences 6,, , = yn,m — Un,kx , then
the constraint amounts to demanding that each row of the matrix A = (6,,m)n,m
have at least one zero entry. Since the objective is not separable over rows, finding
the optimal sparsity pattern is NP-hard [Natarajan) 1995, Bienstock, 1996].

We use a block-coordinate descent algorithm to optimize over Y and ¢ alternatingly
to leverage the fact that the problem is separable within each block. The variables
{Yn,m tn,m and {ex }1 are coupled. However, when we keep {ej, }, fixed, the variables
{Yn,m }n,m become separable over n due to independence. This allows us to optimize
over each y,, separately, reducing the number of sparsity patterns to check from M
to MN. Therefore, we use a block-coordinate descent algorithm that alternates
between optimizing {yn m tn,m and {ex}x. For a fixed n € {1,..., N} and a fixed
sparsity index i, € {1,..., M}, the optimization over y, is given by

K M

minimize — E g 'Yn,k,mpn,k(yn,'rmek)
Y1y Yn,MEY
k=1m=1

(7.36)
subject to  Yn.i, = Un kx
The block-coordinate descent algorithm is summarized in Algorithm [5

It is worth noting that, when using the heuristic approaches to the M-step, the EM
algorithm is not guaranteed to converge to a stationary point of the log-likelihood.

7.5 Experiments

In this section, we evaluate the performance of the proposed method on synthetic
data and compare it to baselines. We consider a wide range of problem parameters
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Algorithm 5 Block-coordinate descent algorithm for the M-step

: Input: v (R, RN vk Ok B 0 Teoos
: Output: 91+ = {yi+l gitl pi+ly
cfor s=0,...,Teoo —1do
for k=1,...,K do
5?178“ = argmin,, — 25:1 Z%ﬂ Yok Prask (Yo E1)-
form=1,...,M do

t+1,s4+1 _ 1 N t+1
ﬂ-k,m - N Zn:l ’Yn,k,m'

end for
end for
forn=1,...,N do
form'=1,...,M do
12: @3t Solve with i, = m/.
13: end for
14: Y 151 < Choose best among {¢
15:  end for
16: end for
17 YO e YT T )

t+1,Tco t+1,Tcoo
18: gitl {51+ Teoo L ebd }

t+1,Teo t+1,T.
19: 77“'1 — {7T;E’ “’,...JréfM “’0}.

© P N ST N

—_ =
= O

s+1 ¢S+1
n,l o ¥ M

to understand the behavior of the method in different settings. We begin by de-
scribing the synthetic data generation process and the evaluation metrics. We then
present the experiments and discuss the results.

Synthetic data

We use the following linear model with Gaussian noise.
) x(l), .. ,x(N) ~id N(0,1)
) yﬁff) = amz™ + b, for some a,, b, € R, m € {1,..., M}
. z,(cn) ~ Categorical(my. 1,...,mpn) for all k € {1,..., K}

° ﬁ,(cn) N./\/‘(U,(Cn),az) forall ke {1,...,K}

We generate synthetic data as follows. All ag,?) and bg,? ) are drawn independently
from N(0,1). Each probability vector mp = (g1, ..,7k,m) is sampled from a
Dirichlet(1,...,1) distribution. Each oy, is drawn from a Gamma distribution with
scale 2 and shape 2. The number of clients K and permissible labels M are varied.
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With the above error model and inconsistency model, the inference algorithm leads
to the following update rules. Let n be the index of the current observation and
yt the current estimate for the m-th permissible label. Plugging into , the
EM update consists of the following M separate quadratic objectives:

1 _ 5\ () ~(n)y2
t+1 Ym  — Vg~ h Tk,m —(ym’ — Oy, )
g Yk m( o ) , where g, X o exp( 20k .
(7.37)

The weights vk ., are normalized such that > vk, = 1 for all k. The solutions
are given by:

il = ZA,&"% where Akoﬂ(’;m (7.38)

2
k

such that >, A\p = 1.

Evaluation metric

We evaluate the performance of each evaluated method using the mean squared
error (MSE) between the set of solution estimates and the true solution set. Specifi-
cally, we compute the smallest sum of pairwise squared errors between the estimated

and true solutions. Formally, given a ground truth solution set Y = {y1,...,yan}
and an estimate Y = {¢1,...,9um}, the matched error is defined as
N M
MatchedError(Y,Y) = min (Tim) — Ym)>, (7.39)
1€Perps
where Per), is the set of all permutations of {1,...,M}.
Baselines

We compare our method to the following baselines:

e No collaboration: One randomly selected unfiltered local prediction U( "

used as the estimate for all permissible labels.

e Simple average: The average of the local predictions % Zszl "[1,(6") is used

as the final estimate for all permissible labels.

e k-Means clustering The k-Means algorithm is applied to the set of local

predictions {f),(cn i—1- The cluster centers found this way are used as the final
estimate.
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Figure 7.2: Mean squared error of the filtered ground truth estimates (blue) com-
pared to baselines as a function of the number of clients K. Here, M = 2. One
subplot per solution. The shaded area is the interquartile range. Baselines: unfil-
tered local predictions (orange), simple average of local predictions (green), k-Means
clustering (grey).
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Figure 7.3: Same asbut plotted against M while keeping K € {4,16,64} fixed.
k-Means is not run for M > K.

Inference with exact models

In a first set of experiments, we evaluate the error of the inference algorithm when
the error model and inconsistency model are known exactly. We run the estimation
with one observation at a time. We compute the filtered estimates as per
and plot the matched error as per for varying numbers of clients K and
permissible labels M.

Figures |7.2| to 7.4 show the results. In Figure the error for each label (M = 2)
is shown separately. The experiment is repeated for different values of K. In
Figure the error is averaged over all labels and the experiment is repeated for
different values of K and M. In Figure the error is shown as a function of the
Dirichlet parameter «, which controls the inconsistency level in the generated data.
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Figure 7.4: Estimation error as a function of the Dirichlet parameter «, which
controls the inconsistency level. Higher a@ means less inconsistency.
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Figure 7.5: Estimation error for varying levels of model error. Model error is
measured by the KL divergence between the distribution that generated the data
and the distribution assumed for inference.

Here, K and M are fixed.

Inference with inexact model

In a second set of experiments, we evaluate how the performance of the inference
algorithm deteriorates when the error or inconsistency models are inexact. We
measure model error via the Kullback-Leibler divergence (KL divergence) between
the true distribution and the assumed distribution. The assumed distribution is
generated from the true distribution by adding noise to the model parameters. In
Figure we plot the error as a function of the KL divergence for the error model
and the inconsistency model, respectively.
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Figure 7.6: KL divergence between the learned model and the true model as a
function of the number of training data points V.
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Figure 7.7: Estimation error when the model parameters are learned from data,
as a function of the number of training data. Error evaluated on a test set. The
subplots show different values of K and M.

Learning model parameters from data

In a final set of experiments, we evaluate the performance of the inference algo-
rithm when the error and inconsistency models are learned from data. We first
generate a training set as described above and run the EM algorithm for model
fitting from Section @ We then generate a separate test set using the same pro-
cedure and run the inference algorithm with the learned models on the test set. We
measure two quantities: the matched estimation error on the test set; and the KL
divergence between the learned model and the true model. The KL divergence is
shown in Figure The estimation error is shown in Figure

In these plots, we additionally show the learned model parameters when no hu-
man feedback is provided. This corresponds to optimizing Equation without
constraints. This unconstrained problem provides less information, but is easier to
solve, which might explain why it outperforms the constrained problem for K = 20,
M = 12. Here, we should note that, we run the EM algorithm for a fixed number
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of iterations and do not check for convergence. This applies both to the outer EM
loop and the inner coordinate descent loop.

7.6 Discussion and Future Work

We have presented a label clustering method for inference-time collaboration be-
tween clients that were trained on different data sets. The method is built on the
intuition that some sources of data set variability are worth preserving, while others
should be filtered out. Variability of the first kind can be thought of as preference
and is modeled as a latent variable. Variability of the second kind can be thought
of as random error. Based on this latent variable model, we have derived an EM
algorithm that clusters the local models’ predictions.

We have evaluated the label clustering method on synthetic data in order to con-
trol the various sources of variability precisely. We found that the proposed method
outperforms clustering methods that do not take into account distributional differ-
ences in terms of their ability to filter out noise while preserving preference. A
natural opportunity for future work would be to confirm the findings on real-world
data sets.

We have also studied the impact of the availability of additional expert feedback
on the performance of the method. Generally, the additional feedback improved
the performance of the method. However, in some larger parameter settings, we
found that the variant without feedback outperformed the one with feedback. We
attribute this to the fact that feedback complicates the EM optimization problem
by adding a cardinality constraint, making it less likely to find a good solution.
An avenue for future work is thus to study other optimization methods that are
better suited to the problem. In the following, we summarize two candidates for
such methods that could be worth considering.

Alternative optimization methods

MICP formulation. Cardinality constrained problems such as can be
formulated as a mixed-integer convex program (MICP) by introducing binary aux-
iliary variables {b,, m }n.m that indicate whether y,, ,,, is consistent with Un,kx , 1.€.,
bnm = 1if Yn.m = U kx and by ,n = 0 otherwise.

In contrast to the block-coordinate descent approach, the MICP can, in principle,
be solved to optimality, which would eliminate the numerical difficulties of the
feedback variant. However, the MICP is NP-hard in general and can be slow to
solve.

{1 heuristic. A common heuristic for turning cardinality-constrained problems
into convex problems is the ¢; heuristic. It replaces the cardinality constraint by a
penalty term in the objective function. It penalizes the ¢; distance between y,,
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and vy g

mm}})r;nze — Z Y k,m Pk (Ynms €8) + A Z|yn7m — Un kx| (7.40)
n,k,m n,m

where X is a penalty parameter. This is an unconstrained convex problem. We

repeatedly solve with different values for A and choose the smallest one for

which the constraint is satisfied. We fix the resulting sparsity pattern and solve the

original problem over the remaining variables.

Alternatively, a Bayesian formulation could be considered, as well as different sta-
tistical inference methods, such as variational inference or Markov chain Monte
Carlo instead of EM.






Chapter 8

Conclusion

This thesis targeted the design of privacy-preserving machine learning algorithms
for decentralized data sets. Decentralization and privacy constraints are two com-
mon requirements in machine learning when sensitive data is involved, e.g., in
medical applications. The thesis studied two broad categories of machine learning
algorithms for decentralized data: federated learning and ensembling of local mod-
els. In each case, differentially private variants of the algorithms were studied. In
the ensembling category, the thesis has made progress towards strong privacy-utility
trade-offs for high-dimensional labels, as well as towards accounting for label shift.
In the federated learning category, the thesis has advanced the field by applying
adaptive hyperparameter selection and importance sampling.

Scaling to high-dimensional labels In Chapter we investigated the use
of dimensionality reduction to scale up PATE to high-dimensional labels, such
as segmentation masks. We found that dimensionality reduction can yield steep
improvements over the naive approach of applying PATE on a per-pixel basis to
segmentation masks. This approach can be seen as part of a broader attempt in
the privacy literature to achieve stronger privacy by compression. This is partic-
ularly relevant in the context of decentralized, where the communication between
the clients and the server is often a bottleneck. For this reason, gradient compres-
sion techniques have been proposed to reduce the amount of information that is
communicated between the clients and the server (e.g., Mayekar and Tyagi [2020],
Phuong and Phong| [2020]). Recent theoretical work has shown that privacy and
compression are well-aligned objectives in distributed mean estimation |[Acharya
et al, 2019, [Chen et al., 2020] [Isik et al., [2023], [Youn et al.l [2023], [Chen et al.
2023]. This is highly relevant to our variant of PATE, since the aggregation step
also involves the distributed calculation of a mean. Specifically, it can be seen as a
generalized f-mean. Naturally, the question arises in how far the results from the
mean estimation literature carry over to generalized f-means and whether this can
be used to derive better aggregation mechanisms for PATE.
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Hyperparameter selection In Chapter[d] we proposed an adaptive approach to
select hyperparameters for differentially private gradient descent. One opportunity
for future work is the way in which the dependence of the hyperparameter schedule
on the gradient norm is resolved. The PUR-optimal hyperparameters depend on the
gradient norm and are hence not privacy-preserving themselves. We addressed this
by using a differentially private estimate of the gradient norm, but other approaches
are conceivable. Since the gradient norm is only used to set the privacy budget for
the next iteration, it might be possible to leverage fully adaptive privacy accounting
|[Feldman and Zrnic, 2021}, [Koskela et al., 2023] or post-hoc privacy to address this
dependency.

Another limitation of this chapter is that the derivation of the schedule and the anal-
ysis of the resulting algorithm are based on the assumption that the loss function
and its gradient are Lipschitz continuous. This limitation was addressed in Chap-
ter [5} where we applied the hyperparameter selection to non-smooth losses in fed-
erated learning.

Other opportunities for future work include optimizing the PUR over multiple time
steps by explicitly treating it as a sequential decision problem. Additionally, the
PUR is only one point on the Pareto front of privacy and utility. By giving different
weights to privacy and utility, other points on the Pareto front can be explored.

In Chapter we proposed an adaptive approach to select hyperparameters for
federated learning with non-smooth loss functions, addressing a gap left open in
Chapter[dl The main finding is that, even in this setting, adaptive hyperparameters
accelerate convergence and make the algorithm more robust to the choice of the
number of communication rounds. One question that both chapters leave open is
how adaptive hyperparameter selection should be performed for non-composition-
based privacy accounting. Recent works on online optimization have used matrix
factorization approaches for prefix sums instead of composition theorems to accu-
mulate the privacy loss|Denisov et al.|[2022]. This leads to a non-linear privacy loss
growth. It is not obvious how to adapt PUR to this setting.

Subsampling In Chapter [f] we analyzed the privacy properties of importance
sampling and showed that it can achieve both stronger privacy and higher accuracy
than uniform sub-sampling. We showed the advantage in terms of privacy theoret-
ically and the advantage in terms of accuracy empirically. It would be interesting
to see whether this advantage in accuracy can also be shown theoretically for a
suitable class of mechanisms and sampling distributions, e.g., in terms of a lower
variance or as a smaller confidence interval of the kind typically considered in the
coreset literature.

Moreover, we stated our results in terms of personalized DP. Other amplification by
sub-sampling results are also known for other variants of DP, such as approximate
DP [Balle et al 2018 and concentrated DP [Bun and Steinke} [2016]. It is an open
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question whether these variants also permit an analogous result for importance
sampling.

Ensembling with label shift In Chapter[7 we proposed a clustering method to
enable flexible collaboration between local models at inference time in the presence
of label shift. We found that the shift-aware clustering method yields improvements
over regular clustering methods as well as over non-clustering baselines. We worked
with a synthetic data set, in order to control the amount of shift as well as the
varying levels of reliability of the local models, which is difficult to achieve in real-
world data sets. A natural opportunity for future work would thus be a case study
on a real-world medical image segmentation data set that has been annotated by
multiple clinicians. Additionally, some questions remain about the best choice of
the optimizer. In certain parameter settings, the block-coordinate descent-based M-
step does not seem to find a sufficiently good local optimum. Possible solutions to
this problem include using a different optimizer or a reformulation of the problem.
We have outlined candidates for both of these approaches in Section [7.6]






Appendix A

Additional figures

A.1 Figures for Chapter

In Figure we show the gradient norm plots for the experiment described in
Section [£.4] for the remaining three datasets.
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Figure A.1: Results for additional datasets.
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