








�/�3�3�U�;���M�i�i�- �H�3���a�N�C�N�<�A�$���c�3�0�b�,�@�3�0�n�I�C�N�< �s�C�j�@ �;�M�M�c �& �4�S

��

����������

��

��
��

�	�


��
�

� ��

��

�

� �
�


 � 	

�


�V���W�l�: �N�R�0�3 �B�R�i�j�3�c�j�$�3�0 �I���w�R�n�j�Y

Mon 12:00
Tue 00:00

Tue 12:00
Wed 00:00

Wed 12:00
Thu 00:00

Thu 12:00
Fri 00:00

0

5

10

15

20

25

Re
la

tiv
e 

Ch
an

ge
 in

 
Nu

m
. o

f E
dg

es
 [%

]

�V�$�W�H�C�N�G �,�R�N�N�3�,�j�C�q�C�j�w �,�@���N�<�3 �R�q�3�a �j�C�L�3�Y

�7�C�<�n�a�3 �9�Y�S�k�-�r�3 �C�L�U�I�3�L�3�N�j �/�3�3�U�;���M�i�i �j�R �,�R�L�U�n�j�3 �c�,�@�3�0�n�I�3�c �8�R�a �� �a�3���I �B�R�i �N�3�j�s�R�a�G�Y
�i�@�3 �N�3�j�s�R�a�G �3�u�@�C�$�C�j�c �� �@�C�<�@ �a���j�3 �R�8 �,�@���N�<�3 �C�N �C�j�c �,�R�N�N�3�,�j�C�q�C�j�w �$�3�j�s�3�3�N �j�s�R �c�n�$�c�3�\�n�3�N�j
�I�C�N�G �,�R�I�I�3�,�j�C�R�N �j�C�L�3 �U�3�a�C�R�0�c�Y �i�@�3 �R�a���N�<�3 �0���c�@�3�0 �I�C�N�3 �C�N �9�Y�S�k�$ �c�@�R�s�c ���N ���q�3�a���<�3 �R�810:4�X�Y

�s�C�j�@ �j�@�3 �R�U�j�C�L���I �c�,�@�3�0�n�I�3�a �j�@���j �j���G�3�c �c�3�q�3�a���I �@�R�n�a�c �j�R �,�R�L�U�n�j�3 �c�,�@�3�0�n�I�3�c �8�R�a �E�n�c�j
�S�z �N�R�0�3�c ���N�0 �S�: �j���<�c�Y

�i�C�L�3 �+�R�L�U�I�3�u�C�j�w�Y�B�N �<�3�N�3�a���I�. ���N ���j�j�3�N�j�C�R�N�A�$���c�3�0 �L�3�c�c���<�3 �U���c�c�C�N�< �R�U�3�a���j�C�R�N
�@���c �j�C�L�3 �,�R�L�U�I�3�u�C�j�wO(N + jE j)�. �s�@�3�a�3N �C�c �j�@�3 �N�n�L�$�3�a �R�8 �N�R�0�3�c �C�N �j�@�3 �<�a���U�@
���N�0jE j �C�c �j�@�3 �N�n�L�$�3�a �R�8 �3�0�<�3�c �)�f�9�*�Y �B�N �j�@�3 �s�R�a�c�j �,���c�3�. �/�3�3�U�;���M�i�i �U�3�a�8�R�a�L�cT
�,�R�L�U�I�3�j�3 �K�H �L�R�0�3�I �U���c�c�3�c�. �R�N�3 �8�R�a �3�q�3�a�w �j���< �C�N �j�@�3 �s�C�a�3�I�3�c�c �N�3�j�s�R�a�G�Y �?�3�N�,�3�. �j�@�3
�,�R�L�U�I�3�u�C�j�w �R�8 �R�n�a ���I�<�R�a�C�j�@�L �C�c �U�R�I�w�N�R�L�C���I �C�N �j�@�3 �C�N�U�n�j �c�C�y�3�-O(T(N + jE j)) �Y

�9�Y�f�Y�: �T�3�a�8�R�a�L���N�,�3 �R�N �� �`�3���I �B�R�i �M�3�j�s�R�a�G

�B�N �j�@�C�c �c�3�,�j�C�R�N �s�3 �0�3�U�I�R�w �/�3�3�U�;���M�i�i �j�R �,�R�L�U�n�j�3 �j���< �C�N�j�3�a�a�R�<���j�C�R�N �c�,�@�3�0�n�I�3�c
�8�R�a �� �a�3���I �B�R�i �N�3�j�s�R�a�G ���N�0 �,�R�L�U���a�3 �C�j�c �U�3�a�8�R�a�L���N�,�3 �s�C�j�@ �j�@���j �R�8 �j�@�3 �i���<���I�R�N�<
�c�,�@�3�0�n�I�3�a�Y �r�3 �c�@�R�s �j�@���j �/�3�3�U�;���M�i�i �,���N ���,�@�C�3�q�3 �n�U �j�R51:6�X �3�N�3�a�<�w �c���q�C�N�<�c
�C�N �j���< �C�N�j�3�a�a�R�<���j�C�R�N�Y

�b�3�j�n�U�Y�r�3 �n�c�3 ���N �C�N�0�R�R�a �B�R�i �j�3�c�j�$�3�0 �,�R�N�c�C�c�j�C�N�< �R�8 �l�: �x�R�I�3�a�j�C�� �7�C�a�3�•�w �0�3�q�C�,�3�c
�V�c�3�3 �7�C�<�n�a�3 �9�Y�S�k���W�Y �i�@�3 �0�3�q�C�,�3�c �a�n�N �j�@�3 �+�R�N�j�C�G�C�A�M�; �R�U�3�a���j�C�N�< �c�w�c�j�3�L �)�S�9�4�*�.
�,�R�L�L�n�N�C�,���j�3 �n�c�C�N�< �B�T�q�f �R�q�3�a �B�2�2�2 �4�z�l�Y�S�9�Y�: �i�b�+�? �)�S�9�O�*�. ���N�0 �n�c�3 �`�T�H ���c �a�R�n�j�C�N�<
�U�a�R�j�R�,�R�I �)�S�f�z�*�Y �r�3 �,�R�I�I�3�,�j �j�@�3 �I�C�N�G �,�R�N�N�3�,�j�C�q�C�j�w ���L�R�N�< �j�@�3 �B�R�i �N�R�0�3�c �3�q�3�a�w �k�z �L�C�N
�R�q�3�a �� �U�3�a�C�R�0 �R�8 �8�R�n�a �0���w�c�Y �r�3 ���c�c�n�L�3 �j�@�3�a�3 �C�c �� �I�C�N�G �$�3�j�s�3�3�N ���N�w �<�C�q�3�N �U���C�a �R�8
�N�R�0�3�c �C�8 �j�@�3�a�3 �C�c �� �c�C�<�N���I �c�j�a�3�N�<�j�@ �R�8 ���j �I�3���c�j� 75�0�#�L �8�R�a �,���a�a�C�3�a �U�a�R�q�C�c�C�R�N�C�N�<�Y �i�@�3
�B�R�i �N�3�j�s�R�a�G �3�u�@�C�$�C�j�c �� �0�w�N���L�C�, �,�@���N�<�3 �R�8 �N�R�0�3 �,�R�N�N�3�,�j�C�q�C�j�w �R�q�3�a �j�@�3 �R�$�c�3�a�q�3�0
�U�3�a�C�R�0 �R�8 �j�C�L�3 �V�c�3�3 �7�C�<�n�a�3 �9�Y�S�k�$�W�Y �r�3 ���n�<�L�3�N�j �3���,�@ �R�8 �j�@�3 �,�R�I�I�3�,�j�3�0 �N�3�j�s�R�a�G
�j�R�U�R�I�R�<�C�3�c �s�C�j�@ �a���N�0�R�L�I�w ���c�c�C�<�N�3�0 �j���<�c �C�N �j�@�3 �a���N�<�3T 2 f 10;25;50;75;85g�.100
���c�c�C�<�N�L�3�N�j�c �U�3�aT �q���I�n�3�Y



82 | DeepGANTT: Learning-based Scheduling with GNNs

Metrics. Apart from the carriers saved metric employed in Sec. 5.6.1 and
5.6.2, we also include the average energy per tag interrogation Ẽ, which is the total
energy for tag interrogations Etot divided by the number of tags in the network.
Based on Figure 5.4, Ẽ is given by:

Ẽ =
Etot

T
= Ptxttx+Prx

(
C

T
treq+trx

)
+Ptx

(
treq+

C

T
tcg

)
, (5.23)

where C is the number of carriers used in the schedule, T is the number of tags
in the network, and both Prx and Prx correspond to the radio power at transmit
and receive mode, respectively. We adopt Prx = 72mW , Ptx = 102mW based
on the Firefly’s reference values. Moreover, we assume treq = ttx = 128µs,
trx = 256µs, and tcg = 15.75ms [146].

Results. Figure 5.14 summarizes the results of deploying DeepGANTT to
compute schedules on the real IoT network topologies compared to the TagAlong
scheduler for different tag densities T

N . DeepGANTT shows a similar behavior
of carriers saved in Figure 5.14a to those seen in Figure 5.11. Moreover, our
scheduler achieves average savings in Ẽ compared to TagAlong above 10.96% for
T
N ≥ 2.17, with up to 51.64% maximum energy savings. Finally, Figure 5.14b
exhibits runtimes similar to those observed in Figure 5.12.

5.7 Discussion
DeepGANTT is the first DL-based scheduler trained on optimal solutions which
employs GNNs to generate interrogation schedules for tag-augmented IoT net-
works. Without the need for retraining, our scheduler can generate schedules for
previously unseen and significantly larger topologies than those seen during train-
ing, while still achieving significant gains over the state-of-the-art heuristic. This
section discusses practical implications and limitations of deploying DeepGANTT
in real-world settings.

5.7.1 Practical Implications
Symmetry-Breaking. Our symmetry-breaking approach for generating the train-
ing data introduces bias in the scheduler: nodes with lower IDs would deplete their
batteries faster, given that they will be selected more often as carrier generators. Far
from a drawback, we believe this can be exploited as a feature at the application
level. For instance, one could load-balance carrier scheduling over time by re-
shuffling the node-IDs before each inference step, or schedule mains-powered
carrier generators whenever possible instead of battery-powered ones simply by
ordering the IDs in descending order of priority. Furthermore, the lexicographical
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(c) Compared to TagAlong, DeepGANTT reduces per-tag energy consumption by 13% in average
and up to 51% for high tag densities.

Figure 5.14: DeepGANTT achieves high energy savings compared to TagAlong, even for
high tag densities. We successfully deployed DeepGANTT to generate schedules for a
real IoT network of N = 24 nodes and varying number of tags T . The blue and the
orange line represent the mean and the median, respectively. Box extents delimit 25
and 75 percentiles. Whiskers delimit 5 and 99 percentiles.



84 | DeepGANTT: Learning-based Scheduling with GNNs

minimization constraint is beneficial when the tags must be interrogated in a certain
order, since our approach favors interrogating tags with lower IDs in the network
early in the schedule.

Infrastructure Requirements. DeepGANTT is intended to run at an Edge/-
Cloud server to process requests from different IoT networks. While this induces
a degree of centralization in the sense that the schedule is computed at one place,
this is also true for the TagAlong heuristic [146], as both systems are equal in that
regard. For DeepGANTT, this is motivated by the fact that it greatly benefits from
hardware accelerators, such as a GPU. In such a case, it exhibits short runtimes as
presented in Figures 5.12 and 5.14b.

Tracking Topology Changes. In our specific implementation, we leverage
TSCH [159] and RPL [160] to gather the link state and node neighborhood infor-
mation to build the topology graph and track changes thereof. In general, other
alternatives for physical layer and routing protocols can be used for these purposes.

Schedule Dissemination. While there is certain communication overhead
when disseminating the computed schedule for DeepGANTT, this is also true for
the TagAlong heuristic, as both employ the same dissemination mechanisms. This
overhead is proportional to the length of the schedule. As shown in Figure 5.9b,
DeepGANTT produces in average shorter schedules than the heuristic, which
implies a lower schedule dissemination overhead. Additionally, our system design
does not restrict the IoT network from leveraging existing network flooding mech-
anisms, such as Trickle [161] or Glossy [162], as alternatives for disseminating the
schedule.

5.7.2 Limitations
Relative Tag-to-Host Location. Our system model assumes that tags are located in
close proximity to their respective host, which allows us to leverage efficient carrier
re-use as presented in Figure 5.5b and 5.4. This is, is in general, a limitation of our
system. However, this fits well with the envisioned scenario where the sensing
capabilities of an unmodified network of COTS IoT devices are augmented with
backscatter tags in a simple and scalable manner. While there are ways in which
we may generalize the system to relax this assumption, this is beyond the scope of
this work.

High-Mobility Scenarios. While we did not design DeepGANTT for highly
mobile scenarios, the short runtimes of our scheduler allows it to operate in a timely
manner and react fast to changes in the IoT network. Further work could evaluate
deploying DeepGANTT for highly-mobile scenarios, and, if necessary, improve it
to operate in such settings.

Tag Discovery Process. In our implementation, an IoT node does not automat-
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ically detect when a tag is added to, or removed from, its proximity. Rather, this
must be explicitly notified to the IoT network. This is a general problem in the type
of backscatter networks considered in this work, and out of the scope of this paper.

5.8 Summary
DeepGANTT generates interrogation schedules for a network of IoT devices inter-
operating with battery-free backscatter tags. Our scheduler leverages self-attention
GNN to overcome the challenges posed by the graph representing the problem and
by the variable-sized inputs and outputs. Our symmetry-breaking strategy succeeds
in training DeepGANTT to mimic the behavior of an optimal scheduler on small-
sized network topologies. Without the need to be re-trained, our scheduler exhibits
strong generalization capabilities to previously unseen problem instances up to six
times larger than those used for training. DeepGANTT computes schedules that
require on average 7%−10% and up to 50% fewer carriers than those produced
by an existing, carefully crafted heuristic, even for the largest problem instances
considered.

More importantly, our scheduler performs within 3% of the optimal on the
average number of carrier slots but with polynomial time complexity; lowering
computation times from hours to fractions of a second. Our work advances the
development of practical and more efficient backscatter networks. This, in turn,
paves the way for wider employment in a large range of environments that today
pose problems of great difficulty and importance.
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Chapter 6

RobustGANTT: Advancing
Scalability and Robustness
in GNN-based Scheduling

Building upon the foundations established in Chapter 5, this chapter ad-
vances the dissertation’s third research objective (RO-3) by addressing
the robustness and scalability issues observed in learning-based network

schedulers. While DeepGANTT demonstrated the feasibility of using GNNs for
carrier scheduling in backscatter-augmented IoT networks, its generalization to
substantially larger and structurally diverse topologies revealed inconsistencies
across independently trained models, even when fixing the training data, random
seeds, and hyperparameters used. These findings underscore a broader challenge in
applying deep learning to COPs on graphs: ensuring that trained models generalize
consistently beyond their training distributions.

To overcome these limitations, this chapter introduces RobustGANTT, a new
GNN-based scheduler that exhibits robust and consistent generalization across
networks up to two orders of magnitude larger than those seen during training. With
RobustGANTT, we extend the ML model design of DeepGANTT by evaluating
the influence of enhanced architectural improvements that assist the model in better
capturing topological long-range dependencies and mitigate symmetries when con-
structing the solution. The system achieves consistent performance across identical
training configurations and delivers schedules that reduce energy and spectrum
utilization by up to 2× compared to both heuristic baselines and to DeepGANTT,
while maintaining polynomial-time inference complexity.

87
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This chapter is based on the article “Robust Generalization of Graph Neural
Networks for Scheduling Backscatter Communications at Scale” published in IEEE
Tans. on Machine Learning in Communications and Networking (TMLCN) [28].
By establishing both the theoretical understanding and empirical validation of
factors enabling robust generalization in GNN-based schedulers, this contribution
not only solves the immediate challenge of scalable carrier scheduling but also
provides broader insights for deploying learning-based optimization in large-scale
networked systems where consistency, scalability, and computational efficiency
are paramount.

6.1 Introduction
Scenario for Large-Scale Deployments. With the advent of 6G, networks are ex-
pected to grow in scale, making energy-efficient sensing critical. Sensor tags offer
a scalable, low-cost and energy-efficient solution [115], particularly those able to
inter-operate with COTS IoT devices without modifications to the COTS devices’
hardware [141, 142]. Their battery-free operation reduces electronic waste, and
prevents extensive maintenance costs compared to their battery-powered alterna-
tives. It also allows placing sensors in hard-to-reach locations, such as embedded
in physical infrastructure, medical implants, and moving machinery [142]. Sensor
tags may, e.g., track the integrity of buildings or critical infrastructure (especially
in earthquake-prone regions), or prevent patients from undergoing surgery just to
replace the battery of medical implants. They may also be deployed in building
monitoring scenarios, both for collecting relevant environmental metrics or for
assessing building integrity. Such deployments may, in the near future, require
networks that consists of hundreds of nodes and possibly thousands of sensor tags.

Motivation for Improved Scalability. The inherent resource constraints of IoT
networks require optimal scheduling to manage carrier provisioning and efficiently
interrogate all sensor tags. Inefficient schedules, requiring more carriers C or
timeslots L than necessary, waste spectrum and energy of the IoT devices (which
may already be energy-constrained), limiting scalability, diminishing the benefits
of battery-free sensor tags, and shortening the network’s lifespan. Because carrier
provisioning draws up to 100 mW per IoT node, even a 10% excess in carrier
slots shortens the lifetime of battery-powered devices by months in a year-long
deployment. Consequently, near-optimal schedules are essential for large, energy-
limited networks. An inefficient schedule shortens network lifetime because every
additional carrier slot costs dozens to hundreds mW at the network provider. While
such energy expenditure seems modest considering only one carrier provider and
tag, they scale with the network size, and accumulate over time to a significant
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Figure 6.1: RobustGANTT has better and more consistent generalization to larger topolo-
gies (higher is better, zero means equal performance to heuristic). We train eight inde-
pendent and identical models for both RobustGANTT (stars) and DeepGANTT [33]
(squares), and compare them against TagAlong [146] on larger topologies without re-
training. Reported values are averages over the eight independently trained mod-
els, each evaluated across several topologies per size (N ∈ {60, 10}) and tag counts
(T∈{40, 80, 160, 240}). Isolated markers depict the best performing model, markers
joined by lines represent the average, and vertical lines depict standard error.

amount, reducing the network lifetime of battery-powered IoT nodes.
Unlike recent optimization-based backscatter schedulers that assume a single,

always-on carrier source at the network edge—typically a base-station-grade trans-
mitter [131, 132]—we target large-scale IoT deployments in which commodity
devices themselves take turns acting as interrogator and carrier provider. This shift
from a global to a distributed carrier model fundamentally changes the optimization
space from low-level PHY tuning (power, reflection coefficients, slot length) to a
higher-layer graph-scheduling problem.

Limited and Unstable Scalability of Existing Schedulers. Carrier scheduling
is a challenging problem. As described in Sec. 5.1, carrier scheduling is an NP-
Hard COPs, similar to wireless link scheduling but considering additional con-
straints for backscatter communication. In contrast to recent works from alternative
backscatter systems that consider one global carrier provider/interrogator for all
sensor tags [132, 131], we consider locally distributed sensor tags among IoT
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devices in the network, where the IoT devices themselves serve as both interrogators
and carrier providers.

In general, it is impractical to compute the analytically optimal schedule for
IoT networks of hundreds of nodes or sensor tags. This implies running a CO
for several hours, most likely yielding an obsolete schedule due to changes in the
network’s connectivity. Alternatively, one can use the TagAlong scheduler [146],
a fast heuristic with polynomial runtime, but with sub-optimal performance as the
network size increases. Chapter 5 introduces DeepGANTT, a scheduler that learns
from optimal schedules of small networks (up to 10 nodes) and scales to networks
of up to 60 nodes, while reducing the number of carriers compared to TagAlong.

However, DeepGANTT presents two main generalization issues when further
scaling the problem: (i) it is only marginally better for larger topologies than
those considered in Chapter 5, and, more importantly, (ii) its generalization is
not consistent across independently and identical training rounds. To demonstrate
this, we train eight independent models (according to Sec. 5.5.3), while fixing the
training data, hyperparameters and random seeds. While we are able to reproduce
DeepGANTT performance for the 60-node topologies (see isolated squares in
Figure 6.1), its best model is only marginally better than TagAlong for 100-node
topologies. Moreover, while all eight models perform well on the training set, their
generalization to larger networks significantly varies (large vertical lines in Fig-
ure 6.1), which implies inconsistent generalization. The dashed line in Figure 6.1
shows how the average performance across the eight models is increasingly worse
compared to TagAlong. We attribute this both to the stochastic training procedure
leading most scheduler models to “bad” local minima, and to the model’s inability
to capture the full problem complexity.

Approach. We base our system design in that from DeepGANTT, consider-
ing the scheduling approach from Algorithm 1. We use the same training data
sizes considered by DeepGANTT, and we employ symmetry-breaking constraints
in the dataset generation based on findings presented in Sec. 5.5.1. To design
RobustGANTT, we begin with DeepGANTT’s system implementation and set
out to explore ML-related aspects that improve the scheduler’s performance. We
investigate three aspects influencing the scheduler’s generalization. First, we assess
the influence of warm-up [163], and demonstrate that it significantly improves
the model’s ability to compute schedules for larger topologies. Furthermore, we
explore incorporating PE into the GNN’s input node features to handle symmetries
in schedule computation, considering both local node PE using node degrees, and
global PE using the graph Laplacian. We find that node-degree PE offers the
best trade-off between generalization without inducing additional computational
overhead. Finally, we study the influence of increasing the number of attention
heads of the GNN to capture more complex topological dependencies among the
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IoT nodes in the network [164]. Our analysis results in the training of over 50
scheduler ML models to evaluate the generalization consistency of each architec-
tural configuration.

Contributions. We present RobustGANTT, a GNN-based scheduler that gen-
eralizes to networks of up to 1000 nodes (100× training sizes), far beyond the
capabilities of current learning-based systems [33], while delivering schedules that
require up to 2× less resources than those by the TagAlong heuristic [146]. Our
system exhibits polynomial-time complexity (see Sec. 6.6), allowing it to react fast
to changing network conditions.

Figure 6.1 serves as a graphical abstract of our evaluation, showing that our
scheduler not only achieves significant resource savings over the heuristic baseline
(TagAlong) but also improves over DeepGANTT. Additionally, it exhibits consis-
tent generalization across independently trained models for different topology sizes
and tag density scenarios. Our investigation into the ML-related aspects that allow
us to achieve this performance (see Sec. 6.4) not only advances RobustGANTT,
but also highlights broader implications for learning-based scheduling for TDMA
and networking. We believe these insights are instrumental in shaping resilient
and scalable schedulers that can generalize to dynamic and large-scale IoT envi-
ronments.

We deploy RobustGANTT to compute schedules for both simulated and real-
life IoT networks. For real-life networks, we use it to compute schedules with
varying numbers of sensor tags for testbeds consisting of 23, 140, and 300 IoT
nodes. It achieves on average 12.6%, 19.4%, and 22.3% and up to 53%, 34%,
and 30% energy savings compared to the TagAlong heuristic for the 23-, 140-
, and 300-nodes topologies, which correspond to 1.2× to 2× greater savings
than those of DeepGANTT. Furthermore, our scheduler exhibits polynomial time
complexity, and it achieves up to 3.3× reduction in 95th percentile runtime against
DeepGANTT. This implies that RobustGANTT not only has better generalization,
but also reduces the time to compute the schedule in comparison to DeepGANTT
due to less error-correcting iterations from the prediction approach presented in
Algorithm 1. These characteristics allow our scheduler to operate even under
dynamic conditions.

Moreover, RobustGANTT does not compromise the latency to query all sensor
tags (length of the schedule), requiring roughly the same timeslots as TagAlong,
and achieving up to 32× reduction in schedule length overhead vs. DeepGANTT.
Notably, RobustGANTT’s savings are biggest on the largest real topology (Fig-
ure 6.8c: Grenoble), and mimic the qualitative and quantitative behavior ob-
served with simulated topologies. That particular testbed is likely to resemble
the topologies typical of building monitoring scenarios (see grid-like structure in
Figure 6.7b), and thus we foresee a large impact of our work.
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Finally, we believe our ML-related findings in training and designing GNN
models (Sec. 6.4) can have further implications and inspirations for the usage
and training of ML models for other optimization problems in resource allocation
within networking and communications.

6.2 Problem Formulation
In Sec. 5.5.1 we proved the necessity to include symmetry-breaking constraints for
successfully training the ML model. Hence, in this section we extend the problem
description from Sec. 5.3 to explicitly include the symmetry-breaking constraints
in the problem formulation.

Notation and Decision Variables. We follow the same variable notation used
in Sec. 5.3 and Table 5.1. The role of a node n within a timeslot s is given by three
mutually exclusive binary decision variables x(i)

n,s—one per role (i ∈ {0, 1, 2})—
whereby i = 0 corresponds to idle, i = 1 for interrogating one of its sensor tags,
and i = 2 acts as an unmodulated carrier generator for neighboring tags. Moreover,
the binary decision variable yt,s indicates whether sensor tag t is scheduled to be
interrogated within timeslot s.

In the worst case, the schedule consists of as many timeslots as there are tags
in the network. Hence, we pre‑allocate a planning horizon of T candidate slots
S = {0, . . . , T − 1}—an upper bound for the schedule length. The optimizer may
leave any candidate slot idle. The length of the realized schedule is therefore:

L = 1 + max{ s ∈ S | ∃t ∈ Nt : yt,s = 1 } ≤ T. (6.1)

Objective. Our goal is to deliver a time–slotted schedule that interrogates every
sensor tag while activating as few carrier generators C as possible and, by con-
struction, reduces L. Hence, we minimize the lexicographic tuple 〈C,Z,H〉 [20]
so that we (i) use as few carrier generators as possible (C), (ii) schedule small-ID
tags earlier (Z), and (iii) prefer lower-ID nodes as carrier generators (H). A single
scalar objective is created with radix weights [20, 165]:

arg min
{x(i)

n,s,yt,s}
F (C,Z,H) = H +Hmax Z + Zmax Hmax C, (6.2)
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with:

H =
∑
n,s

nx(2)
n,s , (6.3)

Z =
T−1∑
t=0

T−1∑
s=0

yt,s (s+ 1)(T + 1)T−1−t , (6.4)

C =
∑
n,s

x(2)
n,s , (6.5)

where Hmax = 1 + (N − 1)T , and Zmax = 1 +
∑T−1

t=0 T (T + 1)T−1−t. The
radix weights are chosen to guarantee that the Eq. (6.2) preserves the lexicographic
ordering between the components (C,Z,H). Specifically, the weight assignment
ensures that minimizing C always dominates Z, and Z dominates H . Since H ≤
Hmax and Z ≤ Zmax, the weighted sum is a bijection onto the lexicographic order.

Constraints. Eq. (6.2) is minimized subject to:

2∑
i=0

x
(i)
n,s = 1 ∀n∈V, s∈S , (6.6)∑

s

yt,s = 1 ∀ t ∈ Nt , (6.7)∑
t∈H(n)

yt,s = x
(1)
n,s ∀n, s , (6.8)

∑
s′<s

yf,s′ ≥ yg,s ∀n, s :f < g ∈ H(n) , (6.9)∑
m∈N (n)

x
(2)
m,s = 1 ∀n, s : x(1)

n,s = 1 , (6.10)

Eq. (6.6) ensures every node has exactly one role per slot. Eq. (6.7) interrogates
each tag once in the schedule. Eq. (6.8) ensures that only one of the tags hosted
by node n is interrogated in slot s. Eq. (6.9) is the symmetry‑breaking rule that
interrogates co‑hosted tags by ascending tag‑ID. Finally, Eq. (6.10) guarantees
that each interrogator has exactly one neighboring carrier generator whose signal
exceeds γCG. Note that all neighbors inN (n) have sufficient signal strength—since
E only contains links with wm,n ≥ γCG, enforcing exactly one carrier in Eq. (6.10)
implicitly satisfies the carrier-strength requirement.

Note that a separate length term is not required: any idle tail in S would
increase C (carrier activations) without interrogating new tags, so the optimizer
implicitly produces the shortest feasible schedule. Although idle slots in the middle
of the schedule do not increase C, they increase the lexicographic component
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Z, and therefore also the objective function (Eq. 6.2). This ensures that the
optimizer avoids unnecessary idle slots and converges to the shortest feasible
schedule. Hence, minimizing the number of carrier slots C often correlates with
reduced schedule length L. We designed the lexicographic objective to prioritize
C minimization since we are mostly interested in energy and spectrum savings in
IoT networks., and the introduction of the lexicographic order implicitly reduces
L.

Practical note on symmetry‑breaking. As demonstrated in Chapter 5,
Eq. (6.9) and the implicit preference for low‑ID carrier generators in H are intro-
duced to obtain a mapping between each problem instance and its optimal schedule,
which is crucial for training a supervised learning model. Yet the same rules can be
exploited at deployment time: by assigning smaller tag-IDs to sensors whose data
are more urgent, the scheduler interrogates them earlier; and by allocating smaller
node-IDs to IoT devices that have ample energy (e.g. mains-powered) the system
naturally picks them as carrier generators more often. Alternatively, these features
can be randomized. Thus, the symmetry-breaking constraints serve as a simple
application-level tuning mechanism.

Timeslot vector. The timeslot vector rs ∈ {0, 1, 2}N describes the role of a
node within timeslot s analogous to Eq. (5.9).

Linking C with Energy Savings. By lexicographically minimizing 〈C,Z,H〉
(Eq. 6.2) the optimizer exposes training labels that are maximally carrier-efficient.
Constraint 6.9 removes tag-ordering symmetries, and the corresponding weighted
loss to train the ML scheduler (Eq. 5.22) further biases the network toward carrier
minimization. Moreover, in Eq. 5.23 we show how the average energy expenditure
per tag directly links C to the per-tag energy Ẽ. Hence, every carrier generator that
the model omits converts one full radio-TX period into sleep, yielding the observed
gains.

6.3 RobustGANTT System Design
The design of RobustGANTT builds upon the system architecture introduced in
Chapter 5, where the system is composed by three main components: the Orches-
trator, the Topology Handler, and the Inference Module. While the overall interac-
tion between the IoT network and the scheduler remains unchanged, RobustGANTT
focuses on enhancing the Inference Module—the learning component responsible
for predicting the per-node actions within each scheduling timeslot. The goal of
these refinements is to achieve consistent generalization and scalability to networks
that are orders of magnitude larger than those seen during training.

Similar to DeepGANTT, the scheduler operates at the edge or cloud and re-
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Figure 6.2: RobustGANTT’s ML model architecture. It receives as input a node-feature
matrix X̂j and produces the corresponding schedule timeslot’s role vector rj for every
iteration j. There is a multi-head self-attention GNN in each of RobustGANTT’s layers
(orange box). || represents a concatenation operation. Green boxes represent a non-
linear transformation by a single-layer FCNN.

ceives the IoT network configuration as the tuple g = 〈G,Nt,Ht〉, comprising the
wireless connectivity graph G, the set of sensor tags Nt, and their corresponding
host assignment Ht. Based on this input, RobustGANTT generates the interro-
gation schedule S = {rj}L−1

j=0 through an iterative node-classification process,
where each iteration assigns nodes to one of three roles: carrier provider (C), tag
interrogator (T), or idle (O). The Topology Handler updates the cached topology
after each iteration by removing already interrogated tags and reconfiguring the
node feature matrix for the next inference step. Constraint checking and correction
mechanisms remain in place to ensure schedule validity in case of prediction
inconsistencies.

Inference Module. The key difference between RobustGANTT and Deep-
GANTT lies in the redesign of the Inference Module. While the overall iterative
scheduling procedure is preserved, RobustGANTT introduces architectural and
training refinements that significantly improve the stability and robustness of the
learned model.

The ML model architecture is depicted in Figure 6.2. The node feature matrix is
first passed through a node-wise embedding layer, followed by a concatenation and
layer normalization operation. Subsequently, the hidden representation is passed
through a stack of 12 GNN Transformer-style layers, each containing both a linear
activation and self-attention GNN. We fix 12 as the number of layers due to its
wide application in language modeling with both GPT and BERT [7, 8, 166], and
the results from Figure 5.8. The linear layer is a fully-connected neural network
that acts on each node intermediate feature vector independently, while the GNN
uses a multi-head attention mechanism of M heads for computing message passing
operations [65]. The structure and skip connections of each GNN-Block is inspired
by the Transformer architecture [6].

We adopt the Transformer-style architecture because multi-head attention ex-
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cels at modeling set-structured data: each head captures a complementary carrier–
tag correlation pattern, enabling the model to reason about many disjoint sub-
graphs in parallel. Moreover, the Transformer is complemented with the GNN
to extract the structural information from the IoT nodes’ connectivity in the graph.
Node-wise embeddings lift the heterogeneous input features into a latent space,
capturing node-specific characteristics of their feature vector. This latent feature
space also assists the GNN layers in better distinguishing the contributions from
each node when performing the neighborhood aggregation (see Eq. 2.9). Layer-
Norm stabilizes training in the presence of widely varying tag counts [149]. Our
detailed design analysis in Sec. 6.4 (Figure 6.5) showed that 12 heads strike the
best trade-off between performance and model complexity, improving mean carrier
savings without a noticeable runtime penalty (see Figure 6.8).

Input Node Features. The input representation to the Inference Module fol-
lows the same feature structure as DeepGANTT—comprising the number of hosted
tags, node identifiers, and minimum tag identifiers. We augmented the features with
an additional PE term derived from each node’s local degree in the connectivity
graph based on the results from Sec. 6.4. This encoding helps the model differen-
tiate nodes with symmetric roles and improves injective neighborhood aggregation
during message passing.

Model Training. The model training for RobustGANTT is analogous to the
one described in Sec. 5.5.3.

The specific model training time will depend on the final model complexity,
determined by the PE method and the number of attention heads used as detailed
in Sec. 6.4, and ranges from 15 to 45 hours. To see the training time of the final
GNN model, please see Sec. 6.4.6.

6.4 Towards Robust GNN Generalization
In this section, we begin with the DeepGANTT architecture and progressively acti-
vate additional design choices—training refinements, PE, and multi-head depth—
to quantify their independent and cumulative impact on performance. We demon-
strate that these design choices provide RobustGANTT with strong and consistent
generalization to larger, previously unseen, IoT networks.

Motivation. We train eight identical DeepGANTT models while fixing the
dataset, hyperparameters, and random seeds. While the best model (isolated
squares in Figure 6.1) matches that from Chapter 5 for the 60-node topologies, their
generalization greatly varies (dashed line), even when fixing the dataset and hyper-
parameters. It is worth mentioning that when turning off CUDA’s and PyTorch’s
initial benchmarking tool (setting cuBLAS workspace config to :4096:8 and
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cuDNN benchmark to False) resulted in fully deterministic behavior across the
independent and identical trained models. However, setting those variables implies
not allowing the full utilization of the libraries’ performance optimizations, which
would slow model training. Moreover, it would yield the model’s performance
highly dependent on choosing a “good” random seed, which is highly unpractical
for researchers and practitioners.

Hence, we now investigate features that allow the generalization to be robuster:
to exhibit better generalization and to be consistent among independently trained
models. First, we study the influence of learning rate warmup to assess if it
aids the model in consistently finding local minima during optimization. Then,
we analyze including additional PE in the input node feature matrix to aid the
node classification process. PE has proven effective in other domains (e.g., drug
discovery, molecule design) in identifying graph symmetries, which are highly
present in our problem. The current GNN input node features “Node-ID” and “Tag-
ID”, already aid the GNN for such purposes when interpreted as random integer PE
method. However, we hypothesize that the model needs further structural informa-
tion as input for better performing injective node neighborhood aggregation (better
distinguish neighbors from another). We test both node local and easily calculated
PE metrics (node degree PE), to more advanced graph-global metrics (Eigenvalues
PE), including a state-of-the-art PE method (SPE PE [75]). Finally, motivated by
the deep double descent phenomenon identified by Nakkiran et al. [164], we assess
increasing the model complexity to allow the GNN to better capture interactions
among nodes that are further apart in the topology.

Setup for Incremental Design Analysis. We undergo a structured and sequen-
tial process in three stages, selecting the best configuration before transitioning to
the next one: i) learning rate warmup, ii) local and global PE, and iii) increasing the
number of attention heads. For each stage, we train multiple models according to
Sec. 5.5.3 using the training dataset from Sec. 6.4.1.1, while fixing the hyperparam-
eter configuration. To mitigate the effect of randomness, we fix the random seeds
from software libraries at the application level: Python, PyTorch, and NumPy [150,
167]. However, we neither disable PyTorch/CUDA benchmarking tools [167], nor
do we modify cuBLAS environment variables [168], since this is not typically
desired in practice.

Since the best performance for a given model configuration may greatly di-
verge among runs (see Figure 6.1), we train multiple, but identical, ML models
for each configuration to assess their robustness to larger topologies. However,
we are limited to training 4-8 models per configuration, since the training and
subsequent deployment to larger graphs takes between 10-45 hours for a single
model, depending on its configuration. Our analysis results in the training of over
50 ML scheduler models.
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After training, we deploy the models to compute schedules for the general-
ization dataset—previously unseen topologies of larger size than those trained
(see Sec. 6.4.1.2). No re-training is done at this stage. We report mean and
percentile statistics across the runs for each model configuration to properly assess
its performance, and select the best configuration based on the performance metrics
from Sec. 6.4–6.4.2.

Design rationale & Gains. An overview of the main results is shown in
Table 6.1. Our results from the incremental design analysis show that each
ingredient contributes to robust scaling: (i) learning-rate warmup increases the
fraction of networks for which a complete schedule is found (see Figure 6.3); (ii)
adding node-degree PE yields improvements of up to 26.3% in training sizes and
22.8% for 100-node topologies in carrier savings, only addingO(1) complexity and
avoiding the complexity of Eigenvalue Decomposition (EVD)-based PE (O(N3);
(iii) increasing the number of attention heads from 2 to 12 unlocks further 24.4%
savings in training sizes and up to 197% on the 100-node topologies since we enable
the model to capture more diverse long-range dependencies among distant nodes.
In combination, these three elements turn the mean carrier gap at 100 nodes from
–8.3 to +16.8 over the heuristic (Table 6.1, bottom-right).

6.4.1 Datasets
We train all models using the data from Sec. 6.4.1.1. After training, their perfor-
mance is compared on the dataset described in Sec.6.4.1.2, on which the models
are not trained.

6.4.1.1 Training Dataset

We use artificially generated problem instances (topologies and tag assignments)
according to Chapter 5. The dataset contains 580000 problem instances with
networks of 2-10 nodes and 1-14 tags that are randomly and uniformly assigned
across nodes in the topology. These instances exhibit structural diversity: node
degrees range from 1 to 9, with mean 4.5, standard deviation (std-dev) 1.7 and Inter-
Quartile Range (IQR) 3-6, capturing both sparse and densely connected topologies.
Tags per node values vary from 0 to 10, its distribution is strongly right-skewed,
approximately exponential, with a heavy tail (mean 1.0, std-dev 1.1, and IQR 0–2).
Graph diameters span 1 to 7 hops (mean 2.4, std-dev 0.8, IQR 2–3), encompassing
both localized clusters and extended networks.

We use the optimal scheduler to obtain schedules for these problem instances.
This implies using a CO to solve analytically the COP described in Sec. 6.2. We
use 80%-20% training and validation data splits.
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6.4.1.2 Generalization Dataset

The generalization dataset consists of larger and previously unseen topologies on
which models are not trained. We select the best performing model configuration
in this dataset when deciding the final ML model. We consider 200 problem
instances (network topologies and tag assignments) for every (N,T ) pair from the
sets N ∈ {10, 20, 40, 60, 80, 100} nodes and T ∈ {40, 80, 160, 240} tags—i.e.,
4800 networks.

These topologies exhibit even greater structural diversity than the training data:
node degrees range from 1 to 24 (mean 7.5, std-dev 3.1, IQR: 5–10), representing
significantly denser connectivity than training topologies. Tags per node vary
from 0 to 41 (mean 2.1, std-dev 3.2, IQR: 0–3), showing higher tag density and
heterogeneity. Graph diameters span 1 to 20 hops (mean 7.4, std-dev 3.1, IQR:
4–10), encompassing substantially larger multi-hop networks.

This increased complexity in the generalization set—with networks up to 10×
larger, node degrees up to 2.7× higher, and diameters up to 2.9× greater than
training data—demonstrates the final scheduler’s strong generalization capabilities
across diverse network structures without the need to be retrained on more complex
instances.

While Chapter 5 considered topologies of up to 60 nodes and 160 tags, we now
consider topologies up to 100 nodes and 240 sensor tags.

6.4.2 Performance Metrics
We consider the following application-related performance metrics in ML model
design.

Scorr—Correctly Computed Schedules. Given a set of IoT networks, Scorr ∈
[0, 100]% represents the percentage of networks for which RobustGANTT produces
a complete schedule—one that interrogates all sensor tags. Being a probabilistic
model, we must account for cases in which the scheduler cannot produce all the
required timeslots to query all sensor values in the network. If RobustGANTT fails
to deliver all timeslots, we consider it a failed schedule.

∆C—Carriers Saved. This metric directly relates to the energy and spectrum
utilization of the network. It compares the total number of carrier generator slots C
from the schedule generated by the TagAlong heuristicCta against the total number
of carrier slots from the schedule computed by a learning-based scheduler Cnn as:
∆C = Cta − Cnn.
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Table 6.2: Worst case time complexity of including the additional PE methods. Node
degree incursO(1) per node. In practice, degree information is already available from
routing-layer information and obtained during graph construction.

SPE PE Eigenvalues PE Node degree PE
Complexity O(N3) O(N3) O(1) per node

6.4.3 Influence of Warmup
Based on the findings from Ma et al. [163], we evaluate the influence of learning
rate warmup on the optimization. It involves starting training with a small learning
rate ϵ̃ � ϵinit and gradually increasing ϵ̃ until reaching the initial learning rate ϵinit,
after which the normal learning rate decay starts. Intuitively, warmup provides
more stability by regularizing the magnitude of parameter updates in early stages
of training for momentum-based optimizers, like Adam [58]. Warmup lets Adam
collect reliable second-moment estimates before starting large gradient updates,
thereby lowering the variance of early steps [163].

We choose an untuned linear warmup schedule [163] due to its simplicity and
competitive performance. It requires 2 ∗ (1− β2)

−1 steps so that ϵ̃ ≈ ϵinit, where
β2 = 0.999 is Adam’s second moment decay rate [58]. The warmup update of the
learning rate is performed as: ϵ̃ = ϵinit ∗ min

(
1, 1−β2

2 ∗ i
)

, where i is the mini-
batch iteration. We independently train two sets of eight identical models, with and
without warmup.

Warmup contributes to higher Scorr values. Without warmup, Figure 6.3a
shows how Scorr deteriorates (also with increasing std-err) as the topology size
increases. Including warmup significantly mitigated the variance in Scorr for the
larger topologies, as shown in Figure 6.3b. Moreover, it improves Carriers Saved
∆C values for the 25th, mean, 75th and 95th percentiles in topologies of up to
60 nodes. However, the average performance of ∆C across the multiple runs is
similar for 100 node topologies, with only marginal improvements when including
warmup. Moreover, including warmup also reduced the standard error of all
metrics (vertical lines), regardless of the topology size.

6.4.4 Influence of Positional Encoding
We investigate augmenting the input node features to the model with PEs to aid the
scheduler in breaking symmetries—i.e., allowing the GNN to better distinguish
node contributions when performing the aggregation operation (See Eq. 2.9) to-
wards fulfilling the constraints (Eq. 6.10). Based on the results from Sec. 6.4.3, all
models are trained with warmup.
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Figure 6.3: Warmup demonstrated crucial for more stable performance of percentage
of correctly computed schedules Scorr for larger topologies. Performance over multiple
runs (higher is better). Vertical lines represent the standard error of the mean of the
respective metric.

We consider three types of PEs considering both local and global graph proper-
ties: node degree PE, eigenvalues PE, and SPE [75], a state-of-the-art PE method
for GNNs. Table 6.2 showcases the additional worst-case time complexity of
including the PE methods: node degree is O(1) since we use the features already
collected from the routing protocol to build the graph, and Eigenvalues and SPE
have O(N3) since they require an EVD. We train four identical models for each
PE configuration.

6.4.4.1 Node Degree PE

We include one additional vector in the input node feature matrix that corresponds
to the normalized node degree vector. Given the adjacency matrix A ∈ RN×N of
an undirected graphG = 〈V, E〉with |V | = N nodes, where A[u, v] = 1 if 〈u, v〉 ∈
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E and A[u, v] = 0 otherwise, the degree of node u is d̃u =
∑

v∈V A[u, v] [41].
We append the node degree vector d̃ = [d̃u/d̃max]

⊤
u∈V ∈ RN as a column to the

input node feature matrix X ∈ RN×D, where d̃max is the degree with highest
magnitude. Including node degree PE results in D = 3 + 1 = 4 input features
per node. Since this information is already provided by the routing protocol, the
additional complexity of node degree PE is O(1) per node.

6.4.4.2 Eigenvalues of Graph Laplacian (Eigvals PE)

We investigate using global properties of the graph as PE. We define the symmetric
normalized graph Laplacian as L = I − D− 1

2 AD− 1
2 , where D = diag(d̃) is the

node degree matrix and I is the identity matrix. We perform EVD of L resulting in
L = VΛV−1, where Λ ∈ RN×N is a diagonal matrix containing the eigenvalues
λi ∈ R of L, and V ∈ RN×N is a matrix containing the eigenvectors vi ∈ RN for
i ∈ V . We first augment the node feature matrix with a vector that contains the
eigenvalues of the graph Λ̃ = [λi]i∈V ∈ RN . We normalize Λ̂ using the highest
eigenvalue. Including Eigvals PE results in D = 3+1 = 4 input features per node.
Since this method requires an EVD, the additional complexity of Eigenvalues as
PE is O(N3).

6.4.4.3 Stable and Expressive Positional Encodings (SPE PE)

While eigenvalues provide an indication of magnitude strength, eigenvectors pro-
vide richer geometric information in the directional properties. However, eigen-
vectors are not unique, and suffer from sign invariance—i.e., if v is an eigenvector,
so is −v. Geometrically, this means that they are nontrivial solutions for finding
the EVD: any orthogonal change of basis of V yields the same Laplacian L [169].
This hinders their direct inclusion in the input node feature matrix.

While early work introduces random eigenvector sign flipping during training to
account for sign invariance [70, 170], recent works explore learning the invariances
that account for changes in the eigenspace basis V [74, 75]. The goal is to learn a
permutation-invariant transformation of Λ̃ and V that accounts for their geometrical
significance. This can be achieved by, e.g., using a combination of MLP and an
additional GNN. We choose the Stable and Expressive PE (SPE) method presented
by Huang et al. [75] due to its benefits over previous methods [74]. We construct a
PE matrix Γ ∈ RN×Z using the firstZ smallest Eigenvalues Λ̂ = [Λ̃i]i∈[0:Z] ∈ RZ

and Eigenvectors V̂ = [V[:,i]]i∈[0:Z] ∈ RN×Z as [75]:

Γ = ρ
(

V̂ diag(ϕ1(Λ̂))V̂⊤, . . . , V̂ diag(ϕm(Λ̂))V̂⊤
)

, (6.11)

where ρ is a permutation invariant function and {ϕi}mi=1 are m independent linear
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transformations. We implement ρ using a Graph Isomorphism Network [26] and ϕ

with MLP, using the same hyperparameters as Huang et al. [75]. However, as we
operate on a supervised setting, the choice of Z is determined by the training graph
sizes (topologies up to 10 nodes). Hence, we choose the first Z = 9 eigenvalues
larger than 0 and their eigenvectors. Including SPE PE results in D = 3 + Z =

12 input features per node. Since this method requires an EVD, the additional
complexity of Eigenvalues as PE is O(N3).

6.4.4.4 Results from PE Methods

Node degree PE provides the best trade-off between symmetry-breaking and
computational overhead. Figure 6.4 depicts the model’s performance for different
PE methods. While SPE achieved the best carrier saved ∆C in topologies up to 20
nodes (Figure 6.4a), its Scorr value significantly reduces for an increasing number of
sensor tags. Moreover, it is completely unable to compute schedules (Scorr = 0) for
60- and 100-node topologies. Figure 6.4b and 6.4c show similar profiles for Eigvals
PE and node degree PE. Notably, node degree PE achieves higher 75th and 95th
percentile values for both 60- and 100-node topologies. Additionally, node degree
PE does not incur the expensive computation overhead of estimating the EVD. It
takes on average 450ms extra to compute the EVD on a multi-core processor for
100 node topologies. Hence, node degree PE improves the performance, while
avoiding the EVD computation overhead.

6.4.4.5 Discussion on PE Methods

PE as symmetry-breakers. In a pure message-passing GNN every node up-
dates its state by aggregating information from its neighbors. Two nodes that are
structurally indistinguishable (automorphic) therefore remain identical through all
layers, preventing the scheduler from deciding which one should act as carrier. PEs
inject an extra scalar or vector that breaks these symmetries and lets the network
learn asymmetric activation.

PE serves a dual purpose in RobustGANTT. First, they inject structural coordi-
nates that help the transformer layers break graph symmetries that would otherwise
yield identical messages for isomorphic nodes. Consider a star where tags T1 and
T2 are both one hop from the reader and have the same degree 1; without any PE
their node embeddings remain indistinguishable. A PE that varies with the local
structural role breaks this tie and lets attention heads focus on the correct node.
Second—and crucially for scalability—the PE must not undermine generalization.

6.4.4.5.1 Formal symmetry-breaking guarantee. Let the initial node features
be represented by xv ∈ Rd0 (in our case d0 = 3), and updated by the mes-
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(a) 2 Heads with warmup and SPE PE [75].
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(b) 2 Heads with warmup and Eigenvalues PE.
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(c) 2 Heads with warmup and node degree PE.

Figure 6.4: Node degree PE provides the best trade-off between generalization perfor-
mance and low computational overhead. Graphs demonstrate influence of different PEs
by showing performance over multiple runs. Vertical lines depict the standard error.
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sage‐passing rule of Eq. 2.9. Augment every node with a PE ϕ : V → RD that is
injective on V , and set the layer-0 embeddings to

h0
v =

[
xv ‖ ϕ(v)

]
.

For layers ℓ = 0, . . . , L̃− 1 let:

hℓ+1
v = f1

(
hℓ
v, ⊞u∈N (v)f2

(
hℓ
u

))
, (6.12)

where ⊞ ∈ {
∑

,mean,max, attn-sum} is any permutation-invariant aggregator,
and f1, f2 are injective MLP.

Proposition 6.1 (Injective PE breaks automorphisms) For every non-trivial au-
tomorphism π ∈ Aut(G) there exists v ∈ V such that hℓ

v 6= hℓ
π(v) for all layers

ℓ = 0, . . . , L̃. Consequently the final embeddings hL̃ separate every pair of
automorphic nodes, enabling the GNN to assign distinct roles to nodes that were
formerly indistinguishable.

Proof 6.1 Injectivity of ϕ implies h0
v 6= h0

π(v) whenever π 6= id, establishing the
base case ℓ = 0. Assume the claim holds for some layer ℓ. Because at least one
neighbor embedding in the multiset {hℓ

u | u ∈ N (v)} differs from its counterpart
under π, the two multisets are distinct. The permutation-invariant aggregator ⊞ is
injective exactly when its inputs differ, so the aggregated messages going into f1 are
unequal, and the injectivity of f1 preserves this difference. Hence hℓ+1

v 6= hℓ+1
π(v).

Why spectral PE hurts generalization. State-of-the-art symmetry-breaking
encodings such as SPE [75] compute the first k eigenvectors of the graph Laplacian
and feed them to the GNN. While expressive, this spectral fingerprint ties the
learned parameters to the eigen-spectrum proportional to that of the training graphs
(10 nodes in our case). Our experiments (Figure 6.4) show that when we move from
10-node graphs to 60-node or 100-node test graphs, the model is completely unable
to compute schedules.

Merits of the chosen O(1) PE. Conversely, the node-degree PE we keep is (i)
already available “for free” from the routing protocol that builds the connectivity
graph, (ii) incurs constant overhead per node instead of theO(N3) cost of an eigen-
decomposition, and (iii) delivers consistent improvements across all graph sizes
without harming larger instances. In short, it assists in breaking the crucial car-
rier/interrogator symmetry at negligible cost and with superior out-of-distribution
robustness.
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(a) 4 Heads with warmup and node degree PE.
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(b) 8 Heads with warmup and node degree PE.
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(c) RobustGANTT: 12 Heads with warmup and node degree PE.
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(d) 16 Heads with warmup and node degree PE.

Figure 6.5: Robust and consistent generalization achieved with 12 Heads. Graphs depict
the influence of the number of attention heads by showing performance over multiple
runs. Vertical lines depict the standard error of the respective metric.
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6.4.5 Influence of Attention Heads
We include warmup and node degree PE based on the results from the previous
sections. We now evaluate the influence of model complexity by increasing the
number of attention heads M in each of the GNN layers. We train eight models for
each number-of-heads value in M = {4, 8, 12}, and four 16-head models due to
their long runtimes (+40 hours per model). We report average and standard error
from performance metrics’ statistics.

12 heads enable consistent generalization. Figures 6.5 shows the influence of
increasing the number of attention heads in the model. Figure 6.5a–6.5c illustrate
that increasing the attention heads implies an increase in the carriers saved ∆C per-
formance for all percentiles. While the models from 8 heads and 12 heads exhibit
similar performance, the overall stability of 12 heads is better for both percentage
of correctly computed schedules Scorr and for pushing the 25th percentile of ∆C

above 0. Increasing the attention heads beyond 12 to 16 yields no benefit. On the
contrary: Figure 6.5d shows how the mean and 25th percentile of ∆C fall below 0.

6.4.5.0.1 Expressivity gain from multiple heads Recall the generic message-
passing update in Eq. (6.12). When the commutative operator ⊞ is instantiated as
Multi-Head Attention (MHA) with M heads, the neighborhood message becomes:

⊞MHA
(
{hℓ

u}u∈N (v)

)
=

Mn
m=1

∑
u∈N (v)

σu

(
q(m)⊤
v k(m)

u

)︸ ︷︷ ︸
α

(m)
vu

v(m)
u , (6.13)

where σ is the softmax operator, q(m)
v = W

(m)
Q hℓ

v, k(m)
u = W

(m)
K hℓ

u, v(m)
u =

W
(m)
V hℓ

u, and ‖ concatenates the M head outputs.
Connection to symmetry-breaking. Let M be a multiset of d neighbor

embeddings for any node in the graph, with d being the neighbor size (node degree).
Our goal is to achieve a transformation so that elements in M become pair-wise
distinct embeddings for injective neighborhood aggregation. Intuitively, there exist
parameters {W (m)

Q ,W
(m)
K ,W

(m)
V }Mm=1 such that the map M 7→ ⊞MHA(M) is

injective whenever M ≥ d. This complements Proposition 6.1: the injective PE
breaks global graph automorphisms, while a sufficiently wide MHA makes
the local aggregation itself injective. Together they endow each layer with full
information about labeled subgraphs, enabling the network to distinguish neigh-
borhoods that a narrower (e.g. 2-head) attention could not. Hence pushing M

from 2 to 12 moves us closer to the regime M ≥ d, letting the model allocate (in
expectation) a distinct head to every high-influence neighbor. This eliminates the
“soft collisions” that occur when multiple informative neighbors must share the
same attention subspace (d > M ).
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Although further increasing M to 16 still satisfies M ≥ d, we empirically
find an “elbow’’ at M=12, as seen by the drop in performance for M = 16

in Figure 6.5. In our model, we use a per-head dimension of dhead = 200, so
increasing the heads from 12 to 16 increases the per-layer dimension from 2400
to 3200 (a 33.3% increase), which increases the likelihood of overfitting. Our
empirical choice of M = 12 is large enough to yield an approximation of degree-
12 neighborhood functions, yet small enough to avoid redundancy in distinguishing
node transformations and avoiding overfitting. This is also clear when examining
the node degree distribution of both the simulated and real-life network topologies
from Figure 6.7, where the vast majority of nodes in the graph have a node degree
d ≤ 12.

6.4.6 Final RobustGANTT Model
Our analysis from Sec. 6.4.3–6.4.5 results in a RobustGANTT model of 12 atten-
tion heads with node degree PE that is trained with warmup. It exhibits strong
generalization to larger topologies, and its performance is consistent across inde-
pendently trained models. We train RobustGANTT’s model according to Sec. 5.5.3
using the dataset described in Sec. 6.4.1.1. Training the model with a mini-batch
size of 1024 requires 22 hours on an NVIDIA A100 GPU.

6.5 RobustGANTT Evaluation
In this section, we compare RobustGANTT’s performance against the Deep-
GANTT scheduler in terms of resource savings over the TagAlong heuristic [146].

We use both simulated topologies and real-life IoT networks. The design
choice of GNNs allows our scheduler to generalize to larger, previously unseen
network topologies without retraining. Hence, no further RobustGANTT’s ML
model training is performed for these experiments. We highlight the following key
findings:

• RobustGANTT far surpasses the generalization capabilities of DeepGANTT.
It scales to 1000 node topologies, while increasingly saving resources com-
pared to TagAlong without sacrificing latency (Figure 6.6).

• Both learning-based schedulers achieve resource savings against TagAlong
for the real-life IoT networks. However, RobustGANTT achieves up to 2×
more energy savings, and up to a 32× reduction in the schedule’s length
overhead vs. DeepGANTT (see Figure 6.8).
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• RobustGANTT achieves average runtimes of 540ms, 3.95s, 10.8s for the
real IoT networks with 23, 140, and 300 nodes, respectively, with up to 3×
reduction in 95th percentile runtime compared to DeepGANTT (Figure 6.8).

Implementation. We implement RobustGANTT as Function as a Service with
∼ 2600 lines of code in a server with an A5000 NVIDIA GPU. RobustGANTT’s
ML model has ∼ 295 million parameters, requiring ∼ 1.6 GB GPU memory in
total using single-point precision, which allows deploying RobustGANTT in lower-
end GPUs.

6.5.1 Scalability to 1000-node topologies
We evaluate RobustGANTT’s generalization to larger topologies, far exceed-
ing DeepGANTT’s capabilities while still achieving significant resource savings
against TagAlong.

6.5.1.1 Dataset

We generate 200 IoT networks with random sensor tag assignments for (N,T ) pairs
from the sets N ∈ {100, 500, 1000} nodes and T ∈ {250, 500, 1000, 1500} sensor
tags. The networks are generated by positioning nodes randomly within a square
area, where the edge weights represent received signal strength calculated using
a link budget approach with the Free Space Path Loss model using TI-CC2538
reference values of 7 dBm TX power, 2.45 GHz, and antenna gain of 3. The tags’
hosts are randomly selected by uniformly sampling among the nodes in the network.

6.5.1.2 Performance metrics

Besides Scorr and ∆C (see Sec. 6.4.2), we consider a metric related to the schedule
length L.

ΩL—Timeslots Overhead. Relates to the latency of querying all sensor tags
in the network (lower is better). It compares the length of the schedule produced by
a learning-based schedulerLnn against that from TagAlongLta: ΩL = Lnn−Lta.

6.5.1.3 Results

Figure 6.6a depicts the carriers saved∆C of both RobustGANTT and DeepGANTT
against the TagAlong heuristic. RobustGANTT consistently achieves higher sav-
ings with both an increase in the number of nodes and number of sensor tags.
Notably, even its 1st percentile lies above zero, i.e., for at least 99% of the cases
RobustGANTT achieves savings against TagAlong. Our scheduler achieves on



RobustGANTT: Robust Generalization at Scale | 111

50
75

100
S c

or
r [

%
]

100 Nodes
(10× training sizes)

500 Nodes
(50× training sizes)

DeepGANTT RobustGANTT

1000 Nodes
(100× training sizes)

250 500 1000250 500 1000

-40

-20

0

20

40

60

80

C
 v

s 
H

eu
ri

st
ic

 [-
]

250 500 1000250 500 1000

RobustGANTT
DeepGANTT

500 1000 1500500 1000 1500
Number of Tags

(a) Carriers saved ∆C (higher is better). Markers depict mean, box extents delimit 25 and 75
percentiles, and whiskers 1 and 99 percentiles.

250 500 1000
-10

0
10
20
30
40
50
60
70

-10

L 
vs

 H
eu

ri
st

ic
 [-

]

100 Nodes
(10× training sizes)

250 500 1000

500 Nodes
(50× training sizes)

DeepGANTT
RobustGANTT

500 1000 1500

1000 Nodes
(100× training sizes)

Number of Tags

(b) Timeslots overhead ΩL against the TagAlong heuristic (lower is better). Bars depict mean,
vertical lines standard deviation. Note: ΩL refers to additional TDMA timeslots required by the
produced schedule relative to TagAlong; it is not the model’s computation time.

Figure 6.6: RobustGANTT achieves increasing carrier savings with increasing topol-
ogy sizes compared to the heuristic, while utilizing roughly the same number of times-
lots. Comparison of DeepGANTT and RobustGANTT against the TagAlong heuristic.

average 12% and up to a 1.4× reduction in the number of carriers compared to
TagAlong.

While absolute carrier savings (∆C) are reported in Figure 6.6, Eq. 5.23
establishes that these directly translate to energy savings proportional to the re-
duction in carrier slots. For relative comparisons across network sizes, normalized
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3D Network Topology of IoT Nodes

(a) Lille topology layout (N = 140 nodes) spanning over three floors.

3D Network Topology of IoT Nodes

(b) Grenoble topology layout (N = 300 nodes) spanning over two floors.
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(e) Synthetic topologies (N =
300) node degree distribution.

Figure 6.7: RobustGANTT generalizes to topologies of different structure. 3D Layout of
Lille and Grenoble topologies show two distinct topology structures. Additionally, the
diversity in node degree between Lille, Grenoble, and the simulated topologies confirms
our scheduler’s generalization. N refers to the number of nodes in the topology.

metrics (∆C%, ∆E%) are explicitly provided for real-world testbeds in Figure 6.8.
Sec. 6.5.2.2 demonstrates how ∆C directly translates to energy savings. The
DeepGANTT scheduler is, however, only marginally better than TagAlong for
100-node topologies, and increasingly worse for larger networks. Additionally,
DeepGANTT’s correctly computed schedules Scorr decreases for 100 nodes, while
RobustGANTT’s values are consistently Scorr = 100%.

RobustGANTT computes schedules requiring roughly the same number of
timeslots as TagAlong (ΩL ≈ 0) as shown in Figure 6.6b. Hence, our sched-
uler achieves significant savings in energy and spectrum without a significant
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increase in the latency to query all sensor tags. Across all topologies considered,
RobustGANTT requires on average 1.12 additional timeslots compared to TagA-
long. In contrast, DeepGANTT requires on average 20 additional timeslots, and
achieves no resource savings for such large topologies. Because ΩL = Lnn −Lta,
the metric captures schedule-length overhead only; inference latency (time to
compute a schedule) is analyzed separately in Figure 6.8. In our implementation
on the real testbed topologies (Sec.6.5.2), 20 additional timeslots (each lasting
20ms) would correspond in TSCH to a schedule that is 400ms longer than the
one delivered by the TagAlong heuristic. In contrast, RobustGANTT achieves
its resource savings without compromising the resulting length of the schedule
(ΩL ≈ 0).
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(a) Local Testbed of 23 IoT nodes.
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(b) FIT-IOT Lab Lille Testbed with 140 IoT nodes.
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(c) FIT-IOT Lab Grenoble Testbed with 300 IoT nodes.

Figure 6.8: RobustGANTT achieves more resource savings than DeepGANTT against
TagAlong for real IoT networks, while requiring roughly as many timeslots. Per-
formance comparison for three networks of both RobustGANTT and DeepGANTT
against TagAlong. For ∆C% and ∆E%, higher is better. For ΩL, lower is better. Box
plots depict the mean and IQR. Bar plots depict the mean and std-dev.

6.5.2 Performance for Real IoT Networks
We now evaluate RobustGANTT’s ability to compute schedules for three real-life
IoT network topologies.
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6.5.2.1 Testbeds

We collect MAC and routing protocol information from three indoor IoT testbeds:
our local testbed composed of 23 Zolertia Firefly devices, and Inria’s FIT-IoT lab
testbed [171] using the m3-at86rf231 devices from Lille (140 devices), and Greno-
ble (300 devices). Devices in the three testbeds run Contiki-NG [158], employ the
RPL routing protocol [160] and communicate via IPv6 over IEEE 802.15.4 [159].
We gather link connectivity data between IoT nodes at 30-minute intervals across
a day, assuming a link exists between two nodes if the signal strength is at least
-75 dBm, which is suitable for carrier provisioning. Using the collected topology
information, we assign tags randomly for our schedule computations to achieve
various tag densities ρ = N/T , for ρ ∈ {2, 5, 10, 20}. We test each configuration
100 times, whereby the largest configuration has 300 nodes and 6000 tags.

The real testbeds (Lille vs. Grenoble) differ significantly in their node-degree
distribution from that of the simulated topologies Figure 6.7), yet RobustGANTT
yields consistent savings, underscoring that the scheduler is able to process topolo-
gies of significantly different structure.

6.5.2.2 Performance metrics

Besides Scorr, ∆C (see Sec. 6.4.2), and ΩL (see Sec. 6.5.1.2) we explicitly evaluate
energy consumption. Moreover, percentages for ∆C imply normalization with
respect to the heuristic values, e.g., ∆C% = ∆C/Cta.

∆E%—Energy Saved. We consider the average energy required for querying
the tag’s sensor values Ẽ as presented in Eq. 5.23.

6.5.2.3 Results

The results of deploying both RobustGANTT and DeepGANTT against the TagA-
long heuristic are depicted in Figure 6.8. Figure 6.7 visualizes the three testbeds.
Despite significantly different node-degree distributions, RobustGANTT sustains
> 12% average energy savings, confirming that the learned policy adapts to
topologies of different structure. In terms of energy savings ∆E%, RobustGANTT
achieves on average 12.6%, 19.4%, and 22.3% and up to 53%, 34%, and 30%
compared to the TagAlong heuristic for the local, Lille, and Grenoble testbed
respectively. These savings correspond to 1.2× to up to 2.0× the savings achieved
by DeepGANTT. Even for the highest tag densities considered, our scheduler
achieves 32 − 44% energy savings. Figure 6.8 demonstrates the equivalence
between ∆C% and ∆E%: a reduction in the number of carriers directly translates
to energy savings.
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In terms of the schedule length overhead ΩL, Figure 6.8 shows how Deep-
GANTT always requires significantly more timeslots than TagAlong. This implies
that the energy savings from DeepGANTT are penalized by an increase in the
schedule’s length (latency to query all tags). In contrast, our scheduler requires
on average as many timeslots as TagAlong for all tag densities and networks con-
sidered. This corresponds to a reduction in ΩL from 2.8× to up to 32× compared
to DeepGANTT.

The Lexicographic optimization objective (Eq. 6.2) prioritizes carrier mini-
mization (energy) without increasing latency, which is also reflected in the loss
function for training RobustGANTT (Eq. 5.22). In fact, a reduction in carrier gen-
erators usually implies a reduction in the schedule length. As shown in Figure 6.6b,
no energy-latency trade-off occurs compared to the heuristic, and our scheduler
achieves significant savings without compromising querying latency. Figure 6.8
also shows the runtime distributions of both schedulers across tag densities. Their
profiles are those of heavy-tailed distributions. In particular, RobustGANTT’s
average runtimes are 40ms, 3.95s, 10.8s for the real IoT networks with 23, 140, and
300 nodes. However, it is always below 3s for tag densities below 10. Compared to
DeepGANTT, our scheduler reduces the runtime’s 95th percentile up to a factor of
3.3×. Note that these are empirical values, and that model quantization and pruning
may significantly reduce this. For a note on model complexity, see Sec. 6.6.

Notably, while the size of the real-life network from Fig 6.8a is within Deep-
GANTT’s proven generalization capabilities, we demonstrate that our scheduler
outperforms it. RobustGANTT achieves up to 1.9× more resource savings ∆E%,
reduces by up to 5.7× the timeslots overhead ΩL, and reduces by up to a 1.4× the
95th percentile runtime compared to DeepGANTT.

These experiments show that RobustGANTT not only surpasses the perfor-
mance and generalization capabilities of previous ML schedulers, but also achieves
significant resource savings compared to the state-of-the-art heuristic.

6.6 Discussion
We present RobustGANTT, a novel system that leverages the latest advancements
in ML to schedule communications in an IoT network hosting sensor tags. Our
design choice of GNN allows to train RobustGANTT using optimal schedules from
small networks of up to 10 nodes, and demonstrate that it seamlessly generalizes
without retraining to larger networks of up to 300 nodes (real IoT networks) and
1000 nodes (simulated). Our scheduler surpasses the generalization capabilities
of current learning-based systems, while achieving significant savings in energy
usage, spectrum utilization, and compute runtime. RobustGANTT facilitates the
large-scale integration of IoT networks with sensor tags, and significantly reduces
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their operational expenses by efficiently utilizing their resources.
Time Complexity and Runtime. Despite these enhancements, RobustGANTT

maintains the polynomial-time complexity of DeepGANTT, with worst inference
time scaling asO(T ·(N+|E|)). Adding node-degree PE isO(1) per node because
the degree is already known from the routing protocol, whereas each extra attention
head adds O(|E|) operations; hence moving from 2→12 heads multiplies the per-
layer cost by 6 but still leaves the overall complexity polynomial in the number of
nodes and edges in the network.

The fail-safe mechanisms for constraint compliance (random shuffling of node/-
tag IDs upon violation) remain unchanged from DeepGANTT, as they proved ef-
fective in practice. However, RobustGANTT’s improved generalization reduces the
frequency of constraint violations, leading to fewer retry attempts and consequently
faster average schedule computation times—achieving up to 3.3× speedup over
DeepGANTT in large-scale deployments.

The runtimes reported (Figure 6.8) are empirical runtimes of deploying the
model on an NVIDIA A5000 GPU using FP32 precision. Further model quantiza-
tion and pruning methods may significantly reduce the runtime. Future work might
even consider distilling the model using teacher-student approaches to analyze the
feasibility to deploy the scheduler on-device (within IoT devices with more com-
pute capacity) in the network. An immediate next step is to couple RobustGANTT
with on-device lightweight re-training so that it can adapt schedules in-situ when
links appear or disappear.



Chapter 7

Conclusion and Future
Work

This chapter concludes the dissertation by summarizing its main contributions,
discussing their scientific and practical implications, and outlining promising di-
rections for future research. The overarching theme of this work has been the
development of learning-based methods for solving COPs in networked systems,
with a particular focus on scalability, generalization, and applicability to dynamic
environments.

7.1 Concluding Remarks
This dissertation set out to investigate the overarching question: Can we effec-
tively employ machine learning to solve resource allocation problems in networked
systems while considering generalization performance and application-level re-
quirements? Throughout the work, we approached this question by examining
both the algorithmic foundations of learning-based combinatorial optimization
and its applicability to real network scenarios under application-level constraints,
operating at the intersection of graph ML, network optimization, and resource
allocation.

The results presented in this dissertation provide a positive and substantiated
answer. Through three complementary research contributions, this dissertation
demonstrates that graph ML can effectively learn to solve combinatorial problems
arising in networked systems, achieving strong generalization to unseen problem
instances while satisfying practical application-level constraints, demonstrating
that neural models can learn to generalize structural patterns from small-scale
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problems to large and realistic network settings. First, this dissertation provides
a structural analysis of learning-based combinatorial optimization methods for
resource allocation, identifying key research gaps and highlighting GNNs as the
most promising approach for scalable and adaptive solutions in networked systems.
Second, in Chapter 5 we present DeepGANTT, and demonstrate that supervised
graph representation learning can approximate optimal scheduling decisions un-
der realistic constraints, achieving near-optimal performance and outperforming
domain-specific heuristics while maintaining practical inference times. Lastly,
Chapter 6 builds on top of those insights to present RobustGANTT, and demon-
strate that carefully designed GNN architectures can generalize consistently to net-
works orders of magnitude larger than those used for training, handle heterogeneous
topologies, and sustain significant energy and spectrum savings. Together, these
contributions show that learning-based schedulers can improve upon the limitations
of traditional optimization and heuristic methods by learning structural patterns that
generalize across network scales and topologies.

Overall, the dissertation shows that ML, and GNNs in particular, provide a
viable and effective paradigm for resource allocation in modern networked systems.
By combining principled optimization formulations with representation learning
tailored to graph-structured data, we offer evidence that such approaches can
complement and in some cases surpass traditional heuristics, especially in settings
where scalability and adaptivity are of greater importance. Beyond the specific use
case of backscatter communication, the insights from this research contribute to a
broader understanding of how ML for combinatorial optimization can support the
design of intelligent, adaptive, and efficient networking infrastructures. Thus, the
research question guiding this thesis is answered affirmatively.

7.2 Future Work
The results obtained in this dissertation open up several promising research direc-
tions spanning theoretical, methodological, and applied dimensions.

7.2.1 Advancing ML Foundations for Combinatorial Opti-
mization

This section presents possible research directions of ML applied to the general field
of combinatorial optimization.
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7.2.1.1 Emerging Learning Paradigms

Recent developments in ML have introduced several novel paradigms for tackling
COPs, yet their application to networked systems remains largely unexplored.
Diffusion models represent a particularly promising direction, as demonstrated by
Sanokowski et al. [91] and Sun et al [92]. These continuous generative formulations
transform the discrete optimization landscape into a smooth, differentiable space
where gradient-based optimization can be effectively applied. By learning to
iteratively denoise solutions from random initializations, diffusion models could
potentially better overcome the local minima that affects traditional discrete opti-
mization methods in network scheduling, while maintaining the ability to generate
diverse high-quality solutions for multi-objective network optimization scenarios.

Neural algorithmic reasoning offers another compelling avenue, embedding
classical algorithmic priors directly into neural architectures. The work on Neural
Algorithmic Reasoning for Combinatorial Optimization [93] demonstrates how
neural networks can learn to execute classical algorithms while adapting their
behavior based on data-driven insights. This approach could prove particularly
valuable for network optimization, where decades of algorithmic research have
produced sophisticated heuristics that could serve as strong inductive biases. By
combining the interpretability of classical algorithms with the adaptability of neural
networks, these hybrid approaches could provide network operators with both
performance guarantees and the flexibility to handle novel network conditions.

GFlowNets present an alternative framework to RL that fundamentally changes
how we approach solution discovery. Rather than optimizing for a single best
solution, GFlowNets learn to sample solutions proportionally to their reward,
effectively mapping the entire reward landscape [89]. Recent applications such
as the work by Zhang et al. [90] and Zhang et al. [112] illustrate their potential
for structured optimization problems. For network scheduling, this paradigm shift
could enable the generation of diverse scheduling policies that trade off between
multiple objectives, providing network operators with a portfolio of solutions rather
than a single point estimate. Additionally, the recent development of Tropical
Attention mechanisms [172] opens new possibilities for incorporating max-plus
algebra directly into neural architectures, potentially leading to more efficient and
theoretically grounded approaches.

7.2.1.2 Theoretical Foundations

From a theoretical perspective, future research could focus on establishing rigorous
foundations for learning-based network optimization. Developing generalization
bounds for GNNs applied to structured optimization problems in graphs remains
a critical open challenge. Such bounds would provide formal guarantees on how
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well models trained on small network instances perform on larger, unseen topolo-
gies, moving beyond empirical validation toward provable performance. These
theoretical insights could guide the design of training procedures that explicitly
optimize for generalization, potentially through novel regularization techniques or
architectural constraints that encode known properties of optimal solutions.

Characterizing the expressive power required for different classes of opti-
mization tasks in networking represents another fundamental question. Not all
network optimization problems require the same level of model complexity, and
understanding these requirements could lead to more efficient, task-specific archi-
tectures. For instance, problems with strong locality properties might be solvable
with shallow GNNs, while those requiring global coordination might necessitate
deeper architectures with attention mechanisms. Establishing sample complex-
ity results for learning near-optimal scheduling and routing policies under non-
stationary environments would provide crucial insights into data requirements and
help practitioners design appropriate data collection strategies. These theoretical
advances would not only strengthen the scientific foundations of learning-based
network optimization but also provide practical guidelines for system deployment
and performance expectations.

7.2.1.3 Methodological Advances

A major open challenge lies in achieving interpretability and explainability of the
learned optimization policies. Network operators and engineers require under-
standing of why certain scheduling or routing decisions are made, particularly under
abnormal conditions or when dealing with critical infrastructure.

Future research could focus on designing interpretable GNN architectures that
provide understandable explanations for their decisions. This could involve devel-
oping attention visualization techniques specifically tailored for network optimiza-
tion, where the importance of different network components and their interactions
can be clearly illustrated. Causal analysis methods could help identify which
network features most strongly influence scheduling decisions, while symbolic
reasoning approaches might extract human-readable rules from trained models.
Such interpretability would enable the deployment of learning-based solutions in
production networks.

7.2.2 Flexible Learning-Based Scheduling
Despite their demonstrated scalability, current learning-based schedulers face sig-
nificant limitations in terms of flexibility and adaptability to new objectives or
application-specific constraints. Extending these learning-based systems to new
optimization tasks often requires complete retraining or substantial re-engineering
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of the model pipeline, limiting their practical deployment in dynamic network
environments where requirements frequently change.

The integration of Large Language Models (LLMs) with GNNs represents a
promising direction for addressing these flexibility challenges. By combining the
general capabilities and implicit knowledge of LLMs with the structural inductive
biases of GNNs, we could enable intent-aware optimization where network opera-
tors express high-level management goals in natural language. The LLM compo-
nent would interpret these goals and translate them into graph-level constraints and
objectives that the GNN can optimize. This approach could dramatically simplify
network management by allowing operators to specify objectives like “minimize
latency for video traffic while maintaining fairness” without needing to formulate
precise mathematical objectives, generating the data, and training the model again.

Autonomous GNN-based agents that employ competitive programming tech-
niques or tool invocation to iteratively design and refine algorithmic solutions
represent another frontier in flexible network optimization. These agents could
embody a “learning-to-learn” paradigm, where the system not only solves specific
optimization instances but also discovers new solution strategies. By treating
network optimization as a form of program synthesis, these agents could generate
custom algorithms tailored to specific network conditions or objectives. They could
leverage existing optimization libraries and tools while learning when and how
to combine them effectively. This approach could lead to hybrid systems that
seamlessly blend classical optimization and neural computation, adapting their
problem-solving strategy based on the specific characteristics of each network
scenario.

7.2.3 Applications in Future Networked Systems
The increasing complexity and heterogeneity of 6G and beyond networks necessi-
tate learning-based systems that can operate in distributed settings while continu-
ously adapting to changing conditions. Building upon the methods developed in
this thesis, future research could explore how these techniques can be extended to
meet the demands of next-generation networks.

Online and continual learning mechanisms will be essential for schedulers
operating in dynamic network environments. Future systems must evolve in real-
time as network topologies change due to mobility, node failures, or capacity
upgrades. This requires developing incremental learning algorithms that can effi-
ciently update model parameters without forgetting previously learned knowledge,
a challenge known as catastrophic forgetting. Research should focus on memory-
efficient update mechanisms that can run on network devices with limited compu-
tational resources while maintaining performance guarantees. Additionally, these
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systems must be able to detect when the network has changed significantly enough
to warrant model updates, balancing the trade-off between adaptation speed and
stability.

The vision of cognitive networks represents the convergence of distributed
intelligence, online learning, and intent-based control to form self-optimizing and
self-healing network infrastructures. These networks would combine the local
intelligence of edge devices with centralized coordination to achieve global op-
timization objectives while respecting local constraints and privacy requirements.
Future research could explore how learning-based schedulers can be integrated into
this cognitive framework, enabling networks that automatically detect performance
degradation, diagnose root causes, and reconfigure themselves to maintain optimal
operation. The integration of digital twin technologies could enable these cogni-
tive networks to simulate and evaluate potential optimizations before deployment,
reducing the risk of performance degradation during adaptation.

The path toward fully autonomous and intelligent networked systems requires
continued research at the intersection of ML, optimization, and networking. The
foundations laid by this dissertation provide a stepping stone toward this vision,
demonstrating that learning-based approaches can achieve the scalability, perfor-
mance, and generalization needed for practical deployment while opening new
avenues for theoretical and methodological advances.
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