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ABSTRACT

Vibration-based fault detection for rotating equipment is constrained by data scarcity. In practice,
data scarcity is often considered primarily in terms of total data availability. However, there is limited
systematic evidence on how different aspects of data scarcity independently and jointly influence
detection performance, including the total amount of available target-domain data and the prevalence
of fault samples. In addition, the impact of different strategies for incorporating synthetic data under
these structured data scarcity conditions remains insufficiently studied.
This work proposes a controlled factorial framework for the systematic analysis of the effects of
healthy sample availability, fault prevalence, and synthetic data integration strategy on vibration-
based fault detection performance. The three factors are independently varied within a rotating-shaft
unbalance case study. A consistent one-dimensional convolutional neural network architecture is
used across all configurations to isolate regime effects. Simplified analytical vibration signals are
generated and incorporated through alternative training configurations to enable controlled comparison
of synthetic data integration strategies.
The analysis shows that fault prevalence is the dominant determinant of achievable detection per-
formance, exerting a substantially larger effect than total healthy data availability. Synthetic data
integration provides measurable performance benefits, with improvements of up to 13% in unseen
F1-score observed under fault-scarce regimes. However, these benefits are strongly regime-dependent,
and no single integration strategy dominates across all scarcity configurations. The results demon-
strate that structured factorial benchmarking enables principled, regime-aware selection of training
strategies for fault detection under realistic industrial data constraints.

Keywords Fault detection · Rotating machinery · Data scarcity · Synthetic data integration · Deep learning · Transfer
learning · Factorial analysis

1 Introduction

Vibration-based fault detection is a core component of condition-based and predictive maintenance for rotating
equipment, including motors, gearboxes, and rotor–bearing systems ([Jardine et al., 2006, Randall and Antoni, 2011]).
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In industrial practice, however, data-driven fault detection is fundamentally constrained by data scarcity ([Patil et al.,
2022]). Even when measurements are available, they are often not collected with machine learning in mind and may
suffer from varying operating conditions, measurement noise, incomplete metadata, or labeling uncertainty ([Lei et al.,
2018, Costamagna et al., 2019]). Consequently, practical data scarcity is structural rather than purely quantitative.

Furthermore, rotating machinery operates predominantly in healthy states, while failure events are rare by design and
often prevented through maintenance interventions ([Relkar, 2021]). As a result, labeled datasets typically contain
limited target-domain data and very few failure samples. Data scarcity in this context is inherently multi-dimensional.
First, the total amount of available target-domain data may be limited for newly installed equipment, after component
replacement or maintenance interventions, or due to short observation windows ([Lei et al., 2018]). Second, the
available data may contain only a small number of fault samples or none at all ([Zhao et al., 2019]). These two
dimensions—overall data availability and fault prevalence—jointly define the data scarcity regime of a learning problem.
While data scarcity is often framed primarily in terms of total data quantity, comparatively little systematic evidence
exists on how its different dimensions independently and jointly influence detection performance.

To address data scarcity, synthetic or simulated data are widely employed. High-fidelity numerical simulations and
digital twins can reproduce realistic vibration behavior and fault dynamics ([Liu et al., 2024, Balogh et al., 2023]), but
they require detailed system modeling, are computationally intensive, and are typically tailored to specific machine
configurations and operating regimes ([Balogh et al., 2023]). Maintaining and adapting such models as equipment or
operating conditions evolve further limits their scalability in heterogeneous industrial settings ([Zare and Lazarova-
Molnar, 2025]). Data-driven generative models have also been explored for synthetic vibration data generation ([Figueira
and Vaz, 2022]), yet they depend on representative real data and may reproduce dataset-specific artifacts ([Miletic and
Sariyar, 2024]). Experimental testbeds, while valuable, are rarely scalable across machines and operating conditions
encountered in practice ([Lima et al., 2019]).

Transfer learning has become a common strategy for coping with limited target-domain data ([Wang and Chen, 2023]).
Typically, models are pretrained on simulated or external datasets and subsequently fine-tuned on limited target data.
Although such approaches often improve performance for certain target data conditions, there is limited regime-aware
evidence on how different synthetic data integration strategies, including joint training and transfer-learning-based
fine-tuning, behave under systematically varied data scarcity conditions.

This lack of structured benchmarking constitutes a research gap. Few studies explicitly disentangle the effects of healthy
data availability, fault prevalence, and synthetic data integration strategy within a controlled factorial design. Moreover,
there is limited quantitative evidence on how much of the observed performance variability is driven by structured
regime factors as opposed to stochastic sampling effects. Without such analysis, strategy selection is often heuristic
rather than systematically grounded in the underlying data regime.

To address this gap, this paper proposes a controlled factorial framework for systematically analyzing data scarcity in
vibration-based fault detection of rotating equipment. The framework parameterizes data scarcity along two explicit
axes, fault prevalence and healthy sample availability, and introduces synthetic data integration strategy as a third
experimental factor. Within this design, different integration strategies, including joint analytical-target training and
analytical pretraining followed by target-domain fine-tuning, are evaluated under identical and systematically varied
scarcity regimes.

To enable controlled comparison of integration strategies, deliberately simplified analytical vibration signals are
generated. These signals encode essential fault-related spectral components and physically governed amplitude
dependencies derived from basic physical relationships ([Iunusova et al., 2023]). They are not intended to reproduce
detailed machine dynamics but serve as a minimal, physics-informed experimental tool for evaluating integration
strategies under structured data scarcity conditions.

The framework is demonstrated on a rotating-shaft unbalance case study with interpretable spectral characteristics. A
consistent one-dimensional convolutional neural network architecture is used across all configurations to isolate regime
effects, and all models are evaluated on a strictly unseen test dataset.

The contributions of this work are as follows:

• It introduces a controlled factorial benchmarking framework for systematically analyzing structured data
scarcity regimes in vibration-based fault detection of rotating equipment.

• It provides a regime-aware comparison of synthetic data integration strategies, including joint training and
transfer-learning-based fine-tuning.

• It quantifies the relative impact of fault prevalence, healthy data availability, and integration strategy using
mixed-effects modeling and variance decomposition.
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• It demonstrates that synthetic data integration is beneficial under fault-scarce conditions, but that its effective-
ness is explicitly conditioned on the data regime.

The remainder of the paper is organized as follows. Section 2 presents the methodological framework and details the
structured factorial experimental design. Section 3 describes the rotating-shaft unbalance case study and its instantiation
within the proposed framework. Section 4 reports the factorial performance analysis and regime-dependent insights.
Section 5 concludes the paper and discusses implications and future directions.

2 Methodology

This section presents a structured experimental framework designed to quantify how neural network performance
in vibration-based binary fault detection for rotating equipment varies under controlled target-domain data scarcity
and how analytically simulated vibration signals influence this behavior (Figure 1). The framework is intended for
controlled, reproducible benchmarking and systematic effect analysis rather than direct operational deployment.

Figure 1: Controlled factorial benchmarking framework for evaluating analytical-data integration under structured data
scarcity.

Data scarcity is parameterized along two independently controlled dimensions: healthy sample availability and fault
prevalence within the target-domain training data. These two factors define the supervision scale and class composition
of the learning problem.

To assess whether analytically simulated vibration signals provide measurable benefit under these conditions, alternative
analytical-data integration strategies are introduced as a third experimental factor. Integration strategies define how
analytical data are incorporated during model training, including target-only training, joint analytical–target training,
and analytical pretraining followed by target-domain fine-tuning.

Together, healthy sample availability, fault prevalence, and analytical-data integration strategy form a three-factor
experimental design. By varying these factors independently and evaluating performance across repeated subset
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realizations, the framework enables structured estimation of main effects and interaction effects on model performance
and robustness.

The framework consists of seven steps: (1) dataset preparation, (2) core model architecture selection, (3) data scarcity
regime configuration, (4) analytical simulation, (5) analytical-data integration strategy configuration, (6) model training
protocol, and (7) final evaluation and factor-wise analysis (Figure 1). Each step is described in the following subsections.
The framework is formulated generically for vibration-based fault detection in rotating equipment and is instantiated in
the subsequent case study, where a rotating-shaft unbalance scenario serves as a representative example.

2.1 Dataset Preparation

Step 1 of the proposed framework (Figure 1) defines the preparation and roles of the datasets used throughout the
study. The framework operates on three conceptually distinct datasets, each serving a specific functional purpose: a
target dataset for model development under target-domain scarcity, a reference dataset to parameterize analytical signal
generation, and an unseen dataset for model evaluation. All datasets within this step are assumed to originate from
real measurements on rotating equipment, typically conducted under controlled laboratory conditions rather than being
synthetically generated or numerically simulated. Prior to experimentation, all datasets are preprocessed, segmented,
and labeled to ensure consistent feature representation and compatibility with supervised classification models.

Target dataset. The target dataset represents the real measurement data available for model development in the target
domain. The main purpose of this dataset within the framework is to serve as the source for constructing controlled
data scarcity regimes (Step 3), where subsets with systematically varied amounts of healthy and faulty samples are
defined to emulate different data availability and class-imbalance conditions. To enable systematic comparison across
healthy-to-fault ratios, the target dataset must contain a balanced base representation of healthy and fault classes. This
balanced base enables controlled downsampling to generate regimes ranging from balanced supervision to extreme
fault scarcity, including healthy-only conditions. Such balanced class availability is typically achievable in controlled
measurement campaigns rather than in naturally occurring industrial operation.

In addition, the full target dataset is used in Step 2 for core model architecture selection and hyperparameter tuning.
Architecture selection is performed once on the complete target dataset, ensuring that the core model remains fixed
across all subsequent experiments.

Reference dataset. The reference dataset is used exclusively to characterize fault-related spectral patterns and to
estimate how their excitation strength scales with operating conditions and fault-specific parameters. It should be
collected under controlled and well-documented conditions and include repeated measurements across the relevant
operating range (e.g., multiple rotational speeds). In addition, it must include the physical or experimental parameters
needed to formulate and fit dependency relationships for the fault mechanism of interest (e.g., mass and radius for
unbalance, geometric offsets for misalignment, or defect-related descriptors for localized faults). Within the framework,
the reference dataset is not used for neural network training or evaluation; its sole purpose is to parameterize analytical
signal generation (Step 4).

Unseen dataset. The unseen test dataset is reserved exclusively for final evaluation (Step 7 in Figure1). It is strictly
excluded from analytical simulation, target subset construction, model training, and validation to ensure an unbiased
assessment of generalization performance under realistic operating conditions.

2.2 Core Model Architecture

Step 2 of the proposed framework (Figure 1) defines the selection of a fixed backbone model and preprocessing pipeline.
Using the full target dataset prepared in Step 1, this stage identifies a stable and computationally efficient architecture
that is subsequently reused across all analytical-data integration strategies and all data scarcity regimes (Step 5). The
objective is not to optimize predictive performance, but to establish a representative and stable baseline model that
enables controlled comparison of data-related effects.

The backbone architecture follows a one-dimensional convolutional neural network (1D-CNN) design operating on
time-domain vibration segments. Rotational speed is incorporated as an auxiliary scalar input via late fusion, where it is
concatenated with the pooled convolutional feature representation prior to the classification head.

Input signals are standardized using z-score normalization based on statistics computed from the full target dataset.
These normalization parameters are fixed and reused throughout all subsequent experiments to ensure consistent scaling
across training, validation, and evaluation stages.

Architecture and hyperparameter selection are performed using the full target dataset, prior to any data scarcity regime
construction. A structured search space of candidate configurations is defined, varying key architectural parameters
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(e.g., convolutional depth, number of filters, kernel size) and optimization parameters (e.g., learning rate and batch
size), while all remaining architectural components are held fixed to ensure comparability across candidates. The exact
parameter ranges and search grid used for candidate evaluation are specified in the case study.

Core model selection is conducted using stratified three-fold cross-validation on the full target dataset. For each
candidate configuration, candidate models are trained on two folds and validated on the remaining fold, rotating the
validation fold across splits. Early stopping based on validation loss is applied within each fold to ensure stable
convergence and prevent overfitting.

Configuration selection follows a near-best performance criterion: candidate models achieving validation performance
within a predefined tolerance of the highest observed score are identified, and among these, preference is given to
architectures offering improved validation loss behavior and lower computational complexity. This strategy avoids
selecting unnecessarily complex models that yield only marginal performance gains.

The final backbone architecture, preprocessing configuration, and base optimization setup are selected once and remain
fixed for all analytical-data integration strategies (Step 6).

2.3 Data Scarcity Regime

Step 3 of the framework (Figure 1) defines the data-scarcity factors of the experimental design and constructs the
corresponding target subsets. Starting from the full target dataset prepared in Step 1, this stage constructs controlled
target subsets via deterministic sampling. These subsets constitute the target-domain training data used in the model
training procedures defined in subsequent steps.

In practical condition-based and predictive maintenance applications, target-domain data scarcity arises from limited
historical records, rare fault events, and strong class imbalance between healthy and faulty operating conditions. To
analyze these effects systematically, data scarcity is parameterized along two independently controlled dimensions:

• Healthy sample availability (Hamount), defined as the number of healthy operating samples retained in the
subset.

• Fault prevalence (Fratio), defined as the healthy-to-fault ratio within the subset.

These two factors are varied independently, and their Cartesian combination forms a structured factorial grid of scarcity
regimes. Each regime therefore specifies both the supervision scale and the class composition of the training data,
ranging from balanced supervision with sufficient fault representation to progressively more class-imbalanced settings
and extreme cases in which no fault data are available.

Target data subset. For every regime, target subsets are constructed by controlled random sampling without replacement
from the full target dataset. Fault samples are distributed as evenly as possible across available failure severity levels to
preserve representativeness. The full dataset remains unchanged; subsets are defined deterministically through regime
parameters and sampling seeds, ensuring reproducibility.

To account for sampling variability and to enable statistically stable effect estimation, each regime is instantiated
multiple times using independent random seeds. The methodology requires more than three independent subset
realizations per regime. The exact sample counts, class ratios, and repetition numbers are specified in the case study
and depend on the size and composition of the available target dataset.

The resulting collection of regime-specific subsets constitutes the experimental input for evaluating analytical-data
integration strategies.

2.4 Analytical Simulation

Rotating machinery is well suited for physics-informed, spectrum-based analysis because many faults create vibration
patterns that repeat with each rotation. This makes their behaviour strongly tied to the rotational frequency and its
harmonics, leading to characteristic and physically interpretable signatures in the frequency domain.

Analytical simulation of fault-related vibration signals requires specification of two complementary aspects: where
characteristic spectral components appear and how strongly these components are excited. The spectral locations
of dominant fault-related components, such as the fundamental rotational frequency, its harmonics, or characteristic
defect frequencies, are governed by kinematic and geometric relationships. While their absolute frequencies vary with
operating speed, their relative positions follow well-defined relationships linking frequency to rotational speed, enabling
consistent representation in a speed-normalized form.
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Figure 2: Examples of characteristic vibration spectra expressed in orders (frequency normalized by rotational speed).
Left: generic spectrum illustrating the fundamental rotational component and its harmonics. Center: unbalance spectrum
dominated by the 1× rotational component. Right: bearing outer race defect spectrum (BPFO) with characteristic
defect frequency and modulation sidebands.

In contrast, the excitation strength of these components is not determined by kinematics alone. Amplitudes depend on
fault severity, operating conditions, and system-specific properties such as stiffness, damping, and mounting conditions.
These dependencies are difficult to describe accurately using simplified analytical equations, particularly when detailed
transfer paths and system dynamics are not explicitly modeled.

The proposed analytical simulation therefore combines physics-informed specification of spectral locations with data-
informed estimation of amplitude scaling. The reference dataset is used to quantify how the excitation strength of
characteristic spectral components varies with fault-related parameters and operating conditions. The objective is not to
reproduce machine dynamics in full detail, but to generate clean and interpretable signals that preserve the characteristic
spectral structure and physically governed amplitude scaling of the faults while abstracting away machine-specific
transfer effects and detailed system dynamics (Figure 2).

The analytical simulation workflow consists of three main stages:

1. Physics-Informed Dependency Assumption. In the first stage, the fault signature to be simulated is defined by
specifying which spectral components are characteristic of the investigated fault mechanism and which physical and
operating parameters govern their excitation strength. The spectral structure of a given fault type is identified based on
established vibration analysis principles and can therefore be specified a priori.

In addition to defining spectral locations, this stage determines the physical quantities required to describe how strongly
the fault is excited under varying conditions. These include fault-specific parameters (e.g., added mass and attachment
radius for unbalance, geometric offsets for misalignment, or defect descriptors for bearing faults) together with operating
variables such as rotational speed or load. Where applicable, these quantities are linked through governing physical
relationships that describe how excitation strength scales with fault characteristics and operating conditions. For rotating-
shaft unbalance, for example, added mass, attachment radius, and rotational speed are coupled through centrifugal force,
providing a physically interpretable descriptor of fault-induced excitation.

Together, the specified spectral components and associated governing relationships define a physics-informed fault
template. This template determines where fault-related energy appears in the spectrum and which physical factors
influence its excitation strength, while leaving quantitative amplitude scaling to be estimated from reference data in the
subsequent stage.

2. Parameter Estimation and Validation. In the second stage, the excitation strength of the previously specified fault-
related spectral components is quantified using the reference dataset. Vibration signals are analyzed in the frequency
domain, and the amplitudes of the identified components are extracted across the available operating conditions and
fault severity levels.

A regression model is then fitted to relate fault-specific parameters and operating variables to the extracted amplitudes,
providing a quantitative description of how excitation strength scales with changing conditions.
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To evaluate generalization across operating conditions, model estimation is performed on a subset of conditions, while
validation is conducted on held-out operating regimes not used during fitting. This procedure verifies that the learned
dependency captures the underlying amplitude-scaling behavior rather than overfitting to a restricted operating range.
The validated dependency model subsequently serves as the basis for analytical data generation.

3. Analytical Data Generation. In the third stage, the validated dependency model is used to generate analytically
simulated vibration signals across a controlled range of operating conditions and fault severity levels. Signals are
synthesized in the time domain by constructing spectral components at their predefined characteristic locations
and scaling their amplitudes according to the learned dependency relationships. This procedure enables systematic
generation of physically interpretable vibration signals for operating-condition–severity combinations not present in the
reference dataset.

To approximate realistic measurement variability, controlled stochastic perturbations are introduced during signal
synthesis. These include small variations in amplitude scaling, minor deviations from nominal frequencies, and
additive noise representing sensor and environmental effects. Importantly, these perturbations preserve the underlying
dependency structure encoded in the analytical model. The resulting time-domain signals serve as direct inputs to the
neural network models in subsequent stages of the framework.

Analytical dataset. The analytically generated time-domain signals form the analytical dataset. It comprises a structured
collection of vibration signals representing fundamental fault signatures across a controlled range of operating conditions
and fault severity levels.

Within the proposed framework, the analytical dataset is incorporated according to the analytical-data integration
strategies defined in Step 5 and executed during model training (Step 6 in Figure 1). Depending on the selected strategy,
analytical signals are used either jointly with target-domain data during training or as a pretraining source prior to
target-domain fine-tuning. The analytical dataset provides structured fault-related information that is typically scarce or
absent in real-world target subsets, particularly under severe failure-data scarcity.

2.5 Analytical-Data Integration Strategies

To determine whether analytically simulated vibration signals provide measurable benefit under controlled target-domain
data scarcity, this step introduces the third experimental factor of the design (corresponding to Step 5 in Figure 1): the
mode of analytical-data usage during model training.

Three analytical-data integration strategies are defined:

• Target-only training (MT ). Models are trained exclusively on the regime-specific target subset. No analytical
data are used. This strategy establishes the baseline performance achievable under limited and potentially
imbalanced target-domain supervision.

• Joint analytical–target training (MJAT ). Analytical and regime-specific target subsets are used jointly during
training. Both data sources contribute to parameter updates, while validation and performance monitoring
are conducted exclusively on target-domain samples. This strategy evaluates whether simultaneous exposure
to structured analytical fault signatures and target measurements improves performance across different
data-scarcity regimes.

• Analytical pretraining with target fine-tuning (MTFT ). Models are first pretrained on the analytical dataset
to learn generic fault-related representations and subsequently fine-tuned on the regime-specific target subset.
Fine-tuning operates exclusively on target-domain data. This strategy evaluates whether analytical data are
more effective as an initialization mechanism rather than as complimentary training data.

All strategies share identical architecture, preprocessing, optimizer configuration, and early-stopping criteria. No
architectural or optimization parameters are modified across strategies; only the integration mechanism differs. Imple-
mentation details are specified in the case study.

The integration strategies are applied independently across all scarcity regimes defined in Step 3. The Cartesian
combination of integration strategies and scarcity factors forms a factorial experimental design, enabling estimation
of both the main effect of analytical-data integration and its interaction with healthy-sample availability and fault
prevalence.

2.6 Model Training Protocol

Step 6 defines the training and validation procedure applied to each experimental run. An experimental run corresponds
to a unique combination of healthy sample availability, fault prevalence, analytical-data integration strategy, and subset
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repetition index. Because each data-scarcity regime is realized multiple times through independent sampling (Step 3),
the complete training procedure is executed independently for every repetition.

Stratified three-fold cross-validation is employed to analyze training stability and validation behavior under regime-
specific data constraints. Within each fold, models are trained with early stopping based on validation loss. The model
is then reinitialized and trained once on the full regime-specific training data. This refitted model constitutes the final
model for that run and is subsequently used for unseen evaluation (Step 7).

For strategies involving analytical pretraining followed by fine-tuning, the fine-tuning protocol is determined once in a
separate prescreening experiment. The selected fine-tuning configuration remains fixed across all regimes.

Detailed implementation aspects, including batch construction and data-source composition, are provided in the case
study section.

2.7 Final Evaluation

Step 7 defines the final performance assessment and statistical analysis procedure. Evaluation is conducted exclusively
on the unseen dataset defined in Step 1. This dataset represents operational measurement conditions and remains strictly
excluded from analytical simulation, subset construction, cross-validation, and hyperparameter selection. For each
experimental run, unseen evaluation is performed once using the corresponding final refitted model obtained in Step 6.
Case-specific performance metrics appropriate to the operational task are computed for each run. The exact set of
reported metrics is defined in the case study.

The experimental design comprises three independently varied factors—healthy sample availability, fault prevalence,
and analytical-data integration strategy. Performance outcomes are analyzed to estimate main and interaction effects
across these factors.

3 Case Study: Rotating-Shaft Unbalance

This case study implements the proposed experimental framework on a publicly available dataset of rotating-shaft
unbalance released by Mey et al. [2020a], available through the Fraunhofer Fordatis research data repository. The
dataset provides discrete unbalance severity levels and controlled speed variations, enabling systematic evaluation of
model behavior under varying data-scarcity regimes and analytical-data integration strategies.

Shaft unbalance represents a physically interpretable fault mechanism in which vibration amplitude is governed by
centrifugal excitation and rotational speed. This makes it well suited for assessing whether simplified analytically
simulated signals can provide meaningful fault-related structure under controlled target-domain data scarcity.

A detailed description of the experimental testbed and data acquisition procedure is provided in the original paper Mey
et al. [2020b].

3.1 Experimental Setup and Data Acquisition

The experimental data were collected on a rotating-shaft testbed designed to enable reproducible unbalance conditions
under controlled operating settings. An overview of the setup and the applied rotational speed profiles are shown in
Figure 3.

The system consists of an electronically commutated DC motor driving a steel shaft supported by a roller bearing
housed in a rigid bearing block. Vibration signals are measured using accelerometers mounted on the motor housing
and bearing block, sampled synchronously at 4096 Hz.

Shaft unbalance is introduced using an unbalance holder mounted behind the bearing. Known masses are inserted at
predefined radii, enabling controlled and repeatable severity levels. Five configurations are provided: one balanced
reference condition (severity level 0) and four increasing unbalance levels (levels 1-4), defined by combinations of
added mass and attachment radius. The corresponding parameters are summarized in Table 1.

For each severity level, two independent recordings are available: a development dataset and an evaluation dataset.
Between recordings, the testbed was fully disassembled and reassembled, introducing variability in mounting and
boundary conditions.

Vibration signals were recorded under steady-state operation while motor voltage was varied in discrete steps. In the
development dataset, voltage ranges from 2.0 V to 10.05 V in 0.05 V increments; in the evaluation dataset, from 4.0 V
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(a) Testbed.
(b) Schematic drawing of the testbed.

(c) Setpoint for the rotation speed
during data acquisition.

Figure 3: An overview of the testbed, a schematic illustration, and the applied rotational speed profiles (adapted from ?)

Table 1: Parameters of recorded datasets, adapted from cite the original paper.

ID Radius (mm) Mass (g)
Dataset Recording Duration (s)

Development Evaluation
0D/0E – 0 6438 1670
1D/1E 14 ± 0.1 3.281 ± 0.003 6434 1673
2D/2E 18.5 ± 0.1 3.281 ± 0.003 6434 1669
3D/3E 23 ± 0.1 3.281 ± 0.003 6430 1672
4D/4E 23 ± 0.1 6.614 ± 0.007 6340 1675

to 8.1 V in 0.1 V increments. Each voltage level is maintained for 20 s, yielding discrete steady-state rotational speeds
spanning approximately 300–2300 RPM (5–38 Hz).

Rotational speed values used in the analysis are derived from the voltage–speed calibration model provided in Mey
et al. [2020b]. This indirect estimation introduces small deviations between nominal and actual shaft speed, reflecting
realistic measurement uncertainty.

3.2 Signal Preprocessing and Dataset Preparation

Raw vibration recordings from the development and evaluation datasets are processed using a unified preprocessing
pipeline following the methodology described in ?. Preprocessing consists of data cleaning and segmentation.

Data cleaning includes removal of unstable startup and shutdown intervals, transient segments immediately following
voltage changes, and corrupted signal portions. The cleaned signals are segmented into overlapping 1-second windows
(4096 samples) with a step size of 1024 samples. This yields fixed-length inputs for neural network training while
increasing the effective sample count through controlled overlap.

To ensure that retained segments primarily reflect speed-dependent unbalance behavior rather than structural resonance,
resonance regions are excluded. Resonance intervals are identified by inspecting amplitude–speed curves and removing
speed ranges exhibiting broadband amplification across all severity levels. Isolated outlier segments with abnormal
amplitude characteristics are also discarded. The resulting data consist of steady-state vibration segments suitable for
dataset preparation.

Following preprocessing, the data are organized according to the functional roles defined in Subsection 2.1 of the
framework: target dataset, reference dataset, and unseen dataset.

Target dataset. From the fully preprocessed development recordings, a fixed target dataset is constructed once to serve
as the base sampling pool for data-scarcity regime configuration. A total of 5000 segments are randomly selected, with
exactly 1000 samples drawn from each severity level (0–4), ensuring class balance within the base pool. This base
dataset remains unchanged throughout the study; all data-scarcity regimes are generated subsequently by controlled
resampling from this fixed pool.

During model development, severity labels are retained (multiclass formulation) to enable structured representation
learning. Binary fault detection performance is derived at evaluation time by mapping all non-zero severity levels to a
single fault class.
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Reference dataset. All remaining segments from the preprocessed development recordings that are not assigned to the
target dataset are designated as reference data for analytical simulation. These data are used exclusively to estimate
amplitude-scaling dependencies and fault-related spectral characteristics required for analytical signal generation. The
reference dataset retains multiclass severity labels, which define the severity structure represented in the analytically
simulated data.

Unseen dataset. Evaluation recordings from the experimentally collected dataset remain strictly separated from
development data. They are processed using the identical preprocessing pipeline as development recordings. The
resulting segments constitute the unseen dataset used exclusively for final performance assessment.

Because the operational objective in deployment is binary fault detection (presence vs. absence of a fault), final model
evaluation is performed in a binary setting. Although models are trained using multiclass severity labels, their outputs
are deterministically mapped to a binary decision: severity level 0 represents the healthy class, while all non-zero
severity levels are merged into a single fault class.

To ensure stable and interpretable assessment, the unseen dataset is constructed to contain balanced numbers of healthy
and faulty samples. Fault samples are selected randomly across all severity levels such that the combined fault class
matches the number of healthy samples.

3.3 Core Model Architecture Selection

Following the protocol defined in Subsection 2.2, backbone architecture selection is performed once using the full
target dataset with multiclass supervision and stratified three-fold cross-validation.

The candidate search space spans key architectural and optimization parameters:

• number of convolutional blocks (3 or 4),
• base number of convolutional filters (32 or 64),
• convolutional kernel size (7, 15, or 31 samples),
• batch size (64 or 128),
• learning rate (10−3 or 3× 10−4).

This results in 48 candidate configurations. All other architectural components are held fixed across candidates,
including batch normalization with ReLU activations, max-pooling (factor 2), and a classification head with dropout
(0.3) and L2 regularization (10−4). Models are trained using the Adam optimizer for up to 50 epochs with early stopping
based on validation loss (patience of 10 epochs).

Time-domain vibration segments serve as the primary input to the network. Rotational speed is incorporated as an
auxiliary scalar input via late fusion prior to the classification head.

Table 2 summarizes the three best-performing configurations identified during screening. Reported values correspond
to mean best validation accuracy and loss across 3-fold cross-validation on the full target dataset. Although Run 26
achieves the highest mean validation accuracy, it exhibits higher validation loss and longer training time than Run 29.
Run 29 achieves the lowest validation loss while maintaining comparable accuracy and improved computational
efficiency. Run 30 is dominated by Run 29 in both metrics.

Based on this near-best performance criterion and validation-loss behavior, the configuration corresponding to Run 29 is
selected as the fixed backbone architecture for all subsequent data-scarcity and analytical-data integration experiments.

Table 2: Top-performing core model configurations identified during architecture screening. The selected configuration
is highlighted in bold.

Run Conv. Blocks Filters Kernel Size Batch Size Learning Rate Val. Acc. / Loss

26 4 32 7 64 0.0005 0.970 / 0.100
29 4 32 15 64 0.0010 0.965 / 0.097
30 4 32 15 64 0.0005 0.962 / 0.112

3.4 Data Scarcity Regime Configuration

Following Subsection 2.3, controlled data-scarcity regimes are constructed from the fixed target dataset. Each regime is
defined by a unique combination of healthy sample availability and fault prevalence.
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Target subsets are constructed by varying these two factors using the following parameter values:

• Healthy sample availability
Hamount ∈ {1000, 100, 10},

• Fault prevalence (healthy-to-fault ratio)

Fratio ∈ {1:4, 1:1, 1:0.1, 1:0}.

The amount of healthy samples represent progressively more restrictive supervision scales. The fault prevalence ratio
1:4 corresponds to a balanced multiclass configuration with one healthy class and four fault severity classes. The 1:1
ratio represents a balanced binary setting with equal numbers of healthy and faulty samples. The 1:0.1 ratio captures
fault-scarce regimes in which failure samples are present but rare. The 1:0 configuration represents complete absence of
fault samples in the target subset.

For each regime, the healthy sample budget Hamount is fixed first. When faulty samples are present, they are distributed
as evenly as possible across all severity levels to preserve balanced multiclass supervision within the fault category.
Any remainder introduced by integer division is resolved by randomly assigning additional samples to a subset of fault
classes, ensuring that no fault class differs by more than one sample. The selected fault ratio then together with the
healthy sample budget determines the total number of faulty samples included in the subset.

The Cartesian combination of the two factors results in 3 × 4 = 12 distinct scarcity regimes. For each regime, ten
independent subset instances are generated by random sampling without replacement from the fixed target dataset using
different random seeds. This preserves identical class counts across repetitions while capturing variability induced by
sample selection.

Once constructed, identical subset instances are reused across all analytical-data integration strategies. This ensures that
observed performance differences are attributable to the experimental factors rather than incidental sampling variation.

3.5 Analytical Simulation Instantiation

Following Subsection 2.4 of the framework, analytically simulated vibration signals are generated for the rotating-shaft
unbalance fault using the reference dataset. The objective is to construct simplified yet physically grounded signals
that capture the dominant unbalance mechanism while remaining analytically controlled. The resulting workflow with
examples from this case study is summarized in Figure 4.

Physics-Informed Dependency Assumption

For rotating-shaft unbalance, the dominant vibration signature appears at the fundamental rotational frequency (1×
component). Its frequency is directly determined by shaft speed, ensuring a well-defined spectral location across
operating conditions.

The excitation mechanism is centrifugal force caused by uneven mass distribution on the rotating shaft. Unbalance
severity is characterized by added mass m and attachment radius r. Together with rotational speed s, these parameters
define the centrifugal force

Fcentrifugal = mrω2, (1)

where

ω = 2πs. (2)

The centrifugal force descriptor Fcentrifugal is used to model the amplitude scaling of the fundamental vibration compo-
nent.

Parameter Estimation and Validation

Reference signals are transformed to the frequency domain, and the amplitude of the fundamental rotational component
is extracted. Model fitting is performed using measurements at four nominal rotational speeds: 12 Hz, 18 Hz, 32 Hz,
and 36 Hz. Since recorded speeds exhibit minor measurement imprecision, a tolerance of ±0.1 Hz is applied around
each nominal speed during sample selection. This results in a fitting dataset of n = 1,567 samples.

A single-feature linear ordinary least squares regression model is used to relate the centrifugal-force descriptor to the
extracted 1× amplitude. On the fitting dataset, the model achieves R2 = 0.90. Validation on the remaining reference
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Figure 4: Analytical simulation workflow for the rotating-shaft unbalance case study.

data (n = 35,552 samples across all the speeds ranging from 5 Hz till 38 Hz) yields R2 = 0.83, indicating stable
generalization across speeds and severity levels.

Analytical Signal Generation

Using the validated amplitude dependency, synthetic vibration signals are generated across a controlled grid of operating
conditions. Rotational speeds are sampled from 10 Hz to 41 Hz in 1 Hz increments (31 discrete speeds), and all five
severity levels (0–4) are included. This results in 155 distinct (speed, severity) configurations. For each configuration,
100 time-domain signals are generated, yielding a total of 15,500 analytically simulated samples.

For each configuration, the regression model determines the amplitude of the fundamental rotational component. A
sinusoidal signal at the corresponding rotational frequency is synthesized and augmented with controlled stochastic
perturbations, including small amplitude variations, minor frequency offsets, and additive broadband noise to emulate
measurement variability.

Selected generated signals are transformed to the frequency domain for qualitative verification against reference spectra
(Figure 4). These comparisons are used solely for validation and visualization and do not influence the generation
process.

3.6 Analytical-Data Integration Strategies Configuration

The three integration strategies (MT , MJAT , and MTFT ) are instantiated within the rotating-shaft unbalance case study
using the regime-specific target subsets and the analytically generated dataset described above. Across all configurations,
the backbone architecture, preprocessing pipeline, and data scarcity regimes remain identical. Only the manner in
which analytical data are incorporated during training differs between strategies.

3.7 Model Training

All models are trained using the fixed backbone architecture selected in Section ??. Optimization is performed with the
Adam optimizer using cross-entropy loss under multiclass supervision. The maximum number of epochs is 50 with
early stopping based on validation loss (patience = 10). Weight decay is fixed at 10−4, and learning rate and batch size
correspond to the configuration identified during core model architecture screening.
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A stratified three-fold cross-validation is used to assess fold-level training stability under each regime-specific data
configuration. Early stopping and validation-based checkpoint selection are applied within each fold. After cross-
validation diagnostics, a final model is retrained on the complete regime-specific training data.

Target-only training (MT ). Training is performed exclusively on the regime-specific target subset. Mini-batches
consist only of target samples. Cross-validation folds are constructed from the target subset, preserving class proportions
across folds. After fold-level diagnostics, the model is reinitialized and trained once on the full target subset.

Joint analytical–target training (MJAT ). Training incorporates both regime-specific target data and analytically
simulated data. Within each fold, mini-batches are constructed jointly from the two data sources. Target samples are
capped at 25% of each batch whenever sufficient target samples are available, with the remaining samples drawn from
the analytical dataset. In regimes with extremely limited target data, target samples may be reused across batches to
maintain stable gradient updates. Validation remains defined on the target subset. After cross-validation diagnostics, the
model is reinitialized and trained once on the full regime-specific target subset.

Analytical pretraining with fine-tuning (MTFT ). Analytical pretraining is conducted once, with mini-batches
consisting exclusively of analytically simulated samples. Stratified three-fold cross-validation is performed on the
analytical dataset. A final model is then pretrained on the complete analytical dataset. The resulting pretrained
checkpoint is reused for all regime-specific fine-tuning runs.

Prior to applying fine-tuning under scarcity conditions, a dedicated prescreening experiment was conducted on the full
target dataset to determine the fine-tuning protocol. The candidate fine-tuning configurations and their corresponding
validation results are summarized in Table 3. Full-network fine-tuning with a learning rate of 10−3 achieved the highest
validation accuracy and the lowest validation loss and was therefore selected as the default fine-tuning protocol. For
each regime-specific target subset, the pretrained checkpoint is loaded and fine-tuned once on the entire subset. The
resulting fine-tuned model constitutes the final model for that run.

Table 3: Fine-tuning protocol selection for analytically pretrained models (M_TFT). Reported values correspond to
mean validation accuracy and loss across stratified cross-validation. The selected configuration is highlighted in bold.

Strategy Mean Validation Accuracy Mean Validation Loss

Head-only (lr = 10−3) 0.888 0.308
Full-network (lr = 10−3) 0.994 0.028
Full-network (lr = 10−4) 0.950 0.153

3.8 Final Evaluation and Factor-Wise Analysis

Final evaluation is performed on the unseen dataset using the corresponding final refitted model for each combination
of training strategy, data-scarcity regime, and subset repetition.

Although all models are trained under multiclass supervision, the unseen dataset is formulated as a binary fault detection
task. Model predictions are therefore mapped to a binary decision, where severity level 0 represents the healthy class
and severity levels 1–4 are merged into a single fault class. All reported performance metrics are computed based on
this binary formulation.

Performance on the unseen dataset is quantified primarily using the F1-score. Accuracy is additionally reported for
completeness. For each regime–strategy combination, metrics are aggregated across repeated subset instances and
summarized using mean and standard deviation.

The aggregated results are subsequently analyzed to assess main effects and interaction effects of the experimental
factors, including healthy sample availability, fault prevalence, and analytical-data integration strategy. Factor-wise and
interaction analyses are conducted on the binary evaluation metrics to quantify performance degradation patterns.

4 Results

This section quantifies neural network performance within the controlled factorial framework defined in Section 2.
The analysis is structured around the three experimental factors: fault prevalence (Fratio), healthy sample availability
(Hamount), and analytical-data integration strategy (Aintegration).

The empirical performance landscape is first characterized across the full factorial grid. Main and interaction effects are
then estimated using a linear mixed-effects model, and variance is decomposed to distinguish structured regime effects
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Figure 5: Mean unseen F1-score across the full factorial grid of fault prevalence (Fratio), healthy sample availability
(Hamount), and analytical-data integration strategy (Aintegration). A shared color scale is used across panels.

from sampling-induced variability. Finally, regime-dependent strategy dominance is synthesized and implications for
analytical-data integration under supervision scarcity are derived.

4.1 Performance Landscape under Controlled Data Scarcity

Figure 5 summarizes the mean F1-score from unseen test across the complete factorial grid defined by fault prevalence,
healthy sample availability, and analytical-data integration strategy.

Performance varies most strongly with fault prevalence. For target-only training (MT ), unseen F1 collapses in the
fault-absent regime (1:0) across all values of Hamount. Introducing even limited fault samples (1:0.1) leads to substantial
performance recovery, followed by further improvement toward more balanced regimes (1:1 and 1:4). Increasing
Hamount generally improves performance within each Fratio level, although gains diminish at higher supervision levels.

Strategies incorporating analytical data modify this landscape in a regime-dependent manner. In moderately imbalanced
regimes (1:0.1-1:1), analytical pretraining followed by fine-tuning (MTFT ) frequently achieves the highest unseen F1,
indicating that analytically generated signals provide useful structural information when fault supervision is limited. In
the fault-absent regime (1:0), joint analytical-target training (MJAT ) reaches substantially higher performance than
both MT and MTFT , particularly at Hamount ≥ 100.

In contrast, in fault-rich regimes (1:4) with larger Hamount, differences between integration strategies become small and
target-only training becomes competitive. No single integration strategy dominates uniformly across all data-scarcity
regimes.

Overall, the empirical performance landscape exhibits a structured dependence on Fratio, with secondary modulation
by Hamount and Aintegration. These descriptive trends motivate the formal factorial analysis presented in the following
subsection.

4.2 Factorial Effect Analysis

To quantify the structured performance variations observed in Section 4.1, a linear mixed-effects model was fitted with
unseen F1-score as the response variable. Fault prevalence, healthy sample availability, and analytical-data integration
strategy were modeled as categorical fixed effects. All main effects and two-way interactions were included. A random
intercept for subset repetition was introduced to account for sampling variability.

Main effects. Figure 6 shows that fault prevalence exhibits the largest main effect. Predicted unseen F1 increases
from the fault-absent regime (1:0) to the fault-rich regime (1:4), confirming that the presence of fault supervision is the
dominant determinant of achievable detection performance.

Healthy sample availability shows a secondary but consistent positive effect. Increasing Hamount improves performance,
with diminishing returns between 100 and 1000 samples.

14



arXiv Template A PREPRINT

1:0 1:0.1 1:1 1:4
Fratio

0.0

0.2

0.4

0.6

0.8

1.0
M

ea
n 

un
se

en
 F

1

10 100 1000
Hamount

M_T M_JAT M_TFT
Aintegration

Figure 6: Model-adjusted main effects on unseen F1. Marginal means are derived from the full factorial mixed-effects
model by averaging over the remaining factors.

When averaged across regimes, differences between integration strategies are comparatively small, indicating that
strategy alone does not determine performance independently of data scarcity conditions.

Interaction effects. As can be seen in Figure 7, a strong interaction is observed between Fratio and Aintegration. In
fault-scarce and moderately imbalanced regimes (1:0 and 1:0.1), strategies incorporating analytical data significantly
outperform target-only training. As fault prevalence increases, performance differences between strategies diminish.

The interaction between Fratio and Hamount indicates that increasing healthy supervision results in meaningful gains
primarily when fault samples are present. In the absence of faults (1:0), increasing Hamount alone does not recover
performance.

The interaction between Hamount and Aintegration is weaker but observable. Joint analytical-target training benefits more
strongly from increased healthy supervision, whereas analytical pretraining with fine-tuning shows comparatively stable
behavior across Hamount levels.

Variance structure. Variance decomposition from the mixed-effects model, presented in Figure 8, indicates that
structured experimental factors account for the overwhelming majority of performance variability. Fixed effects (main
effects and two-way interactions) explain 89.31% of total variance, while the random repetition effect contributes 0.00%.
The remaining 10.69% is attributed to residual variability.

These results demonstrate that unseen performance differences are driven almost entirely by systematic regime effects
defined by Fratio, Hamount, and Aintegration, rather than by stochastic sampling variation across repetitions. The negligible
contribution of the repetition term confirms that the controlled factorial design captures the dominant sources of
variability in the experimental setting.

Effect size analysis. To quantify the relative contribution of individual experimental factors within the factorial
model, effect sizes were estimated for all main effects and two-way interactions. Figure 9 summarizes the resulting
contributions to the explained variance in unseen F1.

Fault prevalence (Fratio) exhibits by far the largest effect size, confirming that the availability of fault supervision is
the primary determinant of achievable detection performance. Healthy sample availability (Hamount) contributes a
smaller but still noticeable effect, while the analytical-data integration strategy (Aintegration) alone shows a comparatively
moderate influence.

Interaction terms also play an important role. In particular, the Fratio ×Hamount and Fratio ×Aintegration interactions exhibit
substantial effect sizes, indicating that the impact of healthy supervision and analytical data integration depends strongly
on the underlying fault prevalence regime. These results corroborate the interaction patterns observed in Figure 7 and
further highlight the regime-dependent nature of performance in data-scarce fault detection settings.
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Figure 8: Variance decomposition of unseen F1 estimated by the mixed-effects model.

4.3 Integration Strategy Insights

Figure 10 summarizes the dominance patterns of analytical-data integration strategies across the full factorial grid. The
boundaries observed in the winner map align with the interaction effects identified by the mixed-effects model and
reveal structured regime-dependent behavior.

In fault-rich regimes (1:4), differences between strategies are negligible and target-only training (MT ) achieves
performance comparable to analytical-data-based approaches. Under moderate imbalance (1:0.1–1:1), analytical
pretraining with fine-tuning (MTFT ) most consistently attains the highest unseen F1, indicating that analytically
induced representations provide useful structural bias when limited fault supervision is available.
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Figure 10: Winner map summarizing the best-performing analytical-data integration strategy per controlled data-scarcity
regime. Color indicates the dominant strategy in each (Fratio, Hamount) cell, while bubble size is proportional to the
corresponding mean unseen F1-score.

In the fault-absent regime (1:0), joint analytical–target training (MJAT ) exhibits the most reliable performance,
particularly when Hamount ≥ 100. This suggests that simultaneous exposure to analytical fault signatures and real
healthy samples stabilizes learning when no target-domain fault data are present.

Overall, integration strategy effectiveness is explicitly conditioned on the supervision configuration defined by (Fratio,
Hamount). The winner map therefore provides a structured guide for selecting analytical-data integration strategies
under different data-scarcity regimes.
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4.4 Synthesis of Findings

The experimental analysis yields four structured conclusions:

• Dominant role of fault prevalence. Fault prevalence (Fratio) is the primary determinant of achievable
detection performance, explaining the largest share of variance and defining the global supervision hierarchy.

• Secondary influence of healthy data availability. Healthy sample availability (Hamount) exerts a consistent
but smaller effect, with diminishing returns at higher supervision levels.

• Conditional benefit of synthetic data integration. Analytical-data integration provides measurable perfor-
mance gains primarily under fault-scarce and moderately imbalanced regimes, rather than offering universal
improvement.

• Structured regime dominance. The high proportion of variance explained by fixed experimental factors
(89.31%) confirms that performance differences are systematically governed by the factorial regime structure
rather than stochastic sampling variability.

Together, these results demonstrate that analytically simulated signals function as a regime-dependent inductive bias
under controlled supervision scarcity. More broadly, the proposed factorial benchmarking framework enables principled,
data-regime-aware evaluation and selection of analytical-data integration strategies.

5 Conclusions

Vibration-based fault detection for rotating equipment is constrained by data scarcity, particularly when fault samples
are rare or entirely absent. Addressing this challenge requires not only additional data sources but also a structured
understanding of how different dimensions of data scarcity influence learning behavior.

This work introduced a controlled factorial benchmarking framework to systematically analyze the effects of fault
prevalence, healthy sample availability, and synthetic data integration strategy on neural network-based fault detection.
Rather than focusing on simulation fidelity, deliberately simplified analytical vibration signals were employed as
a minimal, physics-informed experimental tool to enable controlled comparison of integration mechanisms across
structured scarcity regimes.

The results demonstrate that fault prevalence is the dominant determinant of achievable detection performance,
explaining the largest share of performance variance and defining the global supervision hierarchy. Healthy data
availability exerts a secondary but consistent influence. Synthetic data integration provides measurable performance
improvements under fault-scarce and moderately imbalanced regimes, with gains of up to 13% in unseen F1-score.
However, these benefits are explicitly regime-dependent. Different integration strategies become preferable under
different supervision configurations, and no single strategy dominates across all data scarcity regimes.

These findings highlight three key implications. First, carefully acquiring even a limited number of representative fault
samples is substantially more impactful than increasing the volume of healthy data. Fault prevalence is the dominant
driver of detection performance, indicating that targeted collection of failure information should be prioritized over
indiscriminate expansion of nominal-condition datasets. Second, synthetic data can function as an effective inductive
bias under structured data scarcity, even when derived from highly simplified analytical formulations. Third, the
effectiveness of synthetic data depends critically on how it is integrated: different integration strategies are optimal
under different supervision regimes, and strategy selection should therefore be explicitly aligned with the underlying
data configuration rather than treated as universally optimal.

The present study is intentionally scoped as a controlled proof-of-concept on a single fault mechanism and experimental
setting using a fixed neural network architecture. Future work should extend the proposed framework to additional
fault types, heterogeneous rotating systems, and mismatched reference data scenarios. The systematic construction of
high-quality testbed datasets covering multiple failure modes, component types, and geometries would further support
data regime aware research across heterogeneous applications and provide a reusable experimental foundation for
studying data scarcity conditions in vibration-based fault detection.

Particular attention should also be given to healthy-only operating regimes, which dominate real industrial maintenance
settings but remain comparatively underexplored in the literature. In many practical deployments, machinery operates
almost exclusively under nominal conditions, with only occasional observations of specific failure modes. Developing
supervised learning strategies that remain effective when training data consist predominantly of healthy samples
therefore represents a critical direction for future research in data-scarce fault detection.
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