
Degree Project in Computer Science and Engineering

Second cycle, 30 credits

Energy-Aware Adaptive Video
Streaming Using Deep
Reinforcement Learning

Master Thesis

BAPTISTE BOUTAUD DE LA COMBE





Energy-Aware Adaptive Video
Streaming Using Deep
Reinforcement Learning

Master Thesis

BAPTISTE BOUTAUD DE LA COMBE

Degree Programme in Computer Science and Engineering
Date: February 27, 2026

Supervisors: Stefan Stojanovic, Franck Aumont
Examiner: Alexandre Proutière

School of Electrical Engineering and Computer Science
Host company: InterDigital
Swedish title: Energimedveten adaptiv videostreaming med hjälp av djup
förstärkningsinlärning



© 2026 Baptiste BOUTAUD DE LA COMBE



Abstract | i

Abstract
Video streaming accounts for the majority of global internet traffic, placing
significant demands on energy resources, particularly for mobile devices
with limited battery capacity and lifespan. Adaptive BitRate (ABR)
algorithms play a key role in this process by dynamically selecting video
quality levels to maintain user Quality of Experience (QoE) under varying
network conditions. However, most existing ABR schemes prioritize QoE
without considering energy efficiency, resulting in excessive power and data
consumption. To address these limitations, recent ABR algorithms have
introduced reinforcement learning–based approaches that jointly optimise
perceptual QoE and energy efficiency. However, new challenges arise:
current energy-aware models are often trained on limited datasets, struggle
to handle videos with diverse base energy consumption, and do not fully
exploit the range of parameters available when selecting video quality. This
thesis proposes an ABR system trained with reinforcement learning, with
two core contributions. First, we develop a new training method that
focuses on improving generalization across video content. Second, we
combine the ABR with Deep Pixel Value Reduction (DeepPVR) technology
to enhance the trade-off between QoE and energy consumption by introducing
an additional tunable parameter, video luminance reduction rate. The
proposed methods are evaluated from a client-side perspective in a simulated
environment, using real-world network traces (i.e. 3G, 4G, and 5G) and
on-device power measurements. The results demonstrate that the new
training procedure, combined with DeepPVR, improves both generalization
across video content and the QoE–energy trade-off relative to state-of-the-
art baselines, for energy and non-energy aware ABR. These outcomes could
enable streaming application developers to deploy more sustainable streaming
systems, reducing energy consumption while maintaining user satisfaction and
extending battery lifetime.

Keywords
Adaptive BitRate Streaming, Reinforcement Learning, Energy-aware Stream-
ing, Pixel Value Reduction, Device Energy Modeling, Mobile Video
Streaming, Quality of Experience, Objective and Subjective Quality Metrics
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Sammanfattning
Videoströmning står för merparten av den globala internettrafiken och ställer
betydande krav på energiresurser, särskilt för mobila enheter med begränsad
batterikapacitet och livslängd. Adaptive BitRate-algoritmer (ABR) spelar en
central roll i denna process genom att dynamiskt välja videokvalitetsnivåer för
att upprätthålla användarens upplevda kvalitet (Quality of Experience, QoE)
under varierande nätverksförhållanden. De flesta befintliga ABR-metoder
prioriterar dock QoE utan att beakta energieffektivitet, vilket leder till
överdriven energi- och dataförbrukning. För att hantera dessa begränsning-
ar har nyare ABR-algoritmer introducerat förstärkningsinlärningsbaserade
metoder som gemensamt optimerar perceptuell QoE och energieffektivitet.
Trots detta kvarstår flera utmaningar: nuvarande energimedvetna modeller
tränas ofta på begränsade datamängder, har svårt att hantera videor med
varierande grundläggande energiförbrukning och utnyttjar inte fullt ut det
parameterutrymme som finns tillgängligt vid val av videokvalitet. Denna
avhandling föreslår ett ABR-system tränat med förstärkningsinlärning med
två huvudsakliga bidrag. För det första utvecklas en ny träningsmetod med
fokus på förbättrad generalisering över olika videoinnehåll. För det andra
kombineras ABR med tekniken Deep Pixel Value Reduction (DeepPVR)
för att förbättra avvägningen mellan QoE och energiförbrukning genom
införandet av en ytterligare justerbar parameter: den luminansrelaterade
reduktionsgraden för videoinnehållet. De föreslagna metoderna utvärderas
ur ett klientsideperspektiv i en simulerad miljö med hjälp av verkliga
nätverksspår (3G, 4G och 5G) samt energimätningar på enheten. Resultaten
visar att den nya träningsmetoden, i kombination med DeepPVR, förbättrar
både generalisering över videoinnehåll och avvägningen mellan QoE och
energiförbrukning jämfört med moderna referensmetoder, både energimed-
vetna och icke-energimedvetna. Dessa resultat kan möjliggöra för utvecklare
av strömningstjänster att implementera mer hållbara strömningssystem
som minskar energiförbrukningen samtidigt som användartillfredsställelsen
bibehålls och batteriets livslängd förlängs.

Nyckelord
Adaptiv bitrate-strömning, förstärkningsinlärning, energimedveten strömning,
pixelvärdesreduktion, energimodellering för enheter, mobil videoströmning,
upplevd kvalitet (QoE), objektiva och subjektiva kvalitetsmått.
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Chapter 1

Introduction

Video streaming has become the dominant form of online internet traffic,
with billions of users consuming daily video content on platforms such as
YouTube, Netflix, or Twitch [1]. To ensure smooth playback under varying
network conditions, modern streaming systems employ Adaptive BitRate
(ABR) algorithms. These algorithms dynamically select the quality level
of each video chunk, typically aiming to maximize the viewer’s Quality
of Experience (QoE) by balancing video quality, startup delay, playback
smoothness, and stall avoidance [2].

While traditional ABR algorithms are effective in practice, they often
overlook an increasingly important factor: energy consumption. The growing
demand for streaming and the constant improvement of content resolution
make energy efficiency a critical concern [3]. Higher video bitrates improve
visual quality but also increase energy consumption on the whole streaming
pipeline, from network transmission to device decoding and display. This
trade-off introduces the need for green ABR approaches that explicitly
consider both QoE and power consumption.

Recent research has explored energy-aware ABR algorithms, which aim to
strike a balance between user experience and device energy savings [4, 5]. In
particular, the GreenABR family demonstrates how Reinforcement Learning
(RL) can be used to make intelligent bitrate decisions that take into account
not only for throughput and buffer state but also for perceptual quality and
energy costs [5]. By modeling video streaming as a sequential decision-
making problem, RL frameworks enable ABR agents to learn policies that
optimize the tradeoff between quality and energy efficiency.
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The purpose of this study is to reduce the energy consumption of the video
streaming pipeline on mobile devices while maintaining an acceptable quality
of experience. Mobile users may benefit from this work through reduced
battery drain and extended battery lifetime. More broadly, data centres and
data transmission networks together account for approximately 1.5% of global
electricity consumption in 2023 [6], while video streaming represents the
dominant share of Internet traffic, reaching approximately 82% of total IP
traffic [7]. Although server-side and network energy consumption are outside
the scope of this thesis, prior energy-aware ABR studies indicate that reducing
transmitted video data while preserving perceptual quality can lower energy
usage at the device level [5]. Such reductions may also indirectly contribute
to lowering the energy demand of data transmission infrastructures.

In order to reduce streaming consumption, the goal of this thesis is to
design, implement, and evaluate an energy-aware adaptive bitrate streaming
system based on reinforcement learning that jointly optimizes perceptual video
quality and device energy consumption. To this end,

• A comprehensive review of existing adaptive bitrate algorithms is
conducted.

• A video dataset is constructed with extracted content and energy-related
features.

• Device energy consumption is measured experimentally on mobile
hardware.

• A reinforcement learning environment is designed to model device
behavior during streaming.

• A training policy is implemented to learn energy-aware adaptation
strategies.

• The proposed approach is evaluated and compared against state-of-the-
art adaptive bitrate streaming baselines.

This thesis adopts an empirical approach. The main assumption is:
the effectiveness of energy-aware adaptive streaming algorithms is best
assessed through empirical evaluation under realistic conditions rather
than through analytical modeling. Moreover, adaptive streaming involves
sequential decision-making under uncertainty, with complex interactions
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between network conditions, playback dynamics, perceptual quality, and
energy consumption. Consequently, reinforcement learning is selected as
the primary methodological framework. Compared to heuristic-based control
approach, reinforcement learning enables long-term objectives and a better
adaptability. The research methodology combines dataset creation, feature
extraction, on-device energy measurement, and simulation-based training and
evaluation. Quality evaluation is ensured through cross-validation on video
content, and comparative evaluation against state-of-the-art baselines. A
detailed description of the methodology is provided in Chapter 3.

Several delimitations apply to this work. The proposed adaptive bitrate
streaming model is trained and evaluated in a simulated environment rather
than on a real mobile device, which may not capture all system-level effects.
The analysis focuses exclusively on device-side energy consumption, while
the energy impact of network and server infrastructures is outside the scope of
this study. Finally, the evaluation is conducted on a dataset of ten videos using
a single video codec (HEVC), which limits the generalization of the results to
other codecs and larger content collections.

Chapter 2 reviews the state of the art in adaptive bitrate streaming.
Chapter 3 describes the methodology adopted in this work, including dataset
construction, simulation framework, energy measurement procedures, and
training strategy. Chapter 4 presents the experimental setup and preliminary
analyses. The final results and comparisons with baseline methods are
presented and discussed in Chapter 5. Finally, Chapter 6 concludes the thesis
and outlines potential directions for future work.
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Chapter 2

Related work

This chapter provides a overview of the current state of the art related to
Adaptive BitRate (ABR) streaming. It begins by introducing the technical
foundations of Model-Predictive Control (MPC) and Reinforcement Learning
(RL), which are increasingly used to design more efficient ABR algorithms.
We discuss why RL methods over are more efficient than MPC to handle ABR
issues. Then, we explore the evolution of ABR from traditional Quality of
Experience (QoE) focused approaches to energy-aware solutions, which aim
to reduce device energy consumption while preserving user experience.

2.1 Technical Preliminaries
ABR algorithms can be grouped into three main families: heuristic-based,
MPC-based, and RL-based.

2.1.1 Heuristic Methods
Heuristic methods are approaches based on manually designed criteria rather
than on a mathematical model or an optimization process. In general, a
heuristic algorithm evaluates the current state of a system according to a
predefined metric and applies a rule that maps this evaluation to an action.
Although heuristics do not guarantee optimality, they can lead to good
performances with low computational complexity. One famous heuristic is
A*, widely used for path solving problem [8].

Their main limitation lies in their lack of adaptability beyond the scenarios
anticipated during their design.
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2.1.2 Model-Predictive Control
Model-Predictive Control is a control method that, unlike heuristic algorithms,
forecasts short-term system evolution and jointly optimizes the next decision
with the future ones.

MPC is a Control method that needs a Model of how a system behaves and
uses it to Predict the most promising action according to specific goals and
constraints. MPC uses its model to simulate several possible action sequences
over a time window between two actions. At the end of this time window, the
model must act, selecting the action that best meets the goals while staying
within the constraints, according to the simulated action sequences. The
method requires a cost function to discriminate the sequences. The model
then transmits the first action in the sequence to the system, which applies
it. After applying the action, the MPC repeats the process, updating its plan
based on new information.This constant re-planning makes MPC adaptive, so
it can react smoothly to changes while always aiming for the best possible
performance.

However, MPC requires a reliable model in order to predict how the system
will behave. Even if the model has a low error rate, this accumulates during
sequence simulation. This is why the MPC use case can be limited to systems
that are easy to model or to limited sequence lengths.

2.1.3 Reinforcement Learning
Reinforcement Learning (RL) is a branch of machine learning in which a
decision-making process, called an agent, learns to make decisions through
trial and error by interacting with the system, called an environment, as shown
in figure 2.1. At each step, the agent selects an action and receives feedback
in the form of a reward, which is a function that assigns a numerical value
to the pair (environment state, action). Over time, the agent learns a policy
(𝜋), which is a mapping from states to actions that maximizes the expected
long-term cumulative reward.

RL is commonly formulated using a Markov Decision Process (MDP), a
mathematical framework for modeling sequential decision-making problems
under uncertainty. An MDP represents the interaction between an agent and
its environment through a set of states, a set of actions, a transition model
specifying the probability of moving from one state to another, and a reward
function that evaluates the outcome of each action. The defining property of
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Figure 2.1: Reinforcement learning loop [9] (licensed under CC0 1.0
Universal)

an MDP is the Markov property, which assumes that the next state depends
only on the current state and action, and not on prior history.

Formally, an MDP is described in terms of three key elements that define
the agent’s interaction with the environment and guide its learning process:

• State (𝑠𝑡): A description of the environment at a specific moment in
time, representing “where the agent is and what is happening right now”.
For example, in a chess game, the state is the current position of all
pieces on the board.

• Action (𝑎𝑡): A decision the agent can take in a given state. In a chess
game, an action could be moving a bishop to a specific position.

• Reward (𝑟𝑡): The immediate feedback received after taking an action
(𝑎𝑡) in a given state (𝑠𝑡), indicating whether the action was beneficial.
The agent aims to choose actions that maximize future rewards. In
chess, the agent may be rewarded for capturing a piece or winning the
game and penalized for losing a piece or the game.

We can define two other terms:

• An episode (𝜏) is a sequence of states and actions, starting from an initial
state and ending at a terminal state.

• The return (𝑅(𝜏)) is the accumulated reward over an episode.
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Reinforcement Learning methods aim to learn a decision-making policy
(𝜋) that maximizes an objective function: the value function (𝑉𝜋). This
function formalizes the notion of long-term performance. In most RL
formulations, the value function is defined as the expected return, that is, the
expected cumulative reward obtained by the agent over time when following a
given policy

More formally, the value function is:

𝑉𝜋(𝑠) = 𝐸𝜏∼𝜋 [𝑅(𝜏) ∣ 𝑠0 = 𝑠]

Modern versions of Reinforcement Learning often rely on Deep Neural
Networks (DNNs), which are function approximators composed of multiple
layers of interconnected artificial neurons. Each layer processes information
by applying weighted transformations and nonlinear activation functions,
enabling the model to perform complex tasks. This process is called
forward propagation. However, the neural network weights must be trained,
so DNNs use gradient descent–based optimization methods to iteratively
adjust the weights and minimize the training error. This process is called
backpropagation.

When DNNs are combined with reinforcement learning, the resulting
framework is known as Deep Reinforcement Learning (DRL). In this setting,
neural networks are used to approximate key components of the RL system,
such as the policy or value function, making it possible to scale RL to problems
with large or continuous state spaces. For example, learning to win the game
of Go, or teaching robots how to walk [10] [11]. Today, most complex DRL
problems are solved with an actor-critic architecture.

Actor–Critic Methods Actor-critic methods are a family of RL algorithms
that learn a policy and a value function jointly. The policy (the actor) is
responsible for selecting actions, while the value function (the critic) provides
an estimate of the expected return. This estimate is used to assess the quality of
the actions chosen by the policy and to guide its improvement during training.

Asynchronous Advantage Actor Critic (A3C) and Advantage Actor
Critic (A2C) are representative actor-critic algorithms that mainly differ
in how experience is collected. A3C relies on multiple parallel agents
working asynchronously, while A2C uses a synchronized version of the same
approach [12].
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Proximal Policy Optimization (PPO) Proximal Policy Optimization is an
actor-critic method that optimizes the policy while explicitly limiting how
much the policy can change between successive updates. This constraint
improves training stability by preventing large policy updates that could
negatively impact performance [13].

2.2 Adaptive Bitrate (ABR) Algorithms
Adaptive Bitrate algorithms determine which video quality level should
be downloaded at each step of a streaming session. A wide range of
methodologies has been proposed in the literature, from simple heuristic
controllers to RL-based approaches. This section provides a structured
overview of these families of algorithms. We begin by describing the
operational context of ABR, then we introduce heuristic, MPC-based, and
RL-based designs, with particular attention to recent advancements that
incorporate energy-awareness into the decision process.

Figure 2.2: Adaptive Streaming

When users watch a video online, the content is streamed chunk by chunk
rather than in full. Modern streaming standards, such as DASH (Dynamic
Adaptive Streaming over HTTP) [14], divide each video into short chunks of a
few seconds (typically 2-6s). Each chunk is encoded at several discrete quality
levels parametrized by a specific bitrate values. As playback progresses, the
client must continuously select the bitrate of the next chunk. This decision
is handled by the ABR algorithm, as shown in figure 2.2, which observes
system signals such as estimated throughput and video buffer occupancy to
select the representation. It expects to maximize the user’s QoE, for example,
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by optimising visual quality while avoiding stalls and quality oscillations. [15].

Beyond traditional video-on-demand scenarios, ABR algorithms are also
used in Low-Latency (LL) and Ultra-Low-Latency (ULL) streaming contexts.
LL and ULL streaming refer to scenarios in which the end-to-end delay
between content production and playback must be significantly reduced.
Traditional HTTP-based streaming pipelines have end-to-end delays of 20-
40 s, whereas LL streaming targets delays below 5 s. ULL streaming aims
for delay lower than 2 s. Achieving LL and ULL performance requires
shorter chunk durations, faster segment availability, and ABR controllers
capable of reacting quickly to network fluctuations. These constraints limit
the applicability of ABR algorithms designed for high-latency scenarios.

In addition to latency and quality considerations, bitrate selection also
has a direct impact on energy consumption. Higher-quality video chunks
require more data to be downloaded, which uses more energy, both from
the network infrastructure and, mainly, from the device. To substantiate this
observation, we analyze our dataset (the methodology used to generate it is
detailed in Chapter 3) and present Figure 2.3, which illustrates the relationship
between the perceived quality metric VMAF, playback power consumption,
and video bitrate. The playback power consumption is equivalent to the
sum of the power consumed by the display and decoder components, this
is explained in more detail in the section.3.6. In the figure, both VMAF
and power consumption increase with the bitrate. However, the perceived
quality progressively saturates at higher bitrates, whereas power consumption
increases disproportionately. The large energy jumps correspond to changes
in spatial resolution. For instance, at 8100 kbps the resolution is 1440p, while
at 11 600 kbps and 16 800 kbps the resolution increases to 2160p.

Researchers have recently started designing energy-aware ABR algo-
rithms, most focus on the device part only. Energy-aware ABR algorithms
aim to optimize both QoE and device power consumption [5].

2.2.1 Heuristic-based Algorithms
Most video players deployed today rely on relatively simple heuristic-based
ABR controllers [2] [16]. These algorithms are favored in production because
they are easy to implement, computationally efficient, predictable, and robust
across a wide variety of devices and network conditions. They typically fall
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Figure 2.3: Mean VMAF and Mean Playback Power vs. Target Bitrate (dataset
average)

into two main families: throughput-based and buffer-based algorithms.

Throughput-Based ABR: Throughput-based controllers rely on estimates
of the network throughput. Throughput is defined as the effective data transfer
rate measured during recent chunk downloads (typically expressed in Mbps).
After estimating this quantity, the controller selects the highest bitrate that
remains below a safety margin of the predicted throughput. These methods
are computationally efficient, but they can suffer from instability under noisy
estimates and tend to overshoot when throughput suddenly drops. Festive [17]
is a representative example of throughput-based algorithm.

Buffer-Based ABR: Unlike throughput-based approaches, buffer-based
methods are less sensitive to bandwidth estimation error. Buffer-based
controllers make decisions based on the video buffer occupancy. Buffer
occupancy is the amount of pre-downloaded video content currently stored in
the client device. The intuition is that a larger buffer provides more tolerance
against future throughput drops. A widely used example is BOLA [2].

Other Heuristic Designs: Beyond throughput or buffer-based approaches,
research explored hand-crafted cost functions that combine multiple aspects
of the streaming session. A representative example is WISH [18], which
selects the representation that minimizes a global cost composed of three
subcomponents: throughput cost, buffer cost, and quality cost. E-WISH [19]
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extends this formulation with a fourth term capturing energy consumption.
e-DASH [20] adapts both bitrate and display brightness to maximize a joint
QoE–energy tradeoff.

These heuristic approaches provide interpretable control rules. However,
they are typically parameterized for a specific device or representation set,
and thus lack generalization across platforms. In practice while robust across
devices, they are often outperformed by more modern MPC or RL-based
controllers in controlled evaluation environment [5, 21, 22].

2.2.2 Model Predictive Control (MPC)-based Algo-
rithms

An alternative approach to the ABR problem is Model Predictive Control
(MPC). The algorithm predicts throughput and buffer dynamics over a time
window, then evaluates all possible bitrate sequences to select the one that
maximizes QoE. Representative examples include RobustMPC [23], and
Proactive Energy-Aware [4]. The latter extends the classical QoE optimization
with an energy budget constraint focusing on virtual reality video playback.

As explained before in section2.1.2, MPC-based algorithms possess some
limitations. In streaming, it requires an accurate throughput prediction and a
non-negligible computational cost when evaluating many candidate sequences
in real time on a mobile device. In order to solve this issues, recently more
algorithms based on RL have been proposed.

2.2.3 Reinforcement Learning-based Algorithms
The rise of deep reinforcement learning has given rise to a new generation of
ABR algorithms. We can divide RL-ABRs into two categories based on their
objectives:

• Traditional ABRs, which aim to maximise QoE.

• And, energy-aware ABRs, which balance the trade-off between QoE and
energy consumption.

The main example of traditional RL-ABR is Pensieve [15], which uses an
A3C agent to maximize a QoE reward [24].
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Although Pensieve demonstrated the promise of RL for ABR, it also
exposed challenges: generalization across bitrate ladders is poor, robustness is
limited, and inference costs are higher than heuristic methods. Moreover, the
quality function used in the reward is directly derived from bitrate, not from a
perceptual metric.

After Pensieve, several subsequent works have expanded the RL-
ABR landscape. DRL-ABR [25] extends RL-based ABR to a federated
learning, enabling multiple clients to collaboratively train a shared ABR
across heterogeneous networks while preserving data locality and improving
generalization without centralized trace aggregation. Plume [26] addresses
the generalization and robustness limitations of RL-ABRs by proposing
prioritized trace sampling, enabling agents to perform reliably across
heterogeneous network conditions. Sabre [27] contributes a high-fidelity
simulation and benchmarking framework, facilitating reproducible evaluation
of both heuristic and learning-based ABRs. QARC [28] advances RL-ABR
by explicitly incorporating perceptual video quality into the decision process,
decoupling bitrate from quality through learned quality prediction and thereby
optimizing QoE more directly. Finally, Neural Adaptive Contextual Video
Streaming [29] extends RL-ABR to continuous action spaces and neural video
encoder and decoder.

A growing research direction incorporates energy consumption into the
decision process: the energy-aware ABR algorithms. GreenABR [5] employs
a Deep Q-Network (DQN) [30] to jointly optimize perceived QoE and device
power consumption. Its state representation includes last-chunk energy
usage, measured throughput, download time, perceived quality, and buffer
occupancy. The reward captures a trade-off between playback quality and
energy consumtion:

𝑟 = QoE − 𝐸,

where 𝐸 denotes the energy cost associated with the selected action from a
discrete action set. The agent selects the bitrate representation that maximizes
the expected cumulative reward. Experimental results show that GreenABR
outperforms Pensieve [15] and academic baselines [16], although it exhibits
limited generalization capacity across unknown bitrate ladders that were not
seen during training. Moreover, when the authors measure the inference power
consumption of the GreenABR-trained model when deployed on a device,
they find that it is negligible in the context of video streaming. As power
consumption is related to computational cost, we can also assume that the
computational cost of inference is negligible compared to the computational
cost of video streaming.
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GreenABR+ [22] addresses this limitation by adopting an actor-critic
method: Deep Deterministic Policy Gradient (DDPG) [31], enabling
continuous action spaces. Instead of selecting from a discrete ladder, the agent
predicts an optimal bitrate in the continuous domain. The closest available
representation is chosen. This improves generalization: one GreenABR+
model can operate across multiple bitrate ladders, whereas GreenABR
required a separate model per ladder.

Other energy-aware ABR approaches further extend the research field. LL-
GABR [21] targets low-latency live streaming on mobile devices by jointly
optimizing bitrate and playback speed selection. EnDASH-5G [32] focuses on
cellular environments, particularly 5G networks, and improves device energy
efficiency by synchronizing bitrate selection and buffer management with
predicted channel conditions through deep reinforcement learning, achieving
significant energy savings with minimal QoE degradation.

2.2.4 Limitations of ABR
Despite significant progress, existing ABR algorithms still face several
systemic limitations.

• Most approaches struggle to generalize across bitrate ladders. Low-
latency and ultra-low-latency use cases are rarely considered.

• Support for 5G or 360°/VR video remains limited.

• ABR algorithms are often not robust enough to support video with an
high energy consumption such as HDR videos.

• Evaluation is often restricted to simulation, with little validation in real-
world environments.

• Energy models are typically device-and content-specific.

• ABR algorithms are rarely designed to operate on dimensions other than
bitrate; for example, NeuSaver [33] explores adaptation based on frame
rate instead of bitrate.

These challenges highlight the research gap.
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2.3 Deep Pixel Value Reduction (DeepPVR)
Organic Light-Emitting Diode (OLED) displays are increasingly replacing
Liquid Crystal Display (LCD) screens. Unlike LCDs, which rely on a uniform
backlight, OLED displays use self-emissive Light-Emitting Diodes (LEDs),
where each pixel has its own light source. As a result, the power consumption
of OLED displays is strongly correlated with the pixel values of the displayed
image, in particular its luminance [34].

To reduce power consumption on OLED devices, several techniques have
been proposed that modify image content while attempting to preserve visual
quality. Among these approaches, recent works leverage unsupervised neural
networks to reduce display energy by applying a luminance reduction rate
𝑟𝑟 to an image while maximizing the perceptual quality of the modified
content [35, 36]. In this work, we follow the pixel-based method proposed
in [36], referred to as DeepPVR. This approach modifies only the luminance
component of the content to reduce display power consumption.

The DeepPVR neural network is trained for a specific reduction rate
𝑟𝑟. It takes an image as input and outputs a dimming map, which is then
applied to the original image to generate a luminance-reduced version. The
resulting image achieves a targeted reduction in display power consumption
corresponding to the specified 𝑟𝑟 (e.g., 20%). This process enables controlled
power reduction while maintaining visual fidelity.

2.4 Energy Model
Energy is a core metric in both DeepPVR and energy-aware ABR. However, it
is almost impossible to measure outside of a laboratory experiment. Therefore,
an energy model is required when dealing with these technologies.

Energy models estimate the device power consumption induced by video
streaming, typically decomposed into pixel-based method, decoding, and
network access components in prior work [3]. An energy model predicts
how much power a device will consume when streaming a particular video
representation. The literature identifies three main approaches to building such
models, each with different strengths and weaknesses.
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Measurement-Based Models The most straightforward approach involves
directly measuring energy consumption. A device is connected to specialized
power measurement equipment while streaming different video qualities.
For each video chunk at each quality level, the actual energy consumed is
recorded. These measurements are stored in a table that the ABR algorithm
can reference during streaming. This approach provides highly accurate
predictions for the specific device and video content tested. However, it has
a significant limitation: the model only works for that particular device and
specific videos. If a user has a different smartphone model or unknown video,
the energy consumption patterns may be completely different, requiring new
measurements to be collected. Examples include e-DASH [20], RnB [37] and
the dataset created for GreenABR [5].

Analytical Models A second approach proposes mathematical equations
that describe how different components of the device consume energy. For
example, the screen power might be modeled as a function of brightness and
resolution, while the wireless interface energy can depend on the amount
of data transmitted and the signal strength. These analytical models are
based on understanding how device components work and can generalize
better to different videos without requiring measurements for every single one.
However, they require careful calibration and may not capture all the complex,
non-linear relationships in real devices. Examples include E-WISH [19] and
the comprehensive model proposed by Herglotz et al. [3].

Deep Learning Models The most recent approach uses neural networks to
learn the relationship between video characteristics and energy consumption.
The neural network takes as input various features such as bitrate, resolution,
frame rate, motion complexity, and other video statistics, and outputs a
predicted energy consumption value. These models are trained on large
datasets of measured power consumption across many different videos. Once
trained, they can generalize to predict energy for videos they have never seen
before. The main advantages are flexibility and accuracy. Additionally, like
measurement-based models, they may be device-specific unless trained on
data from multiple devices. An example is the GARB energy model [5], which
trains a neural regressor to predict playback power.
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2.5 Network Module
Training ABR algorithms by actually streaming videos on real devices
over real networks would be time-consuming. To train a reinforcement
learning agent might require millions of streaming sessions under varying
conditions [5] [15]. This is impractical to do with real devices. Instead,
we use simulation environments that replicate the essential behavior of video
streaming without requiring actual video playback. These environments
need a network simulator. However, simulation involves trade-offs between
speed and fidelity. The literature describes four main approaches to network
simulation, each capturing different levels of detail.

Trace-Driven Simulators: The simplest approach uses pre-recorded traces
of network throughput measured from real networks (e.g., FCC broadband,
3G [38], 4G [39], 5G [40] [41] [42], Wi-Fi). When the ABR algorithm
requests a chunk, the simulator calculates download time using the traces.
However, it ignores important details of real network behavior. Networks
do not just have variable throughput, they also have queuing delays,
packet loss, and complex interactions with transport protocols like TCP
[27] [26] [5] [22] [21].

Queuing-Delay Simulators: A more sophisticated approach explicitly
models a queue that forms when the sender tries to push data faster than the
network can handle. This approach provides better realism, especially for low-
latency streaming scenarios where queuing delay is significant. However, it’s
still more abstract than real network protocols and requires tuning to match
reality [28].

Network Emulators: Network emulators like Mahimahi [43] take a middle-
ground approach. They allow real HTTP requests to be made for video chunks,
but these requests pass through the emulator which controls the network
conditions according to a trace. The key advantage is that real TCP behavior
is preserved. The trade-off is computational cost, emulators are significantly
slower than trace-driven simulators [15].

Full Network Simulators: The most accurate simulators are packet-level
network simulators, like ns-3, which implement the complete protocol
pipeline. This level of detail provides the highest realistic simulation, however,
full network simulators are slower than other approaches [32].
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2.6 Summary
This chapter reviewed the state of the art in ABR streaming, with a particular
focus on the evolution from heuristic and model-based controllers to modern
RL approaches. We first introduced the technical foundations of heuristic
methods, MPC, and Reinforcement Learning. We then showed how these
methods can be applied to adaptive streaming, for example through RL-
based algorithms such as Pensieve, which demonstrated the feasibility of
learning bitrate adaptation policies directly from experience. Subsequent
works addressed the limitations of Pensieve through improved training
methodologies, perceptual quality modeling, and the use of continuous
action spaces. In parallel, a growing research field has incorporated energy
consumption into the ABR decision process, leading to energy-aware ABR
algorithms that explicitly balance QoE and device power usage. These
approaches are particularly relevant for mobile device. Beyond ABR decision
logic, this chapter also reviewed complementary components required for this
work, including energy models, DeepPVR, and network simulations.
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Chapter 3

Methodology

In this section, we describe the complete methodology used to build, model,
and evaluate our energy-aware adaptive bitrate (ABR) streaming system.
We begin by presenting our HDR/SDR video dataset and the encoding
pipeline used to generate multiple representations. We then detail the
feature extraction process that supplies both representation-dependent and
representation-invariant metadata required by our energy and RL models.
Next, we introduce our energy model, including measurement procedures and
neural-network-based prediction of decoding and display energy, as well as
a parameterized model for download energy. We also describe the network
and buffer modules that simulate realistic wireless throughput dynamics and
client playback behavior. Finally, we formulate the bitrate selection task as
a reinforcement learning problem and present our ABR agent along with its
state space, action space, reward function, and training procedure.

3.1 Video dataset
We use eight source videos (𝑁 = 8); four high dynamic range (HDR) and
four standard dynamic range (SDR) videos. The set covers multiple base
resolutions and frame rates. We chose video with at least 90 seconds of
content, so there is enough content to fully handle the buffer behavior. In
fact, the buffer size is 15 seconds, so 90 seconds of content is equivalent to six
buffer cycles. We also avoided content too long due to the time required for
the power measurement step.

Each source is encoded into representations, as documented in the FFmpeg
encoding guide for H.265 [49]. A representation 𝑟 is characterized by of two
parameters: the target bitrate 𝑏𝑟 and the luminance reduction rate 𝑟𝑟. We
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Table 3.1: List of videos.

Name Duration (s) Framerate (frames/s) Display Range
BBB [44] 180 60 SDR
CP† 150 30 SDR
Jap† 176 29.97 SDR
Chim (x3) [45] 150 (x3) 59.94 SDR
Stem [46] 180 (x3) 29.97 HDR
Regatta [47] 101 59.94 HDR
Sol [48] 180 24 HDR

†CP and Jap are internal videos provided by InterDigital.

follow Apple’s HEVC recommendation for the bitrate ladder[50]. Table 3.2
lists the resolution, and target bitrate of the ladder. The reduction rates
from DeepPVR tool are (0, 20, 40, 60)%. We have 𝑅𝑏𝑟 = 12 possible
bitrates and 𝑅𝑟𝑟 = 4 possible reduction rates, so we have a total of forty-
eight representations (𝑅 = 𝑅𝑏𝑟𝑅𝑟𝑟 = 48) per videos. Encoded bitstreams
are segmented into contiguous chunks 𝑐 of duration 𝜏 seconds, aligned to
instantaneous IDR boundaries.

Table 3.2: Bitrate ladder.

Ladder id Resolution (WxH) Bitrate (kbps)
1 640×360 145
2 768×432 300
3 960×540 600
4 960×540 900
5 960×540 1600
6 1280×720 2400
7 1280×720 3400
8 1920×1080 4500
9 1920×1080 5800
10 2560×1440 8100
11 3840×2160 11600
12 3840×2160 16800
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3.2 Feature extraction
Our reinforcement learning training and inference need metadata related to
chunks of each representation for every videos. We reference these chunks
as a triplet (𝑣, 𝑟, 𝑐), where 𝑣 is the video, 𝑟 the representation, and 𝑐 the
chunk. Some of these metadata are easy to compute, for example: chunk
duration, bitrate of the chunk. However, some are intensive to compute:
quality metrics (VMAF, PSNR), complexity metrics (VCA) and the motion
rate. Computing these metadata during the training or the inference are
impossible and inefficient, instead we precompute them.

For each triplet (𝑣, 𝑟, 𝑐), we compute two classes of features (i) representation-
dependent and (ii) representation-independent.
Representation-dependent features. For every (𝑣, 𝑟, 𝑐), we extract:

• VMAF: mean VMAF score for the chunk, using the corresponding
source segment as reference [51].

• PSNR: mean PSNR-YUV score for the chunk, using the corresponding
source segment as reference [52].

• VCA descriptors: video-content metrics summarizing temporal and
spatial complexity. We extract VCA using the Video Complexity
Analyzer (VCA) tool [53].

• Chunk size: encoded segment size 𝑆𝑣𝑟𝑐 in bytes.

• Luminance statistics: mean and standard deviation of the luma (𝑌)
component over decoded frames.

• Motion rate: video-content metrics summarizing the motion move-
ment of a chunk. The motion rate of a video chunk is computed as a
weighted average over all its Group of Picture (GOP) motion rate. A
GOP motion rate is defined as the sum of the size of each frames inside
the GOP divided by the size of the GOP reference frames (I-frames).

• Target bitrate: the bitrate from the ladder assigned to representation 𝑟.

• Reduction rate: the reduction rate assigned to representation 𝑟.

Representation-invariant features. For each chunk index 𝑐 (shared across
all 𝑟 for a fixed 𝑣), we extract:

• Chunk duration 𝜏𝑐,
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• Video duration 𝑇𝑣,

• Frame rate 𝑓𝑣,

• Base resolution 𝑅𝑣,

which are constant across all representations of a given video.

Data organization. For each video 𝑣, we create a CSV file containing one
row per pair (𝑟, 𝑐). A composite key rep_id = 𝑟, chunk_id = 𝑐 links all
features. This architecture ensures that features can be reliably associated for
every chunk.

3.3 Validity of the Data Collected
Validating the collected data is a critical step in the feature extraction
process, as biases or inconsistencies can be introduced both during video
representation encoding/decoding and during feature computation. Such
issues may significantly affect the accuracy of our algorithms, particularly for
perceptual and energy-related metric.

Several extracted metrics are frame-sensitive. For instance, VMAF
requires a precise temporal alignment between an encoded video chunk and its
corresponding reference segment from the original video. Even a one-frame
offset between the two signals can lead to a substantial degradation of the
VMAF score, thereby corrupting the quality assessment.

During the feature extraction process, we encountered multiple sources
of potential inconsistency. To ensure the validity of the dataset, we therefore
introduced a series of validation checks:

• All representations of a given video chunk contain the same number of
frames, ensuring consistent temporal alignment across representations.

• For each video, the VMAF evolution across chunks follows a coherent
temporal profile for all representations, i.e., relative variations in VMAF
across chunks are preserved across encoding settings.

• A similar consistency check is applied to playback energy measure-
ments.

• For representations generated with a non-zero reduction rate, the mean
luminance and the mean energy are explicitly verified against the
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corresponding representation with reduction rate 𝑟𝑟 = 0. This check
ensures that luminance and energy reduction are applied consistently.

These validation steps ensure that observed variations in quality and
energy metrics are attributable to representation differences rather than
inconsistencies introduced during data generation or feature extraction.

3.4 Data analysis
Our analysis focuses on metrics that are directly relevant for ABR decision-
making: perceptual quality measured by VMAF, power consumption, and
bitrate. The analysis is conducted in two stages. First, we analyze the data
without applying DeepPVR in order to characterize the baseline relationship
between bitrate, visual quality, and power consumption. In a second stage,
DeepPVR is applied to the decoded video, and its impact on visual quality
and power consumption is evaluated.

Figure 3.1 illustrates the relationship between bitrate, power consumption,
and visual quality for all videos in the dataset, without DeepPVR. Each
point corresponds to a single video encoded at a specific bitrate. The figure
highlights that different videos exhibit distinct power-quality-bitrate profiles,
indicating a heterogeneous underlying data distribution. Such heterogeneity
is desirable, as it supports the generalization capability of models trained on
this dataset.

Overall, both VMAF and power consumption increase with bitrate;
however, their growth rates differ across bitrates. At low bitrates, VMAF
increases rapidly while power consumption grows slowly, whereas at high
bitrates, VMAF gains saturate and power consumption increases more sharply.

Several notable observations can be made:

• Although Chimera and Stem cuts originate from the same source videos,
they exhibit different power-quality profiles, supporting the assumption
that such cuts should be treated as independent video instances.

• Despite being an HDR video, Stem 1 shows a power-quality profile
similar to SDR content. This can be explained by the fact that HDR is
only used to emphasize specific objects, while most of the scene remains
within the SDR luminance range.

• The Sol Levante video is an outlier in terms of power consumption,
reaching up to 7 W at the highest bitrate, significantly higher than the
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Figure 3.1: Power consumption (W) versus visual quality (VMAF) for all
videos in the dataset. Each point corresponds to one video encoded at a given
bitrate. DeepPVR is not applied. For clarity, bitrate values are explicitly
annotated only for the video “BBB”. For each video VMAF increases with
increased bitrate, so bitrate values are ordered. Power values are clipped at
2 W for visualization purposes.

other videos. We assumed that Sol Levante is an outlier because it is an
HDR video encoded at 12-bit depth with bright colours.

• CP representations span a wide range of VMAF values (approximately
7 to 97), whereas Stem representations cover a much narrower quality
range (approximately 60 to 99).

• Representations encoded at the same resolution but different bitrates
(e.g., 600, 900, and 1600 kbps) exhibit diverse behaviors: some show
similar power consumption and VMAF (e.g., JAP or CP), others show
similar power consumption but different VMAF (e.g., BBB), and some
differ in both power consumption and VMAF (e.g., Regatta).

Figure 3.2 illustrates the impact of DeepPVR technologies on both power
consumption and visual quality, measured using VMAF. From these results,
several observations can be made:
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• Applying DeepPVR reduces power consumption at the expense of a
decrease in visual quality, as reflected by lower VMAF scores.

• The trade-off between power savings and quality degradation is non-
linear and depends on the reduction rate. For instance, the difference in
power consumption between reduction rates of 0.2 and 0.4 is relatively
small, whereas the corresponding loss in VMAF is substantial.

• A reduction rate of 0.6 leads to a pronounced degradation in visual
quality, with an average VMAF decrease of approximately 35 points
for the highest bitrate compared to the baseline without DeepPVR.

• For a given reduction rate, the impact on both power consumption and
VMAF remains consistent across the evaluated bitrates.
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Figure 3.2: (a) Average power consumption (W) and (b) average visual quality
(VMAF) as a function of the target bitrate. Results are averaged over all videos
in the dataset. Each curve corresponds to a different reduction rate.

To further analyze the trade-off between visual quality and energy
consumption, we introduce a new metric defined as

𝑉𝑀𝐴𝐹efficiency = 𝑉𝑀𝐴𝐹
𝑃𝑜𝑤𝑒𝑟 , (3.1)

which represents the amount of perceived visual quality delivered per unit of
power.
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Figure 3.3 presents the relative 𝑉𝑀𝐴𝐹efficiency for each (bitrate, reduction
rate) pair, normalized with respect to the reference configuration correspond-
ing to a bitrate of 145 kbps and no DeepPVR applied. This representation
highlights the points that are the most energy-efficient in terms of quality per
watt.
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Figure 3.3: Relative 𝑉𝑀𝐴𝐹efficiency for different bitrate and reduction
rate configurations, normalized to the reference representation (𝑏𝑟 =
145 kbps, 𝑟𝑟 = 0).

The results indicate that intermediate bitrates, particularly 2400 kbps
and 3400 kbps (corresponding to 720p representations), yield the highest
efficiency. In contrast, ultra-high-definition representations (bitrates of
11 600 kbps and 16 800 kbps), as well as very low-bitrate representations
(150 kbps and 300 kbps), exhibit comparatively low efficiency.

Regarding the reduction rate, a value of 0.2 consistently provides the best
efficiency, while a reduction rate of 0.6 proves highly inefficient due to the
severe loss in visual quality. Overall, the most efficient configuration in our
experiments corresponds to a bitrate of 3400 kbps combined with a reduction
rate of 0.2.

It is important to note, however, that this notion of efficiency relies on the
assumption that VMAF scales linearly with human perception and that each
VMAF point contributes equally to perceived quality. As this assumption does
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not fully reflect known perceptual non-linearities, the proposed metric should
be interpreted as an indicative, rather than absolute measure.

Table 3.3 further illustrates the strong content dependency of the power-
quality-bitrate relationship by listing, for each video, all representations
achieving a VMAF greater than 85, ordered by increasing power consumption.
Each entry is reported as a (bitrate ∣ reduction rate) pair. The table highlights
substantial variability across videos in terms of which bitrate-reduction
combinations are the most energy-efficient while maintaining high visual
quality. For some videos, such as BBB and the Chimera cuts, high perceptual
quality can be achieved at relatively moderate bitrates (e.g., 4500 kbps or
3400 kbps) without DeepPVR, resulting in low power consumption. In
contrast, other videos, such as Sol Levante and Regatta, require significantly
higher bitrates to reach the same VMAF threshold, leading to higher power
usage.

The table also shows that reduced representations frequently appear among
the most energy-efficient representations, particularly for mid-range bitrates.
However, the reduction rates 0.4 or 0.6 are not good enough to pass the VMAF
threshold, reinforcing earlier observations that excessive reduction leads to
disproportionate quality loss. Overall, these results underline that no single
bitrate or reduction rate is universally optimal across all content, emphasizing
the need for content-adaptive ABR strategies.

Table 3.3: Power-ordered representation pairs for videos with VMAF greater
than 85.

bbb chim_1 chim_2 chim_3 jap reg sol stem_1 stem_2

4500 | 0.0 900 | 0.0 4500 | 0.0 3400 | 0.0 8100 | 0.0 16800 | 0.2 8100 | 0.0 2400 | 0.2 3400 | 0.2
5800 | 0.0 5800 | 0.0 8100 | 0.2 4500 | 0.0 11600 | 0.0 3400 | 0.0 11600 | 0.2 3400 | 0.2 2400 | 0.2
8100 | 0.0 3400 | 0.2 5800 | 0.0 5800 | 0.0 16800 | 0.0 16800 | 0.0 16800 | 0.0 4500 | 0.2 5800 | 0.2
16800 | 0.2 2400 | 0.2 8100 | 0.0 8100 | 0.0 5800 | 0.0 16800 | 0.2 5800 | 0.2 4500 | 0.2
11600 | 0.2 1600 | 0.0 16800 | 0.2 11600 | 0.2 4500 | 0.0 11600 | 0.0 2400 | 0.0 8100 | 0.2
11600 | 0.0 3400 | 0.0 11600 | 0.2 16800 | 0.2 8100 | 0.0 3400 | 0.0 1600 | 0.0
16800 | 0.0 5800 | 0.2 16800 | 0.0 11600 | 0.0 11600 | 0.0 8100 | 0.2 11600 | 0.2

4500 | 0.2 11600 | 0.0 16800 | 0.0 4500 | 0.0 16800 | 0.2
2400 | 0.0 5800 | 0.0 2400 | 0.0
4500 | 0.0 8100 | 0.0 3400 | 0.0
8100 | 0.2 16800 | 0.2 4500 | 0.0
8100 | 0.0 11600 | 0.2 5800 | 0.0
11600 | 0.2 11600 | 0.0 8100 | 0.0
16800 | 0.2 16800 | 0.0 11600 | 0.0
16800 | 0.0 16800 | 0.0
11600 | 0.0



Methodology | 27

3.5 Quality of Experience Metrics
Quality of Experience measures how good the video streaming experience is
from the viewer’s perspective. Unlike purely technical metrics such as bitrate
or resolution, QoE attempts to capture the aspects of streaming performance
that directly affect user satisfaction, such as visual clarity, playback continuity,
and quality stability [5] [15].

QoE models combine several factors into a single score:

1. Video Quality: Higher bitrate and resolution generally provide better
visual quality, with sharper images and fewer compression artifacts.

2. Rebuffering Time: When the video player runs out of buffered content
and must pause playback to download more data, this creates a ”stall”
or ”rebuffer” event. These interruptions are frustrating for users. Even
a few seconds of rebuffering can degrade the viewing experience.

3. Smoothness: If the video quality jumps frequently between low and
high quality, it can be distracting to viewers. Humans are particularly
sensitive to abrupt quality changes. ABR algorithms therefore try
to maintain stable quality over time, penalizing large jumps between
consecutive chunks.

4. Startup Delay: The time between when a user clicks ”play” and when
the video actually starts affects their initial impression.

Traditional QoE metrics often use bitrate as an estimator of visual quality,
operating under the assumption that higher bitrate implies better quality.
However, this assumption does not always hold: two videos encoded at
the same bitrate can exhibit very different visual quality depending on their
content. To address this limitation, objective quality metrics such as Peak
Signal-to-Noise Ratio (PSNR) have been introduced [52]. PSNR measures the
fidelity of a compressed video with respect to a reference by quantifying the
pixel-wise error between the two signals. Due to its simplicity, PSNR has been
widely adopted in early QoE studies and as a baseline metric. However, PSNR
is known to correlate imperfectly with human perception, and is therefore
limited in its ability to reflect perceived visual quality.

Modern approaches use perceptual quality metrics that better align with
human perception. LPIPS (Learned Perceptual Image Patch Similarity) is a
metric that uses deep neural networks trained for image recognition tasks [54].
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The insight is that features important for recognizing objects in images are
also important for perceiving image quality. LPIPS compares the original and
compressed video frames in this deep feature space, providing a perceptually
meaningful quality assessment. However, LPIPS was designed to be a
perceptual metric for images rather than videos.

Unlike PSNR and LPIPS, VMAF (Video Multimethod Assessment
Fusion) was developed by Netflix as a perceptual metric specifically designed
for video streaming applications [51]. VMAF is a machine learning-based
metric trained on thousands of subjective quality ratings from human viewers.
It analyzes the video content and predicts a quality score that closely matches
what human observers would report. VMAF considers factors such as detail
preservation, temporal smoothness, and artifact visibility.

For these reasons, perceptual video metrics such as VMAF are particularly
well suited for evaluating and optimizing adaptive bitrate algorithms.

3.6 Device Video Streaming Energy Con-
sumption

While most ABR algorithms traditionally focus on optimizing Quality of
Experience (QoE), video streaming on mobile devices also incurs a significant
energy cost. To enable energy-aware adaptation, it is necessary to model and
measure the energy consumed during video playback and content delivery.

We decompose the total device energy consumed during video streaming
into three components: display, decoding, and download energy [3]:

𝐸total(𝑣, 𝑟, 𝑐) = 𝐸disp(𝑣, 𝑟, 𝑐) + 𝐸dec(𝑣, 𝑟, 𝑐) + 𝐸dl(𝑣, 𝑟, 𝑐). (3.2)

Audio rendering, variations in display brightness, and user interactions are
excluded from all measurements and models. These assumptions are made to
isolate the impact of video playback and download on energy consumption
and are consistent with controlled experimental setups used in prior work [5].

Download energy is estimated using an existing network energy model
from the literature [55]. Display and decoding energy are jointly referred to
as playback energy, defined as:

𝐸playback(𝑣, 𝑟, 𝑐) = 𝐸disp(𝑣, 𝑟, 𝑐) + 𝐸dec(𝑣, 𝑟, 𝑐). (3.3)
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This separation allows us to model playback-driven and network-driven
energy costs using different methodologies: playback energy is measured
on-device and modeled from content features, whereas download energy is
estimated using an existing network model.

3.6.1 Energy consumption Measurement
We measure device playback power consumption using a Monsoon power
monitor while playing each video representation on the target smartphone,
a Samsung S24 Plus. All videos are stored locally and played using the VLC
media player. Each video is played three times, and power measurements
are aggregated at the chunk level and then averaged across the three runs,
in order to reduce random errors. All experiments are conducted under
controlled device settings: maximum brightness, audio disabled, and non-
essential radios and services (e.g., WiFi and Bluetooth) turned off. Since
playback is performed from local storage using VLC, the measured energy
consumption reflects only the playback energy, excluding network-related
costs.

These measurements provide ground-truth playback power consumption
values that are used to train and validate predictive playback energy models.

3.6.2 Energy Model
We adopt different modeling strategies for playback and download energy.
Playback energy depends primarily on video content characteristics and
decoder behavior, while download energy is mainly driven by network
conditions and data volume. Accordingly, we use a data-driven model for
playback energy and an analytical model for download energy.
Playback energy

A neural network (NN) maps chunk features x𝑣𝑟𝑐 to predicted average
power 𝑃̂𝑣𝑟𝑐 = 𝑓𝜃(x𝑣𝑟𝑐). The corresponding energy is

𝐸̂playback(𝑣, 𝑟, 𝑐) = 𝑃̂𝑣𝑟𝑐 𝜏𝑡. (3.4)

The NN is a multi-layer perceptron (MLP) with ReLU activations, layer
normalization, and dropout. All inputs are standardized to zero mean and
unit variance. The model is trained using mean-squared-error loss with
Adam optimization, ℓ2 weight decay, and early stopping. Generalization is
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evaluated with leave-one-video-out cross-validation, reporting mean absolute
error (MAE).

We also evaluated Random Forest regressor as baseline; its results are
reported alongside the neural model in the section 4.1.1.
Download energy. We model network energy as a function of the downloaded
bytes and effective throughput using an affine power–rate relation with a tail-
energy term [55]:

𝐸̂dl = ( 𝛼
𝑡ℎ + 𝛽) 𝑆𝑣𝑟𝑐 (3.5)

Here, 𝛼 and 𝛽 are coefficients with units of W and W/(bit/s). And 𝑡ℎ and 𝑆𝑣𝑟𝑐
are the current throughput (bit s−1) and the size of the chunk (bit).

Together, these models enable the estimation of per-chunk energy
consumption for both playback and data transfer. This decomposition allows
energy-aware ABR algorithms to reason explicitly about the trade-off between
video quality and energy consumption during decision making.

The resulting energy estimates are later integrated into the reinforcement
learning framework.

3.7 Network Module
The network module emulates realistic wireless conditions using empirical
traces collected from 3G [38], 4G [39], and 5G [40] networks in streaming
conditions. In addition to the publicly available 5G traces, we include
an internally collected 5G trace dataset, referred to as 5G-Internal. Each
trace provides throughput measurements every 1 s. The traces cover a
wide range of average bandwidths (from 0 Mbit s−1 to 300 Mbit s−1) and
mobility conditions, including pedestrian, vehicular, and stationary scenarios.
Table 3.4 summarizes the statistical properties of the throughput traces.
During simulation, throughput samples are drawn sequentially from these
traces to determine the available throughput at each chunk download, ensuring
variability across network types and conditions. Finally, we simulate the
round-trip time with small constant 𝑅𝑇𝑇 = 80ms and the packet payload
information with a constant 𝑝𝑙 = 0.95. The download time 𝑇dl

𝑣𝑟𝑐 is estimated
through:

𝑇dl
𝑣𝑟𝑐 = 𝑠𝑣𝑟𝑐

𝑡ℎ ∗ 𝑝𝑙 + 𝑅𝑇𝑇 (3.6)

To add some noise, we multiply the download time with a coefficient
sampled from an uniform distribution 𝒰(0.95, 1.05).
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Table 3.4: Summary statistics of the measured throughput traces. For each
traces, the table reports the average throughput, the 5th and 95th percentiles (P5
and P95), and the percentage of samples exceeding 16.8 Mb/s, corresponding
to the highest bitrate considered in our encoding ladder.

Network Avg. Th. (Mbps) P5 (Mb/s) P95 (Mb/s) > 16.8 Mb/s (%)
5G 520.67 8.00 1 390.00 93.31
5G-Internal 172.43 35.93 292.11 97.75
4G 30.22 5.00 58.82 77.37
3G 1.11 0.05 3.11 0.00

3.8 Buffer Module
The RL training environment must accurately model the video buffer. The
buffer module models the evolution of the playback buffer as chunks are
downloaded and consumed. At time step 𝑡, the buffer occupancy 𝐵𝑡 (in seconds
of video) increases during downloads and decreases during playback.
If 𝐵𝑡 < 𝑇dl

𝑣𝑟𝑐, rebuffering (stalling) occurs until the chunk download completes.
Conversely, if the buffer reaches its maximum capacity 𝐵max = 15 s, the client
suspends network activity (“sleep”) until the buffer drains. This mechanism
captures the real-world interplay between download scheduling and playback
continuity.

3.9 Reinforcement Learning for ABR
We formulate bitrate adaptation as a sequential decision problem solved with
Proximal Policy Optimization (PPO) [13]. At each decision step 𝑡, the agent
selects a target bitrate and a target reduction rate for the next chunk and
downloads the corresponding representation. If the playback buffer reaches
capacity, the client idles until sufficient video has been consumed to admit the
next chunk.
State representation. At step 𝑡, the agent observes:

• the last downloaded chunk’s features: VMAF, predicted energy 𝐸̂disp +
𝐸̂dec, target bitrate and reduction rate;

• candidate features for all available representations 𝑟 ∈ ℛ𝑡: VMAFs,
predicted energies, and sizes;

• the most recent throughput sample 𝑡ℎ𝑡;
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• current buffer occupancy 𝐵𝑡 (in seconds of video);

Action space. The policy outputs a continuous log-bitrate 𝑎𝑏𝑟,𝑡 ∈
[log 𝐵𝑟min, log 𝐵𝑟max] and a continuous reduction rate 𝑎𝑟𝑟,𝑡 ∈ [0, 𝑟𝑟max] . At
execution, (𝑎𝑏𝑟,𝑡, 𝑎𝑟𝑟,𝑡) are mapped to the nearest available representation.

Reward function. Concerning the reward, we cap the VMAF score at 95.
A prior perceptual studies have shown that a difference of approximately six
VMAF points corresponds to a just noticeable difference (JND) for a majority
of viewers [56]. Beyond high VMAF values, perceived quality improvements
tend to saturate, particularly in mobile viewing conditions. Capping VMAF
prevents the reward from over-emphasizing marginal quality gains at very high
perceptual levels.

The reward at time step 𝑡 is composed of multiple terms capturing video
quality, quality variations, rebuffering, and energy efficiency:

𝑟𝑡 = 𝛼 VMAF𝑡 + 2
1 + exp(−0.25 (VMAF𝑡 − 𝛽

𝛼))⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
video quality

− 𝜖𝛼 ∣VMAF𝑡 − VMAF𝑡−1∣⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
quality oscillation

− 𝑟𝑝 𝑅𝑡 𝟙𝑎𝑡>0⏟⏟⏟⏟⏟
rebuffering

− 𝒫dom(𝑡)⏟
dominated choice

+ 𝜁 𝐸max − 𝐸𝑡
𝐸max − 𝐸min⏟⏟⏟⏟⏟⏟⏟

energy cost

,

(3.7)

The reward combines multiple components. Video quality is encouraged
through a linear VMAF term and a nonlinear logistic term that emphasizes
improvements above a perceptual threshold 𝛽 . Temporal quality instability
is penalized via the absolute VMAF variation between consecutive chunks.
Rebuffering events are penalized proportionally to their duration, except when
the agent already selects the lowest-bitrate representation.

Energy efficiency is encouraged using a relative shaping term that
rewards selections far from the most energy-expensive representation and
penalizes choices close to the minimum-energy boundary. Additionally, a
dominated-choice penalty 𝒫dom(𝑡) is applied when there exists an alternative
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representation 𝑘 such that VMAF𝑘 ≥ VMAF𝑡 and 𝐸𝑘 < 𝐸𝑡:

𝒫dom(𝑡) = max
𝑘

(VMAF𝑘 − VMAF𝑡
95 + 𝐸𝑡 − 𝐸𝑘

𝐸max − 𝐸min
) . (3.8)

Our reward design is inspired by the GreenABR reward [5]. We introduce
an additional component, 𝑃dom(𝑡), and revise the video quality, rebuffering,
and energy cost terms. Further details are provided in Section 4.
Environment

The environment simulates a mobile video streaming session by jointly
modeling network conditions, buffer dynamics, and chunk-based playback.

For each episode, a video and a network trace are selected. The video
starting chunk and trace starting point are random to expose the agent to
diverse playback conditions. During evaluation, the video always starts from
the first chunk to ensure comparable results.

For each episode chunk, given the previous throughput, the current buffer
state, the last chunk downloaded and the next chunk representations, the
agent selects the representation for the next chunk (𝑣, 𝑟, 𝑐 + 1). Given trace
throughput 𝑡ℎ𝑡 from the network module, the simulator computes download
time 𝑇dl

(𝑣,𝑟,𝑐+1) = 𝑆(𝑣,𝑟,𝑐+1)/𝑡ℎ𝑡 for the selected representation. Buffer
occupancy 𝐵𝑡 is updated by accounting for the download time and chunk
duration, and rebuffering can occur if 𝐵𝑡 < 𝑇dl

(𝑣,𝑟,𝑐+1). The environment
computes a reward based on the QoE achieved and energy consumed. The
episode terminates when the video last chunk is downloaded.
For training reinforcement learning ABR agents, all these components must
be integrated into a standardized environment interface. The most common
approach uses the OpenAI Gymnasium framework.

3.10 Training Procedure
The PPO agent is trained using on-policy rollouts collected from the
simulated environment. Policy and value networks are updated after
fixed rollout intervals using clipped surrogate objective function. Training
proceeds by alternating between experience collection and policy updates until
convergence of the training objective.

The values of the reward weights and PPO hyperparameters are reported
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in the experimental evaluation section.
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Chapter 4

Experiments

4.1 Discussion regarding the experiments
Designing a reinforcement learning framework for energy-aware adaptive
bitrate streaming is an iterative process that requires multiple experimental
improvements. In this section, we discuss key challenges encountered during
the development of our system and explain how these issues motivated the
final design choices adopted in this work. This discussion complements the
Methodology section by focusing on design explanation.

4.1.1 Limitations of Playback Energy Modeling
We investigated the playback energy modeling strategy proposed in GreenABR [5],
where the energy predictor is trained using a random split at the chunk–
representation level. In this setting, each training sample corresponds to a
specific triplet (𝑣, 𝑟, 𝑐), that is, a given video 𝑣, representation 𝑟, and chunk
index 𝑐. Consequently, for a fixed chunk 𝑐 of a video, some representations
may appear in the training set while other representations of the same chunk
appear in the validation or evaluation sets. This splitting strategy implicitly
allows the model to observe the same video content during training and
evaluation, albeit under different encoding parameters, which may lead to
optimistic performance estimates.

To assess the impact of this design choice, we reproduced the GreenABR
energy modeling approach under two different data-splitting strategies: (i)
a chunk–representation-level split, where samples are randomly partitioned
across training, testing, and evaluation sets (81% training, 10% testing, 9%
evaluation); and (ii) a video-level split, where videos are used for training
except one full video hold out for evaluation.
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For the video-level split in experiment (ii), we do not use all ten videos as
independent samples. Instead, we group together videos that originate from
the same source content, such as the multiple Chim cuts and the different
Stem cuts, and treat each group as a single logical video. This prevents highly
correlated video segments from appearing across training and evaluation sets.
So, in experiment (ii), we have six videos for training and one hold out for
evaluation.

In both settings, we evaluated two regression models: a neural network
(NN) and a random forest (RF). Furthermore, while the GreenABR energy
model only uses bitrate, resolution, file size, motion rate and VMAF for
its predictions, we have added additional features such as average chunk
luminance, PSNR, temporal and spatial VCA complexity, frame rate, chunk
duration, bit depth and reduction rate. The NN has two hidden linear layers,
with 64 and 32 neurons, ReLU activation functions, and dropouts set to 0.05.
The RF uses 600 estimators.

Model performance is evaluated using the Mean Absolute Percentage Error
(MAPE), defined as:

MAPE = 100
𝑁

𝑁
∑
𝑖=1

∣∣∣∣
𝐸𝑖 − 𝐸̂𝑖

𝐸𝑖

∣∣∣∣
, (4.1)

where 𝐸𝑖 denotes the measured playback energy of chunk 𝑖, 𝐸̂𝑖 the
corresponding prediction, and 𝑁 the number of evaluated samples.

Table 4.1: Playback energy prediction performance under different data-
splitting strategies.

Split strategy NN MAPE (%) RF MAPE (%)
Chunk–representation split 8.40 3.54
Video-level split 28.83 23.26

Table 4.1 shows that while both models achieve low prediction error under
the chunk–representation split, their performance degrades substantially when
evaluated on unseen videos. In the video-level split, prediction errors increase
by more than a factor of three for both models. For certain videos, such as Sol
Levante, the degradation is even more pronounced, with MAPE exceeding
100% for the neural network and 40% for the random forest. Under our
experimental conditions, these results suggest that the models fail to generalize
across video content and primarily learn video-specific patterns rather than
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content-invariant energy characteristics.
The lack of generalization can be attributed to both the limited amount of

training videos and the nature of the input features.
While these features capture encoding parameters, spatial resolution, and

basic content characteristics, they appear insufficient to fully explain playback
energy variations across unseen videos.

Based on these observations, we conclude that, with the current feature
set and dataset size, it is not feasible to train a playback energy model
that generalizes reliably across video content. As a result, in the final
system design, playback energy is not predicted using a learned model
during training. Instead, the reinforcement learning agent is trained using
ground-truth playback energy values directly obtained from Monsoon power
measurements.

4.1.2 Reduction Rate Limitations
Although we generate features and measure power consumption for the set
of reduction rates {0.0, 0.2, 0.4, 0.6}, we exclude the value 0.6 from our
training and evaluation datasets. This exclusion is motivated by both objective
quality measurements and the observed trade-off between energy savings and
perceptual degradation.

First, the perceptual quality associated with the reduction rate 0.6 is
substantially lower than for the other rates. Across all target bitrates, the mean
VMAF score at 𝑟 = 0.6 remains below 60 (see Figure 4.1), which corresponds
to a level of degradation that is markedly lower than at smaller reduction rates.
Comparing these results against the other reduction rates in the same bitrate
regimes highlights a consistent downward shift in perceptual quality that is not
present for 𝑟 ≤ 0.4.

We further analyze the trade-off between energy savings and perceptual
quality using a ratio metric that quantifies the energy gain achieved per unit
of perceptual loss relative to the no-reduction baseline. Formally, let 𝑃0(𝑏𝑟)
and 𝑉0(𝑏𝑟) denote the mean power consumption and mean VMAF score at
𝑟𝑟 = 0.0, and let 𝑃𝑟𝑟(𝑏𝑟) and 𝑉𝑟𝑟(𝑏𝑟) denote the corresponding quantities at
reduction rate 𝑟𝑟. We define the energy gain and perceptual loss as:

Δ𝑃(𝑏𝑟, 𝑟𝑟) = 𝑃0(𝑏𝑟) − 𝑃𝑟𝑟(𝑏𝑟), (4.2)
Δ𝑉(𝑏𝑟, 𝑟𝑟) = 𝑉0(𝑏𝑟) − 𝑉𝑟𝑟(𝑏𝑟), (4.3)

where a positive Δ𝑃(𝑏𝑟, 𝑟𝑟) indicates energy savings and a positive Δ𝑉(𝑏𝑟, 𝑟𝑟)
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Figure 4.1: Average VMAF per target bitrate, grouped by DeepPVR reduction
rate.

indicates perceptual quality loss. We then define the energy gain per unit of
perceptual loss as:

𝐺(𝑏𝑟, 𝑟𝑟) = Δ𝑃(𝑏𝑟, 𝑟𝑟)
Δ𝑉(𝑏𝑟, 𝑟𝑟) , (4.4)

expressed in watts per VMAF point. This metric quantifies the marginal
energy savings obtained per unit of perceptual degradation relative to the
baseline 𝑟𝑟 = 0.0.

As shown in Figure 4.2, the energy gain per unit of perceptual loss for
the reduction rate 0.6 is consistently lower than for 𝑟 = 0.2 and 𝑟 =
0.4 across all bitrates. In other words, although 𝑟 = 0.6 does achieve
additional energy savings, it does so with disproportionately larger perceptual
quality degradation compared to lower reduction rates. This pattern indicates
diminishing returns in the energy–quality trade-off as reduction becomes more
aggressive.

In summary, reduction rate 0.6 yields lower perceptual quality and exhibits
inferior energy–quality trade-off efficiency compared to the lower reduction
rates. To avoid introducing extreme quality degradation and to improve the
stability and convergence of the learning process, we exclude this reduction
rate from our training and testing datasets.
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Figure 4.2: Energy gain per VMAF loss relative to the baseline (reduction rate
0.0), grouped by target bitrate.

4.1.3 Reward Function Improvements
We first focus on replicating the reward formulations proposed in state-of-
the-art reinforcement learning–based ABR algorithms, namely Pensieve [15]
and GreenABR [5]. But several refinements to the reward formulation were
required to stabilize training and improve convergence. First, we observed that
penalizing rebuffering events unconditionally led to highly unstable learnings,
particularly when the agent selected the lowest-bitrate representation. To
address this issue, we disable the rebuffering penalty when the agent chooses
the smallest available bitrate, as no lower-quality corrective action is possible.
As shown in Figure 4.3, removing the stall penalty when selecting the lowest-
bitrate representation stabilizes training.

In addition, we introduce a dominated-choice penalty 𝒫dom(𝑡) to penalize
representation selections when a better representation in both quality and
energy is available. This penalty provides a clear learning signal that
accelerates convergence.

Finally, we replace the exponential quality reward used in GreenABR with
a logistic function of VMAF. We prefer this formulation because it provides a
smooth transition around the quality threshold and avoids large reward spikes.
In particular, the logistic reward ensures that the reward gap between medium
and high quality levels (e.g., VMAF 60 to 80) is larger than the gap between
very high quality levels (e.g., VMAF 80 to 100). This design encourages
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(a) Original stall penalty formulation. (b) Modified stall penalty with no penalty
at lowest bitrate.

Figure 4.3: Training return per step under different stall penalty formulations.

the agent to prioritize achieving acceptable perceptual quality (around VMAF
80), while allowing energy considerations to dominate once this threshold is
reached. Figure 4.4 compares the two reward shaping strategies.
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Figure 4.4: Comparison between exponential and logistic reward shaping for
perceptual quality.

4.1.4 Data Normalization, Energy Harmonization, and
Observation Space Reduction

We first implemented our ABR agent without reduction rates (reduction rate
fixed to 𝑟𝑟 = 0). In this initial configuration, the agent observed the following
state variables:
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• Features of the representations for the next chunk (12 representations),
including chunk size, duration, VMAF, target bitrate, reduction rate, and
estimated energy consumption (12 × 6 features);

• Features of the previously downloaded chunk, including size, duration,
VMAF, target bitrate, reduction rate, and energy (6 features);

• Buffer-related information, namely the current buffer occupancy and the
maximum buffer capacity (2 features);

• The most recent throughput estimate (1 feature).

Overall, this resulted in an observation space of 81 input dimensions.
With this configuration, the agent could be trained using cross-validation

without severe instability. However, convergence issues were observed for
some videos, notably Jap and Sol Levante, indicating sensitivity to content
characteristics.

When enabling reduction rates {0, 0.2, 0.4, 0.6}, the dimensionality of the
observation space increased, reaching 298 input dimensions. In addition,
the action space became two-dimensional, with continuous outputs in [0, 1]2

controlling both the target bitrate and the reduction rate. Under this
configuration, training became unstable and failed to converge across videos.

To address this issue, we applied two complementary modifications. First,
we reduced the dimensionality of the observation space by removing redundant
and weakly informative features. The resulting observation vector includes:

• for each of the 12 candidate representations of the next chunk, the chunk
size, VMAF, and estimated energy for reduction rates 𝑟𝑟 ∈ {0, 0.2, 0.4},
resulting in 7 × 12 features;

• the next chunk duration (1 feature);

• features of the previously downloaded chunk, namely VMAF, energy,
target bitrate, and reduction rate (4 features);

• the current buffer occupancy (1 feature); and (v) the current throughput
estimate (1 feature).

Representations with reduction rate 𝑟𝑟 = 0.6 are excluded, as discussed in
section 4.1.2.

This yields a total of 7 × 12 + 1 + 4 + 1 + 1 = 91 input dimensions.
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Second, we applied an additional normalization step to the observation
space, as detailed in Section 4.2.3. This normalization harmonizes the scale
of heterogeneous features, particularly throughput, size and bitrate.

Concerning the energy feature, we encountered an additional challenge
related to heterogeneity across video content. Our dataset includes both SDR
and HDR videos, which exhibit different playback power profiles. As shown
in Table 4.2, average power consumption varies significantly across videos and
target bitrates. In particular, for some content such as Sol Levante, the playback
power at the highest bitrate can be almost an order of magnitude larger than
that of other videos. Such large inter-video variations make it difficult to select
reward weights that balance quality and energy consumption.

To mitigate this issue, we apply an energy harmonization transformation
that rescales energy values relative to the range of energies available at a given
decision step. Specifically, the energy 𝐸 associated with a representation is
transformed as:

𝑔(𝐸) = 𝐸max − 𝐸
𝐸max − 𝐸min

, (4.5)

where 𝐸min and 𝐸max denote the minimum and maximum energy con-
sumption among the candidate representations for the current chunk. This
transformation ensures that energy differences are interpreted relative to the
local available energies rather than absolute power levels. In practice, this
harmonization improves reward scaling and stabilizes training across videos
with diverse power characteristics.

Table 4.2: Average power consumption (W) under different target bitrate
conditions and reduction rate = 0

Video All Bitrates Highest Bit. Lowest Bit.
bbb 0.95 1.11 0.86
sol 2.85 6.31 0.96
cp 0.75 0.92 0.68
chim1 0.63 0.76 0.55
reg 1.44 1.54 1.24

To quantify the impact of these changes, we conduct a controlled
experiment on the challenging Sol Levante video using three training
configurations:

• (i) the original observation space, without the second normalization
step;
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• (ii) the reduced observation space, without the second normalization
step;

• (iii) the reduced observation space with the additional normalization
step and the energy harmonization in both reward and observation space.

Figure 4.5 compares the training convergence behavior across these configu-
rations.
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Figure 4.5: Training convergence on the Sol Levante video under different
observation space configurations. Curves show the average return per training
step.

These results highlight that the original configuration fails to converge
reliably due to excessive input dimensionality and poor feature scaling.
Both observation space reduction and additional normalization lead to stable
training with better performance.

4.1.5 Continuous Action Space
Following prior work such as GreenABR+ [22], we adopt a continuous
action space. Continuous action formulations have been shown to enable
generalization across different bitrate ladders. In this work, we focus on a
single ladder defined by pairs of target bitrate and reduction rate. Nevertheless,
by employing a continuous action space, the proposed model preserves the
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ability to extend to alternative ladders parameterized by bitrate and reduction
rate with a proper retraining.

The policy outputs a two-dimensional continuous action 𝑎𝑡 = (𝑎(1)
𝑡 , 𝑎(2)

𝑡 ) ∈
[0, 1]2, corresponding to a target bitrate and a target reduction rate. These raw
actions are rescaled to continuous bitrate and reduction-rate values through
linear interpolation between their respective minimum and maximum bounds.
The resulting continuous values are then mapped to the closest available
representation in the discrete representation set.

However, bitrate ladders are not uniformly spaced in the linear domain.
As illustrated in Figure 4.6, lower bitrate values are densely clustered, while
higher bitrates are more sparsely distributed. This spacing makes linear
interpolation in the original bitrate domain poorly suited for continuous action
outputs.

To address this issue, we perform interpolation in the logarithmic bitrate
domain instead. By operating in log space, bitrate values become more evenly
spaced, which leads to a smoother mapping between continuous actions and
discrete representations.
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Figure 4.6: Comparison of bitrate ladder spacing in the linear and logarithmic
domains.

4.2 Experimental setup
In this section, we discuss the experimental setup that we used to create
StreamWise. We review the configuration, reward, hyperparameters, and other
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information relevant for the training and testing of StreamWise.

4.2.1 PPO training configuration
We train an actor-critic agent using PPO [13]. Training uses 12 parallel
environments with rollout length 𝑛𝑠𝑡𝑒𝑝𝑠 = 1024, and batch size 12288. We
use Adam optimization with learning rate 10−3, discount factor 𝛾 = 0.99,
and Generalized Advantage Estimation (GAE) parameter 𝜆 = 0.95. The PPO
clip range is set to 0.05, with entropy coefficient 0.005, value loss coefficient
0.6, and gradient clipping with maximum norm 0.4. Training runs for 107

timesteps, with checkpoints saved every 5 × 104 timesteps and evaluations
performed every 2 × 104 timesteps over 60 episodes.

4.2.2 Policy architecture
The policy and value functions are parameterized by multilayer perceptrons
(MLPs) with hidden layer sizes [256, 64, 16]. The agent observes both scalar
signals (buffer and throughput) and per-representation candidate features. A
buffer capacity of 𝐵max = 15 seconds is used for both training and evaluation.

4.2.3 Observation normalization
Observations are normalized in two steps. First, raw quantities are
mapped to a stable numerical range using: VMAF/100, log10(bitrate),
log10(size), log10(throughput), and an energy harmonization function:
(𝐸max − 𝐸)/(𝐸max − 𝐸min), where 𝐸min and 𝐸max denote the minimum
and maximum per-chunk energies among available representations. Second,
quantities are normalized with: 𝑥𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 = 𝑥−𝜇

𝜎 , where 𝜇 and 𝜎 are the
feature statistic mean and standard deviation dynamically obtained during the
training. The second normalizations step was realized using VecNormalize
from StableBaseline3[57].

4.2.4 Action space and mapping to representations

The policy outputs a 2D continuous action 𝑎𝑡 = (𝑎(1)
𝑡 , 𝑎(2)

𝑡 ) ∈ [0, 1]2.
The first component is mapped to a target log-bitrate by linear interpolation
between log 𝐵𝑟min and log 𝐵𝑟max. The second component is mapped to a
target reduction rate by interpolation between the minimum and maximum
reduction rates (typically 0 and 0.4). The resulting continuous pair is mapped
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to the closest available representation in the discrete representation set. During
training, when two representations are similarly close, the final selection is
sampled stochastically with probabilities proportional to the inverse distance,
whereas evaluation uses a deterministic nearest-neighbor mapping.

4.2.5 Reward coefficients
As explained in section 3.9, the reward is:

𝑟𝑡 = 𝛼 VMAF𝑡 + 2
1 + exp(−0.25 (VMAF𝑡 − 𝛽

𝛼))

− 𝜖𝛼 ∣VMAF𝑡 − VMAF𝑡−1∣ − 𝑟𝑝 𝑅𝑡 𝟙𝑎𝑡>0

− 𝒫dom(𝑡) + 𝜁 𝐸max − 𝐸𝑡
𝐸max − 𝐸min

.

(4.6)

We use the following coefficients: 𝛼 = 0.01, 𝛽 = 0.6, 𝜖 = 1, 𝑟𝑝 = 4, and
𝜁 = 1.5. These values were initialized based on those reported in GreenABR
and adjusted through empirical training on the BBB video. We did not perform
an extensive hyperparameter optimization procedure.

4.2.6 Datasets and traces
Training and evaluation use separate train/test splits, with nine videos used for
training and one video held out for evaluation. A cross-validation procedure
is applied, each of the ten videos is used once as the evaluation video. For
both training and evaluation, representations with a reduction rate of 0.6 are
excluded; as discussed in section 4.1.2.

Network conditions are generated using empirical throughput traces
sampled from a unified trace repository containing 3G, 4G, and 5G traces.
To improve robustness, we additionally apply multiplicative throughput noise
of 5% during simulation.

4.2.7 Energy modeling
Download energy is computed with the affine model from prior work [55]
using coefficients 𝛼 = 0.3053 and 𝛽 = 13.1. Playback energy is taken directly
from the dataset. We discussed this choide in section 4.1.1.
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4.2.8 Evaluation protocol and metrics
We evaluate the proposed method and baseline algorithms using multiple
performance metrics that capture both Quality of Experience (QoE) and
energy consumption. Specifically, we report perceived visual quality
measured by VMAF, total rebuffering time (in seconds), VMAF oscillation
to quantify temporal quality variations, and total energy consumption.

Each method is evaluated over 10 episodes per video and per network
trace. Videos always start from the first chunk, while the starting point
within the throughput trace is randomized using a fixed seed. Experiments
are conducted under three network scenarios corresponding to 3G, 4G, and
5G conditions, using empirical throughput traces. Evaluation is performed
using the same trace pool as training in order to assess performance under the
training distribution.

We compare our approach against representative heuristic- and learning-
based ABR baselines, including BOLA [2], Throughput-Based and Dynamic
adaptation [16], E-WISH [19], GreenABR [5], and GreenABR+ [22]. These
baselines cover a wide range of design paradigms, from rule-based controllers
to reinforcement learning–based methods.

For reinforcement learning–based approaches, we adopt a cross-validation
evaluation protocol. For each video in the dataset, that video is held out from
the training set, the model is trained on the remaining videos, and the held-out
video is evaluated over ten independent episodes. This procedure ensures that
evaluation is performed on unseen content and provides robust estimates of
model performance across the dataset.

4.2.9 Implementation details
All experiments are implemented in Python 3.11 using Stable-Baselines3 and
a Gym-compatible simulation environment. Training is performed on an
NVIDIA L40 GPU. For reference, a training is equivalent to 10 millions steps
and took 50 minutes.
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Chapter 5

Experimental results

This section reports the experimental results obtained with the proposed
energy-aware adaptive bitrate streaming system, Streamwise, and compares
its performance against state-of-the-art baseline algorithms under 3G, 4G, and
5G network conditions. We first discuss the baseline implementations used for
comparison, then present quantitative results. Finally, we analyze the behavior
of the learned policy across different network scenarios.

5.1 Discussion of Baseline Implementations
We reimplemented all baseline algorithms within the same simulation
framework used for the proposed method in order to ensure a fair comparison.
Whenever possible, we preserved the original hyperparameters reported in the
corresponding papers.

We reimplemented GreenABR in our environment using the hyperparam-
eters proposed in the original work [5]. The main differences with respect to
the original experimental setup lie in the dataset and feature extraction process:
we use a different set of videos, a different video codec, and a different feature
extraction pipeline. Concerning the feature extraction pipeline, we assume
there is a difference because GreenABR paper does not detail it. Under these
conditions, training proved highly unstable, preventing a reliable performance
comparison.

To improve training stability, we introduced four modifications inspired
by our own ablation studies: (i) an additional observation normalization using
the VecNorm method, (ii) a logarithmic transformation of the throughput
feature, (iii) removal of the stall penalty when the lowest bitrate is selected,
and (iv) stall and energy penalties are clip between 0 and 10. These
changes improved stability; however, some instability remained, leading to
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degraded performance and convergence toward suboptimal policies. As a
result, GreenABR performance should be interpreted with caution in our
experimental setting.

GreenABR+ [22] exhibited more stable training behavior than GreenABR
in our environment. We further improved its stability by applying the same
four modifications described above. To assess the impact of challenging
content, we evaluated two configurations: one including all videos (GABR+)
and one excluding Sol Levante (GABR+*). Results obtained without Sol
Levante are marked with an asterisk in the evaluation tables. However, some
instability remains, so similar to GreenABR, GABR+ performance should be
interpreted with caution.

For E-WISH [19], we adjusted the 𝛿 coefficient to 0.05 instead of the
originally proposed value of 0.1. This adjustment was necessary to prevent
overly aggressive quality reductions in our setting and to obtain stable behavior
comparable to other baselines.

For BOLA, the buffer aggressiveness parameter 𝛾 was set to 0.25. For
the throughput-based baseline, we use a safety factor of 0.9 and a sliding
window length of three segments for throughput estimation. For the dynamic
adaptation baseline, the buffer threshold was set to 10 seconds.

5.2 Results
We report the performance of the proposed method (Streamwise) and the
baseline algorithms under three network scenarios: 3G, 4G, and 5G.
Figures 5.1, 5.2, and 5.3 summarize the results for 3G, 4G, and 5G conditions,
respectively.
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Figure 5.1: Performance comparison under 3G network conditions
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Figure 5.2: Performance comparison under 4G network conditions
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Figure 5.3: Performance comparison under 5G network conditions

Under 3G conditions (Figure 5.1), average VMAF values range from 39.5
to 58.8 across all methods. Streamwise achieves an average VMAF of 43.9,
compared to 55.4 for BOLA, 55.6 for the Throughput-Based approach, and
58.8 for the Dynamic baseline. Rebuffering time ranges from approximately
0.21 to 4.63 seconds. Streamwise exhibits 0.28 seconds of stall time, whereas
BOLA, Throughput-Based, and Dynamic experience 1.24, 1.04, and 4.63
seconds of rebuffering, respectively.

Under 4G conditions (Figure 5.2), BOLA, Throughput-Based, and
Dynamic achieve average VMAF values close to 95, with energy consumption
around 7 joules. In comparison, Streamwise attains an average VMAF of
approximately 83 with an energy consumption of 4.2 joules. The energy-aware
baselines consume less than 4 joules but exhibit lower perceptual quality, with
VMAF values below 55, except for GreenABR+*, which achieves an average
VMAF of approximately 65.

Under 5G conditions (Figure 5.3), Streamwise, BOLA, observed under
4G conditions. Among the energy-aware baselines, E-WISH, GreenABR,
GreenABR+, and GreenABR+* achieve average VMAF and energy consump-
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tion values of approximately 86 and 5.2 joules, 52 and 3.5 joules, 56 and 3.6
joules, and 75 and 4.5 joules, respectively.

5.3 Result Discussion
Under 3G network conditions, avoiding stalling events is the primary
objective, as bandwidth constraints are severe. Three models achieve
comparable and strong performance in this scenario: Streamwise, GABR,
and GABR+*. Among these approaches, Streamwise achieves a VMAF
score approximately 10% higher while simultaneously reducing energy
consumption by about 10%, making it the most efficient solution under 3G
conditions.

Under both 4G and 5G network conditions, stalling events become
extremely rare, even when selecting high bitrates, except during the initial
phase of the streaming session when the playback buffer is empty. During
this startup phase, all evaluated models select the lowest available bitrates,
leading to similar initial behavior across approaches.

In 4G conditions, energy-aware models generally suffer from reduced
visual quality, with VMAF scores below 70. In contrast, Streamwise achieves
a significantly higher quality level, with an average VMAF of approximately
82, which is only about 15% lower than that of throughput-based approaches.
Importantly, Streamwise reduces energy consumption by approximately 35%
compared to BOLA and by 39% compared to Throughput and Dynamic,
highlighting a favorable trade-off between quality and energy efficiency.

In the 5G scenario, Streamwise attains a slightly higher VMAF score of 85
(an increase of 3.6%) while incurring a marginally higher energy consumption
of 4.3 joules (an increase of 2.3%). Both GABR and GABR+ save more
energy than Streamwise, around 18% less than Streamwise, however, they
continue to exhibit poor performance in terms of achieved quality, around
35% less, moreover, their quality is too low to be acceptable. GABR+* and
EWISH obtain VMAF values comparable to or lower than Streamwise—75
and 86, respectively—while consuming more energy, namely 4.5 and 5.2
joules. Compared to standard ABR approaches, Streamwise reduces energy
consumption by approximately 38%.

Beyond aggregate metrics, we further examine the consistency of
Streamwise and GreenABR+* across individual video contents, as reported
in Table 5.1. The results indicate that GreenABR+* lacks generalization
capability, performing well on certain videos while degrading significantly
on others. In contrast, Streamwise maintains stable and consistently high
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performance across all evaluated videos, demonstrating superior robustness
and generalization across diverse content characteristics.

Table 5.1: Per-video average VMAF comparison between Streamwise and
GreenABR+*, in the 5G scenario

Video Streamwise VMAF GreenABR+* VMAF
bbb 88.39 89.12
chim_1 89.49 93.97
chim_2 83.07 90.22
chim_3 84.51 85.78
cp 86.52 84.15
jap 76.48 29.13
reg 87.84 86.47
sol 72.75 53.23
stem_1 91.19 65.74
stem_2 86.69 70.23

To evaluate the models from a complementary perspective, we adopt the
GreenABR Quality of Experience (QoE) metric, defined as follows:

QoE = 𝛼
𝑛

∑
𝑖=1

VMAF𝑖 − 𝛽
𝑛

∑
𝑖=1

𝑟𝑡𝑖 − 𝛾 𝑟𝑐

− 𝜎
𝑛

∑
𝑖=2

∣VMAF𝑖 − VMAF𝑖−1∣

− 𝜇
𝑛

∑
𝑖=2

⌊∣VMAF𝑖 − VMAF𝑖−1∣
20 ⌋

The parameters of the QoE model were empirically set in the GreenABR
study to the following values: 𝛼 = 0.0771, 𝛽 = 1.2497, 𝛾 = 2.8776, 𝜎 =
0.0494, and 𝜇 = 1.4365 [5]. In addition, we compute the QoE/𝐸 ratio to
explicitly account for energy efficiency. The results are presented in Figure 5.4.

Across all three network scenarios, Streamwise consistently achieves
the highest QoE per unit of energy consumed. This result confirms that
Streamwise provides the best balance between user-perceived quality and
energy consumption in our experimental setup.

In the following parts, we analyze the behavior of the model in 3G and
5G conditions. We skip the analysis in the 4G conditions, because as shown
before, 4G and 5G have a very similar behavior.
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scenarios

Under 3G conditions, the learned policy exhibits a relatively simple and
consistent behavior across most videos. In the majority of cases, the model
selects either the lowest or the second-lowest bitrate, prioritizing low data
rates. In addition, the policy frequently applies a reduction rate of 0.2 or 0.4.
This behavior suggests that the agent primarily seeks to minimize or limit
rebuffering events under severe bandwidth constraints, which is consistent
with the reward design that penalizes stall time.

An exception to this pattern is observed for the Chimera_1 video. Under
3G conditions, the model neither applies luminance reduction nor selects the
lowest bitrate. Instead, it predominantly chooses bitrates in the range of 600–
900 kbps. As a result, the policy incurs moderate rebuffering, on the order of
an average 0.3 seconds per chunk, which could potentially have been reduced
by adopting a more conservative strategy. However, this choice enables the
model to achieve an average VMAF of approximately 82.

This behavior indicates that, for content that attains high perceptual
quality at relatively low bitrates, the learned policy is willing to tolerate
limited rebuffering in order to preserve visual quality. Even under poor
network conditions, the agent therefore adapts its strategy based on content
characteristics rather than following a strictly stall-minimizing policy.

We analyze the policy learned by Streamwise under 5G conditions.
Figure 5.5 shows the distribution of actions selected by the agent during
evaluation. The model selects no luminance reduction (𝑟𝑟 = 0) in
approximately 83% of the decisions, while reduction rates of 0.2 and 0.4 are
selected in approximately 5% and 12% of the cases, respectively. However,
this conclusion must be treated with caution due to limited size of the dataset,
and the fact that this behavior only occurred once.

With respect to bitrate selection, the agent almost never selects the
300 kbps and 900 kbps representations. The lowest bitrate (145 kbps) is
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consistently selected at the beginning of each video when the playback buffer
is empty. After buffer fill, the policy predominantly selects bitrates in the range
between 1600 kbps and 8100 kbps, while the highest bitrate representations
are chosen only rarely.
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Figure 5.5: Distribution of Streamwise actions during the test (5G Conditions).

The model predominantly selects medium bitrates rather than the highest
bitrates because the corresponding energy gap is large while the associated
VMAF gain is relatively small, as shown in Section 3.4. Moreover, except
at the beginning of a streaming session, the model almost never selects the
lowest bitrate. Compared to medium bitrates, the lowest bitrate incurs a
substantial loss in VMAF while providing only a limited reduction in energy
consumption.

With respect to the reduction rate, the model tends to avoid applying
luminance reduction. Understanding this behavior requires a more detailed
analysis of the conditions under which reduction rates are selected, which is
investigated in the following paragraphes.

Firstly, we need to emphasize that the model behavior is video dependent.
As shown in table 5.2, in 5G conditions, the selected reduction rate varies from
one video to another, as example, Chimera 1 almost never select a reduction
rate, while Stem 2 selected a reduction rate half of the time. We can go even
further by saying that the model behavior is content dependent instead of video
dependent, because the behavior between Stem 1 and 2 are different while
being vuts from the same video. However, this is not consistently observed:
the Chimera cuts exhibit similar distributions.

Moreover, under 5G conditions, we observe that the model applies
luminance reduction more frequently during the initial chunks of a streaming
session. As shown in table 5.3, reduction rates of 𝑟𝑟 = 0.4 are selected in more
than 40% of the decisions within the first three chunks, whereas the proportion
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Table 5.2: Distribution of selected reduction rates per video under 5G
conditions.

Video 𝑟𝑟 = 0.0 (%) 𝑟𝑟 = 0.2 (%) 𝑟𝑟 = 0.4 (%)
bbb 79.55 9.09 11.36
chim_1 97.22 0.00 2.78
chim_2 94.44 2.78 2.78
chim_3 94.44 2.78 2.78
cp 88.57 5.71 5.71
jap 93.02 0.00 6.98
reg 86.96 8.70 4.35
sol 79.55 2.27 18.18
stem_1 78.57 9.52 11.90
stem_2 47.62 9.52 42.86

of decisions without reduction (𝑟𝑟 = 0.0) decreases significantly compared to
steady-state behavior.

Figure 5.6 further highlights that the action pair (145 kbps bitrate, 𝑟𝑟 =
0.4) is among the most frequently selected combinations under 5G conditions.
Notably, the 145 kbps bitrate is almost never selected without this reduction
rate, and similarly, the reduction rate 𝑟𝑟 = 0.4 is rarely applied without this
bitrate. This strong coupling indicates that the model uses this reduction
selectively rather than uniformly across bitrate levels.

This behavior is primarily driven by buffer dynamics rather than by
the beginning of the streaming session itself. As also observed under 3G
conditions, the initial chunks correspond to an empty playback buffer, making
stall events likely. To mitigate stall duration, the learned policy favors
the (145 kbps, 𝑟𝑟 = 0.4) action, which jointly minimizes chunk size and
energy consumption. Since perceptual quality is already low at this bitrate,
applying luminance reduction has a limited impact on perceived quality, while
providing two benefits: further reducing device energy consumption and
shortening download time, thereby lowering the risk and duration of stalls.

Finally, we evaluate the contribution of the reduction-rate action through
a controlled experiment. We train two Streamwise models using the same
training procedure and hyperparameters, differing only in their action space.
The first model allows reduction rates of 0.0, 0.2, and 0.4, while the second
model restricts the action space to a single reduction rate (𝑟𝑟 = 0.0). In
the latter case, the observation space is correspondingly reduced, as VMAF
and energy features associated with non-zero reduction rates are no longer
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Table 5.3: Distribution of selected reduction rates in the first three chunks
under 5G conditions (all videos).

Reduction rate Selection ratio (%) Net change (%)
𝑟𝑟 = 0.0 46.7 –36.0
𝑟𝑟 = 0.2 10.0 +5.0
𝑟𝑟 = 0.4 43.3 +31.9
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Figure 5.6: Distribution of Streamwise (bitrate, reduction rate) actions, in 5G
conditions

provided to the agent.
Figure 5.7 compares the Quality of Experience (QoE) and the energy-

normalized metric QoE/𝐸 across network scenarios for both models.
Allowing luminance reduction consistently yields higher performance: on
average, QoE increases by 4.9%, while QoE/𝐸 improves by 13.6%. These
results indicate that explicit control over luminance reduction provides a
measurable benefit in terms of both perceived quality and energy efficiency.
Tables 5.4, 5.5, and 5.6 detail the metric difference of both models.
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Table 5.4: Impact of DeepPVR on Streamwise performance under 3G network
conditions.

Method VMAF Osc. Stall (s) Energy
Streamwise w/ DeepPVR 43.92 11.12 0.28 2.91
Streamwise w/o DeepPVR 42.71 12.14 0.23 3.35

Table 5.5: Impact of DeepPVR on Streamwise performance under 4G network
conditions.

Method VMAF Osc. Stall (s) Energy
Streamwise w/ DeepPVR 82.83 7.32 0.01 4.24
Streamwise w/o DeepPVR 78.76 7.37 0.01 4.46

Table 5.6: Impact of DeepPVR on Streamwise performance under 5G network
conditions.

Method VMAF Osc. Stall (s) Energy
Streamwise w/ DeepPVR 84.79 6.90 0.00 4.30
Streamwise w/o DeepPVR 82.93 6.66 0.00 4.74
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Chapter 6

Conclusions and Future work

Section 6.1 concludes this master’s thesis by discussing the main research
outcomes, the objectives of the work, and the insights gained. Section 6.2
then highlights the current limitations of this research and outlines how they
could be addressed. Finally, Section 6.3 concludes the thesis with personal
reflections.

6.1 Conclusion
This thesis investigated the problem of energy-efficient adaptive bitrate (ABR)
streaming on mobile devices, with the objective of reducing device energy
consumption while preserving an acceptable Quality of Experience (QoE).
Motivated by the increasing dominance of video streaming in global Internet
traffic and the limited battery capacity of mobile devices, we focused on
extending reinforcement learning–based ABR algorithms beyond QoE-centric
optimization to explicitly incorporate energy awareness.

To this end, we proposed Streamwise, an energy-aware ABR framework
trained with deep reinforcement learning and augmented with Pixel Value
Reduction (PVR). The proposed approach makes several key contributions.
First, we designed a training methodology that emphasizes generalization
across video content, addressing a major limitation of existing energy-
aware ABR approaches that tend to overfit to specific video energy profiles.
Second, we integrated luminance reduction into the ABR decision process,
enabling the agent to jointly optimize bitrate selection and display energy
consumption through a controllable reduction rate. Third, we developed an
experimental environment combining real on-device power measurements,
perceptual quality metrics, and realistic network simulations.
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Extensive experiments under diverse network conditions (3G, 4G, and
5G) demonstrate that Streamwise achieves a consistently superior trade-off
between perceptual quality and energy consumption compared to baseline
methods. In low-bandwidth scenarios, the proposed approach effectively
limits rebuffering events. In higher-bandwidth scenarios, Streamwise
significantly reduces energy consumption—by up to approximately 35–40%
relative to standard ABR algorithms—while maintaining perceptual quality
levels that remain close to those achieved by QoE-oriented approaches.
Moreover, cross-validation experiments show that Streamwise generalizes
robustly across heterogeneous video content, in contrast to prior learning-
based energy-aware ABR methods whose performance degrades on unseen
videos.

Overall, the results confirm that the goals set out in the introduction of
this thesis have been met. Streamwise demonstrates that combining energy-
aware ABR with reinforcement learning enables a more favorable trade-off
between QoE and energy consumption. This work highlights the importance
of multi-dimensional adaptation strategies for the design of more sustainable
video streaming systems.

The insights gained from this work suggest that future ABR systems should
move beyond bitrate-only control and incorporate additional perceptual and
energy-related parameters. For researchers working in this area, our results
emphasize the need for careful dataset design, realistic energy modeling, and
rigorous cross-content evaluation to ensure robustness. If this work were to
be extended, we would consider constructing a larger and more diverse set of
measured videos, including additional content types such as sports and vertical
videos. We would also focus on finer-grained luminance reduction levels (e.g.,
𝑟𝑟 = 0.05, 0.1, 0.15). Finally, implementing the simulation environment in a
faster programming language than Python could substantially reduce training
time and the energy consumption associated with model training.

6.2 Limitations and future works
A primary limitation of this work is the use of a simulated environment for
both training and evaluation. Simulation may not capture all effects present
in real-world streaming deployments. Evaluating and potentially training the
proposed approach in a real streaming environment would improve its external
validity.

Another limitation concerns the discretization of the luminance reduction
rate. In this study, we consider a limited set of discrete reduction rates and
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exclude one (e.g., 𝑟𝑟 = 0.6) due to their negative impact on perceived quality.
Future work could explore finer-grained discretizations of the reduction rate,
for example by considering values between 0 and 0.5 with smaller steps.
More generally, extending the framework to support a continuous reduction
rate represents a promising research direction, either by computing dimming
maps on the fly or by interpolating between pre-computed reduction levels, as
proposed for bitrate selection in GreenABR+ [22].

In this work, we assume that luminance reduction is applied on the server
side rather than on the mobile device. This assumption is motivated by the fact
that energy consumption on battery-powered devices is more constrained than
on server-side infrastructure. If luminance reduction were to be applied on the
client device, additional factors would need to be considered, including the
energy cost of computing the dimming map locally, or alternatively the cost of
downloading pre-computed dimming maps from the server. In all cases, the
energy cost of applying the dimming map to the video frames would also need
to be accounted for.

Finally, the proposed approach is evaluated using a single bitrate ladder.
Future work could investigate generalization across different bitrate ladders
by extending the model to jointly select actions over both bitrate and
reduction-rate ladders, following the ladder generalization strategy introduced
in GreenABR+ [22].

6.3 Reflections
Our work primarily focuses on reducing the energy consumption of video
streaming on mobile devices. As such, its main impacts are economic and
environmental, as it contributes to saving electricity as well as the resources
required for its production, transmission, and storage. By improving the
energy efficiency of the streaming pipeline at the device level, this work
supports more sustainable use of digital infrastructures, which are becoming
increasingly energy intensive.

In addition to its environmental implications, this work may also have a
social impact. By reducing the energy cost associated with video streaming on
mobile devices, the proposed approach can contribute to lower battery usage
and extended device lifetime. This may indirectly reduce user expenses related
to frequent charging or premature battery replacement. However, this social
impact should be interpreted cautiously, as the relationship between energy
savings during video streaming and improvements in individual purchasing
power is limited and would require quantitative analysis to be assessed.
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This thesis contributes to several United Nations (UN) Sustainable
Development Goals (SDGs). In particular, it aligns with SDG 9 (Industry,
Innovation, and Infrastructure) by improving the efficiency and sustainability
of streaming. It also supports SDG 12 (Responsible Consumption and
Production) by reducing device-level energy consumption.
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