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Abstract

Cognitive Behavioral Therapy relies on identifying cognitive distortions in
patient speech, but automated classification of distortion types is limited
by data scarcity: expert-labeled clinical text is expensive to collect and
subject to privacy constraints. Large Language Models (LLMs) offer strong
zero-shot reasoning but are impractical for local clinical deployment due to
their computational cost and privacy risks, while compact classifiers such
as RoBERTa can run locally but struggle with the semantic overlap and
subjectivity that characterize distortion categories. These properties yield
ambiguous decision boundaries and weak discriminative supervision under
limited annotated data.

This thesis investigates whether uncertainty-guided LLM-based data
augmentation can improve cognitive distortion classification in a compact
RoBERTa model trained on the TherapistQA dataset (2,530 samples, 11
classes, with a 9.33:1 ratio between the most and least frequent class). The
pipeline first compares three uncertainty estimators (Softmax Entropy, Monte
Carlo Dropout, and Deep Ensembles) for identifying informative training
instances, then evaluates four LLM-based augmentation conditions formed by
crossing two generators (LLaMA 3.3 70B and Qwen 3 235B) with two seed-
selection strategies (entropy-based and random). These are compared against
a non-augmented baseline and two traditional augmentation baselines (EDA
with Synonym Replacement, and Contextual BERT). Evaluation uses Relaxed
Macro F1 across multiple random seeds with Wilcoxon signed-rank testing
and Bonferroni correction.

The study yields two complementary findings. First, as an engineering
result, three of four LLM-based conditions improve over the baseline mean
Relaxed Macro F1, while both traditional augmentation methods substantially
degrade performance; LLaMA Random achieves the best result (0.3552
vs. 0.3331 baseline), and fine-tuned RoBERTa outperforms both LLMs
in the zero-shot setting by more than 35 percentage points, supporting
the viability of compact locally-deployable classifiers for privacy-sensitive
clinical NLP. Second, as a scientific finding not predicted by prior literature,
the optimal seed-selection strategy depends on the generator: LLaMA
performs best with random selection, while Qwen performs best with
entropy-based selection. The cross-LLLM comparison under random selection
is the only pairwise contrast that remains statistically significant after
Bonferroni correction (W = 0.0, p = 0.002), making this LLM—strategy
interaction the most robust pairwise effect observed in this study. Per-class
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analysis further shows that augmentation gains concentrate on classes defined
by topic-independent attributional patterns (Labeling, Overgeneralization,
Personalization), suggesting that LLM augmentation primarily helps by
diversifying surface cues so that the classifier relies less on dataset-specific
lexical shortcuts.

Keywords

Cognitive Distortion, Data Augmentation, Large Language Models, Uncer-
tainty Estimation, Active Learning, Cognitive Behavioral Therapy
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Sammanfattning

Kognitiv beteendeterapi bygger pé att identifiera kognitiva forvrangningar i
patienters tal, men automatisk klassificering av forvrangningstyper begrinsas
av databrist: expertmarkt klinisk text dr dyr att samla in och omfattas av
integritetsrestriktioner. Stora spridkmodeller (LLM:er) erbjuder stark zero-
shot-resonemang men &r opraktiska for lokal klinisk driftsdttning pa grund
av berikningskostnad och integritetsrisker, medan kompakta klassificerare
sdsom RoBERTa kan koras lokalt men har svirt med den semantiska
overlappning och subjektivitet som kénnetecknar forvringningskategorier.
Dessa egenskaper ger tvetydiga beslutsgrinser och svag diskriminerande
inldrning under begransad annoterad data.

Denna avhandling undersoker om osikerhetsstyrd LLM-baserad dataaug-
mentering kan forbittra klassificering av kognitiva forvringningar i en
kompakt RoOBERTa-modell trinad pa TherapistQA-datasetet (2 530 exempel,
11 klasser, med ett forhdllande pa 9,33:1 mellan den vanligaste och den
minst vanliga klassen). Pipelinen jamfor forst tre osdkerhetsskattare (Softmax-
entropi, Monte Carlo Dropout och Deep Ensembles) for att identifiera
informativa triningsexempel, och utvdrderar sedan fyra LLM-baserade
augmenteringsvillkor som bildas genom att korsa tvd generatorer (LLaMA
3.3 70B och Qwen 3 235B) med tva val av utgdngsexempel (entropibaserat
och slumpmaissigt). Dessa jamfors med en icke-augmenterad baslinje och
tvd traditionella augmenteringsbaslinjer (EDA med synonymerséttning och
Contextual BERT). Utvirderingen anviander Relaxed Macro F1 over flera
slumpfron med Wilcoxons teckenrangtest och Bonferroni-korrigering.

Studien ger tva kompletterande resultat. For det forsta, som ett tekniskt
resultat, forbéttrar tre av fyra LLM-baserade villkor baslinjens genomsnittliga
Relaxed Macro F1, medan bada traditionella augmenteringsmetoderna
forsamrar prestandan avsevirt; LLaMA Random uppnédr det bista resultatet
(0,3552 mot 0,3331 for baslinjen), och finjusterad RoBERTa o&vertriffar
bdda LLM:erna i zero-shot-instdllningen med mer 4n 35 procentenheter,
vilket stodjer anviandbarheten av kompakta lokalt driftsatta klassificerare for
integritetskénslig klinisk NLP. For det andra, som ett vetenskapligt resultat
som inte forutsetts av tidigare litteratur, beror den optimala val-strategin
pa generatorn: LLaMA presterar bist med slumpmaissigt val, medan Qwen
presterar biast med entropibaserat val. Jamforelsen mellan LLM:er under
slumpmaissigt val dr den enda parvisa kontrasten som forblir statistiskt
signifikant efter Bonferroni-korrigering (W = 0,0, p = 0,002), vilket gor
denna interaktion mellan LLM och strategi till den mest robusta parvisa
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effekten i studien. Klassvis analys visar att augmenteringens fordelar kon-
centreras till klasser som definieras av dmnesoberoende attributionsmonster
(Labeling, Overgeneralization, Personalization), vilket tyder pa att LLM-
baserad augmentering framst hjalper genom att diversifiera ytformer sé att
klassificeraren forlitar sig mindre pé dataset-specifika lexikala genvégar.

Nyckelord

Kognitiv forvrangning, Dataaugmentering, Stora spradkmodeller, Osikerhets-
skattning, Aktivt larande, Kognitiv beteendeterapi
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Chapter 1

Introduction

1.1 Background

Cognitive Behavioral Therapy (CBT) is a foundational element of mental
healthcare where a central therapeutic task involves identifying cognitive
distortions (CDs). These are biased ways of thinking that reinforce negative
thought patterns and perpetuate conditions like anxiety and depression [1].
With the global demand for mental health services far outstripping the supply
of licensed professionals, a disparity where recent studies indicate six in ten
psychologists have no openings for new patients [2], there is an urgent need for
scalable Al-driven support systems. Consequently, automating the detection
of these distortions has emerged as a critical task for scaling Internet-based
CBT (iCBT) platforms.

However, computational modeling of this therapeutic process faces
substantial hurdles. As established in foundational work by Shreevastava and
Foltz [3], accurately classifying specific distortion types remains notoriously
difficult even though detecting their mere presence is computationally feasible.
Traditional machine learning models, such as SVMs using Sentence-BERT,
often achieve weighted F1-scores below 0.30 for multi-class tasks [3]. This
difficulty stems not only from data scarcity but from the inherent ambiguity
and subjectivity of human thought. Patient speech is often fragmented and
complex, leading to low inter-annotator agreement and overlapping distortion
categories, such as the fine line between “Fortune Telling” and ”Emotional
Reasoning” [4, 3]. While pre-trained encoder models such as RoBERTa [5]
offer stronger representations than traditional feature-based approaches, they
do not resolve the fundamental challenges of semantic overlap and subjective
labeling that characterize this task [3, 4].
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The advent of Large Language Models (LLMs) represents a paradigm shift
from traditional surface-level approaches toward deep and complex reasoning.
Recent comparative analyses show that open-source LLMs can achieve non-
trivial zero-shot performance on cognitive distortion classification tasks,
though their accuracy remains limited without task-specific fine-tuning [4].
Frameworks such as the Diagnosis of Thought (DoT’) prompting, introduced
by Chen et al. [2], reveal that LLMs can simulate therapeutic processes through
multi-stage reasoning, providing strong zero-shot baselines for cognitive
distortion detection tasks.

Despite this potential, the direct deployment of large-scale models in
clinical settings is fraught with challenges. As highlighted in recent
evaluations, performance typically scales with model size, meaning that
the most capable models are also the most computationally expensive
and opaque [4]. Furthermore, the proprietary nature of these models
raises critical concerns regarding data privacy, safety, and the potential for
unverified hallucinations in sensitive therapeutic contexts [6, 4]. To bridge
the gap between the reasoning power of massive LLMs and the efficiency
requirements of clinical deployment, this thesis proposes an uncertainty-
guided data synthesis framework.

An emerging alternative is to use LLMs as data generation engines rather
than direct inference systems. By leveraging their reasoning capabilities to
synthesize training data, structured knowledge can be transferred to smaller
and more efficient models. Building on this idea, this thesis proposes an
uncertainty-guided data synthesis framework in which model uncertainty is
used to identify informative samples for targeted augmentation. By combining
LLM-based data generation with uncertainty-driven sampling, the proposed
approach aims to improve cognitive distortion classification while maintaining
the efficiency and deployability of compact models.

1.2 Problem

The core problem addressed in this thesis is the ’data bottleneck™ in clinical
Al: high-performance models require vast amounts of expert-labeled data
which are unavailable due to privacy and cost, while readily available LLMs
are computationally prohibitive for on-premise deployment and privacy-risky
for direct clinical integration.
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1.2.1 Original problem and definition

This thesis addresses the classification of CDs from anonymized patient-
therapist interactions using a compact model suited for privacy-preserving,
on-premise deployment. The study uses the TherapistQA dataset [3], which
consists of 2,530 samples across 11 CD categories, with a 9.33:1 class
imbalance ratio and low inter-annotator agreement, both of which limit the
effectiveness of standard supervised learning.

Although LLMs such as LLaMA 3.3 and Qwen 3 demonstrate non-
trivial zero-shot performance on this task, their direct deployment in clinical
settings raises significant concerns due to computational cost and data privacy
risks [6]. This motivates the use of LLMs as data generation engines: their
reasoning capabilities are used to synthesize training data for smaller, more
efficient models rather than to perform inference directly.

1.2.2 Scientific and engineering issues

This project addresses two interrelated technical challenges: mitigating
severe class imbalance through targeted LLM-based data augmentation,
and identifying which uncertainty estimation signal most reliably identifies
informative samples as seeds for synthesis.

The project investigates two secondary scientific questions:

1. Does entropy-based seed selection differ from random selection when
using the same LLLM for augmentation, and does this effect depend on
the LLM?

2. Does the choice of LLM (LLaMA 3.3 70B vs. Qwen 3 235B) affect
downstream classification performance, and how does this interact with
the sampling strategy?

1.3 Purpose

The primary purpose of this thesis is to address the data bottleneck in clinical
Al the scarcity of expert-labeled training data that limits the effectiveness
of supervised models for cognitive distortion classification. To this end,
the thesis investigates whether LLLM-generated synthetic data, guided by
model uncertainty, can substitute for scarce human annotations and improve
classification performance in a compact RoBERTa model.
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A secondary benefit of this approach is privacy preservation. Training
a self-contained model on synthetic data means that patient interactions
need not be transmitted to external Application Programming Interface (API)
providers during inference, which is a practical requirement for General
Data Protection Regulation (GDPR)-compliant iCBT platforms. Similarly,
replacing large external models with a compact locally deployed model
reduces the computational cost of repeated clinical inference, contributing to
more resource-efficient deployment in latency-sensitive settings.

1.4 Goals

The overarching goal of this project is to investigate whether uncertainty-
guided LLLM data augmentation can improve cognitive distortion classification
in a compact model trained on scarce clinical data. This has been divided into
the following three subgoals:

1. Baseline Establishment: Fine-tune a RoBERTa-base model on the
original human-labeled dataset and evaluate LLMs (LLaMA 3.3 70B
and Qwen 3 235B) in a zero-shot setting to establish performance
benchmarks against which augmented models are compared.

2. Pipeline Development: Implement an uncertainty-guided data aug-
mentation pipeline consisting of three components. First, uncertainty
estimation: compute prediction uncertainty using Softmax Entropy, and
compare against Monte Carlo (MC) Dropout and Deep Ensembles as
alternative uncertainty estimators. Second, seed selection: select high-
uncertainty samples as seeds for LLM-based synthesis, and compare
this strategy against random selection as a control condition. Third,
synthetic data generation: generate augmented training samples using
LLaMA 3.3 70B and Qwen 3 235B, with Personally Identifiable
Information (PII) anonymization preserved throughout.

3. Evaluation and Analysis: Train RoOBERTa models on each augmented
dataset and evaluate performance using Relaxed Macro F1 across multi-
ple random seeds. Assess whether LLM-augmented models outperform
the non-augmented baseline and LLM zero-shot benchmarks (H1 and
H2), compare entropy-based against random seed selection, analyze per-
class F1 to identify which cognitive distortion categories benefit most
from augmentation, and conduct statistical significance testing between
conditions.
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1.5 Research Question and Hypotheses

Based on the objectives outlined above, this thesis investigates whether
uncertainty-guided LLM data augmentation can address the data bottleneck in
clinical Natural Language Processing (NLP) by improving cognitive distortion
classification in a compact, locally deployable model. Specifically, we
formulate the following primary research question:

Primary Research Question

Can uncertainty-guided LLM data augmentation improve cognitive distortion
classification in a compact RoOBERTa model beyond non-augmented, ran-
domly augmented, and LLM zero-shot baselines?

To further decompose this question, we investigate two secondary research
questions:

1. Does entropy-based seed selection differ from random selection in
downstream performance when using the same LLM for augmentation,
and does this depend on the LLM?

2. Does the choice of LLM (LLaMA 3.3 70B vs. Qwen 3 235B) affect
downstream classification performance, and how does this interact with
the sampling strategy?

To address the primary research question quantitatively, we establish two
specific hypotheses:

Hypothesis 1 (H1)

We hypothesize that a RoOBERTa-base model fine-tuned on LLM-augmented
datasets will generally achieve higher Macro Fl-scores on a held-out test
set compared to a baseline model trained exclusively on the original
human-labeled data. This hypothesis rests on the premise that LLM-
generated synthetic samples better preserve the semantic and clinical
nuances of cognitive distortions than the limited original data alone, thereby
compensating for data scarcity and severe class imbalance [7].

Hypothesis 2 (H2)

We hypothesize that a RoOBERTa-base model fine-tuned on LLM-augmented
data will achieve classification performance comparable to or exceeding
the zero-shot performance of the LLMs used to generate that data. This
hypothesis rests on the premise that LLM-generated samples encode implicit
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task knowledge that a smaller model can internalize through supervised fine-
tuning, allowing task-specific parameter updates to compensate for the absence
of the scale that zero-shot LLMs rely on [7, 4].

1.6 Research Methodology

1.6.1 Research Approach

This research adopts a post-positivist philosophical stance: an objective
notion of cognitive distortions is assumed to exist, but its measurement is
inherently imperfect and influenced by human subjectivity, so quantitative
metrics such as the F1 score serve as proxies for clinical utility rather
than absolute measures of truth. The study follows a deductive approach,
formulating hypotheses from established work on uncertainty estimation and
data augmentation and testing them empirically. Among research strategies,
experimental quantitative research was chosen because it can establish a causal
link between the proposed intervention (an uncertainty-guided LLM data
augmentation framework) and the classification performance of a compact
RoBERTa model, and can quantify computational efficiency. Qualitative
methods such as interviews with therapists were rejected because they cannot
quantitatively demonstrate scalability or computational efficiency, and a case
study of a specific iCBT platform was rejected to prioritize generalizability
across a standardized dataset before attempting clinical deployment.

1.6.2 Methodological Framework: Uncertainty-Guided
Data Augmentation

This research is positioned within the domain of Deep Active Learning [8].
Unlike traditional pool-based active learning, which selects samples from an
existing unlabeled pool, this study implements a generative variant in which
the query strategy triggers the synthesis of new training data by an LLM,
targeted at the student model’s weaknesses.

The query strategy is uncertainty-based: samples exhibiting high
prediction uncertainty are selected as seeds for LLM-based synthesis, on the
rationale that targeting the student model’s knowledge gaps maximizes the
utility of each synthetic sample given the scarcity of expert-annotated clinical
data. Three uncertainty estimation methods are compared (Softmax Entropy,
MC Dropout, and Deep Ensembles); representative and diversity-based
strategies were rejected because the primary objective is to address specific
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model weaknesses rather than to increase global distribution coverage, and
influence-based strategies were rejected due to their prohibitive computational
cost. The selected seeds are then submitted to one of two LLMs (LLaMA
3.3 70B and Qwen 3 235B), which serve as data generation engines rather
than inference systems. Both entropy-based and random seed selection are
evaluated per LLM to isolate the contribution of the uncertainty estimation
strategy from the choice of generative model. PII anonymization tags are
preserved throughout generation to satisfy GDPR requirements for clinical
data. The student classifier itself (RoBERTa-base) and the rationale for not
fine-tuning the LL.Ms are discussed in Section 3.5.1.
The methodology is governed by three core design principles:

1. Data efficiency: Synthetic sample generation is targeted at high-
uncertainty regions to maximize the return on each generated sample.

2. Reproducibility and deployability: A lightweight student model is
used to ensure the framework operates within realistic computational
constraints.

3. Simplicity: The framework is composed of well-understood compo-
nents to ensure clear scientific attribution of results.

1.7 Delimitations

This section defines the explicit boundaries of the thesis project to ensure
the research remains focused on the specific challenge of improving cognitive
distortion classification under data scarcity.

1.7.1 Data Modality and Language

The study is confined to text-based interactions in English. Multimodal signals
such as audio and video are excluded on the grounds that cognitive distortions
are, as Beck originally posited [9], errors in reasoning and logic rather than
purely emotional expressions, and are therefore most accurately captured
through semantic analysis of text. Text-based models also impose substantially
lower computational overhead than multimodal architectures, making them
more viable for local deployment. The study is limited to English to avoid the
semantic noise introduced by translation layers and to ensure full utilization
of the available annotated dataset.
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1.7.2 Scope of Task: Classification vs. Intervention

The project is strictly delimited to the detection and classification of cognitive
distortions. It explicitly excludes downstream therapeutic tasks such as
cognitive restructuring, which involves generating reframed thoughts, or
therapeutic dialogue generation. As outlined in a recent comprehensive review
by Jiang et al. [10], the CBT delivery process is distinctively stratified into
assessment and therapeutic intervention. Establishing high accuracy in the
former is a prerequisite for the latter.

While generative intervention is a long-term goal of Al in mental health, it
introduces significant safety risks regarding hallucinations and ethical biases.
Current research indicates that LLLMs can be prone to over-diagnosis [11] and
lack the necessary explainability for direct patient intervention in high-stakes
clinical settings [10]. Furthermore, the field currently suffers from a scarcity
of high-quality, reliable datasets for distortion detection [10], which creates a
bottleneck for reliable downstream applications.

By narrowing the scope to classification, this research addresses the
foundational data scarcity problem before attempting the higher-risk task of
generating therapeutic advice.

1.7.3 Model Architecture and Training Paradigm

The project uses RoBERTa-base as the student model and treats LLMs
solely as data generation engines. Fine-tuning or full-parameter training
of the LLMs is explicitly excluded. This decision is grounded in the core
objective of producing a lightweight, locally deployable classifier: training
massive models would contradict the computational constraints required for
on-premise clinical deployment [10]. Encoder-based architectures have been
established as robust baselines for cognitive distortion classification [12],
making RoOBERTa-base a suitable student model. The research contribution
lies in the methodology of improving these compact models through
uncertainty-guided synthetic data generation, rather than in modifying the
generative models themselves.

1.7.4 Data Privacy and Engineering Scope

The research includes the development of a PII filtering pipeline using
Microsoft Presidio to ensure that residual PII in the source data or inadvertent
PII in LLM-generated text is automatically masked. The engineering of
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novel anonymization algorithms is outside the scope; the project relies on
established open-source tools for this functionality.

1.7.5 Validation Scope

This study is a technical evaluation using historical data. It explicitly excludes
clinical trials or real-time intervention with human patients. Conducting
clinical trials requires extensive ethical approval and resources beyond the
scope of a Master’s thesis. The project relies on the test partition of the
established dataset as a proxy for clinical reality, acknowledging that this
measures algorithmic performance rather than patient health outcomes.

1.8 Structure of the thesis

Chapter 2 presents relevant background on cognitive behavioral therapy and
cognitive distortions, followed by the machine learning foundations that the
thesis builds on: RoBERTa, large language models, data augmentation,
uncertainty estimation, and active learning. It then reviews related work on
cognitive distortion classification and positions the present study within it.

Chapter 3 describes the methodology. It presents the experimental design,
the TherapistQA dataset and its preprocessing, the data augmentation methods
(LLM-based and traditional), the uncertainty estimation methods compared,
the RoBERTa-base classification model, and the evaluation framework.

Chapter 4 details the implementation. It covers the computational
environment (Google Colab for data generation and baseline training, Modal
for augmented model training), the data augmentation pipeline (including
LLM API configuration and validation), the model training procedure, and
the entropy computation setup.

Chapter 5 presents the experimental results. It begins with a preliminary
analysis validating the use of Softmax Entropy against MC Dropout and Deep
Ensembles, then reports the main classification results, the comparison of
seed instance selection strategies, the statistical analysis (Wilcoxon signed-
rank tests with Bonferroni correction), and the per-class F1 analysis.

Chapter 6 interprets the results. It discusses the effectiveness of LLM-
based augmentation (H1), the comparison between fine-tuned RoBERTa and
zero-shot LLMs (H2), and the observed interaction between LLM choice
and seed selection strategy. It then presents the broader implications, the
limitations of the study, the ethical considerations, and directions for future
work.
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Chapter 7 summarises the contributions, reviews how the hypotheses and
research questions are resolved, and offers closing remarks.
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Chapter 2

Background

2.1 Deep Learning and Large Language
Models

This section covers the core technologies used in this thesis: Transformer-
based classification models and Large Language Models used for synthetic
data generation.

2.1.1 Evolution of Neural Architectures

Deep learning has transformed machine learning by enabling models to learn
data representations at multiple levels of abstraction [13]. Unlike traditional
approaches that required manual feature engineering, deep learning methods
use backpropagation to automatically discover structure in high-dimensional
data such as images, speech, and text [13].

A major shift in NLP came with the introduction of the Transformer
architecture by Vaswani et al. [14]. Previous models relied on recurrent
neural networks (RNNs) or long short-term memory (LSTM) networks, but
these processed input sequentially, which limited parallelization [14]. The
Transformer replaced recurrence with a self-attention mechanism that captures
dependencies between all positions in a sequence at once. This allows the
model to relate distant words without regard to their positional distance, and
enables much faster training through parallelization [14].

Building on the Transformer, Encoder-based models such as BERT
(Bidirectional Encoder Representations from Transformers) [15] use self-
attention to learn contextual word representations from both directions.
RoBERTa (Robustly optimized BERT approach) by Liu et al. [5] improves on
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BERT by removing the next-sentence prediction objective, using larger mini-
batches, and training on over 160GB of uncompressed text [5].

This thesis adopts RoBERTa-base as the primary classification model.
The rationale for this choice is threefold. First, RoBERTa demonstrates
strong performance on downstream classification tasks compared to the
original BERT, as confirmed by rigorous replication studies [5]. Second,
as an encoder-only model with approximately 125 million parameters, it is
computationally efficient for classification inference compared to generative
decoder models. Third, its compact size makes it suitable for deployment in
privacy-sensitive clinical environments where sending patient data to external
APIs is not acceptable.

2.1.2 The Era of Large Language Models

The field of NLP has recently moved from Pre-trained Language Models
(PLMs) to LLMs. While PLMs like BERT have hundreds of millions of
parameters, LLMs scale to tens or hundreds of billions and are trained on
massive text corpora [16]. Examples include GPT-4 [17] and the open-source
LLaMA 3 [18], which achieve near-human performance on tasks like coding,
multilingual understanding, and reasoning. A key property of LLMs is what
Wei et al. [19] call emergent abilities: capabilities that do not appear in smaller
models but emerge once the model exceeds a certain scale. This means LLMs
can perform tasks they were never explicitly trained for through zero-shot
prompting, where the task is specified in natural language without any labeled
examples [19, 16]. Models that have undergone instruction tuning can further
improve on this capability by generalizing across a wide range of task formats
encountered during fine-tuning.

Despite these capabilities, the direct deployment of LLMs in mental
healthcare faces critical barriers, as highlighted in recent scoping reviews |6,
20]. The first major hurdle is computational cost and latency. Models
like LLaMA 3 405B require immense computational resources for both
training and inference [18], making real-time clinical use impractical in
resource-constrained environments. Furthermore, mental health data is highly
sensitive, and sending patient text to external APIs raises privacy and data
sovereignty concerns that may conflict with regulations such as GDPR [20].
In addition, LLMs are difficult to interpret and prone to hallucinations,
generating plausible but incorrect outputs that pose unacceptable risks in
clinical settings where accuracy is paramount [6]. These limitations motivate
a hybrid approach: rather than deploying LLMs as direct classifiers, they can
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serve as data generation engines to produce synthetic training examples that
improve compact, locally deployable models like ROBERTa.

2.2 Cognitive Distortion Classification in Men-
tal Healthcare

This section describes the problem domain of this thesis. It introduces the
clinical background of Cognitive Behavioral Therapy, the specific challenges
of automating cognitive distortion classification, and the data-related obstacles
that motivate the augmentation-based approach proposed in this work.

2.2.1 Principles of Cognitive Behavioral Therapy (CBT)

CBT is a widely established and evidence-based psychotherapeutic interven-
tion primarily used for treating depression and anxiety disorders [1]. The
core premise of the cognitive model posits that an individual’s emotions and
behaviors are influenced by their perception of events rather than the events
themselves. In patients with mental health disorders, this perception is often
distorted by cognitive distortions, which are biased and irrational thought
patterns that reinforce negative emotions. A foundational step in the CBT
process is helping patients identify these distortions in their own thinking.
Once identified, patients can challenge and restructure these thoughts into
more balanced perspectives, breaking the cycle of negative thinking [2].
Automating this identification process is a key goal of Al in mental healthcare,
as it can support therapists by analyzing patient notes or assist patients through
self-guided tools.

While various taxonomies exist, computational studies typically focus
on ten common categories of distortions defined by Burns and Beck [3].
Examples include All-or-Nothing Thinking, where situations are viewed in
binary terms such as considering anything short of perfection as a total failure,
and Emotional Reasoning, which involves assuming that negative emotions
reflect reality. Fortune Telling involves predicting bad outcomes without
evidence, and Mental Filter refers to focusing exclusively on negative details
while ignoring positive aspects.

Accurately classifying these distortions is computationally challenging
because the categories overlap in meaning. Distinguishing Fortune Telling
from Emotional Reasoning, for instance, requires understanding the patient’s
context and intent, as both involve negative assumptions based on internal
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states [4]. This ambiguity contributes to low inter-annotator agreement among
human experts and limits the effectiveness of automated detection [3].

2.2.2 Challenges in Automated Detection

The automated detection of cognitive distortions has historically faced
significant performance ceilings. Shreevastava and Foltz [3] show that
while detecting the presence of a distortion (binary classification) is
feasible, classifying the specific type remains difficult. Their experiments
using Support Vector Machines with Sentence-BERT embeddings yielded a
weighted Fl-score below 0.30 for multi-class classification, indicating that
standard NLP approaches struggle to capture the reasoning required for this
task.

The root causes of this difficulty can be grouped into four factors. First,
high-quality labeled datasets are scarce because clinical data collection is
expensive and subject to strict privacy regulations [2]. Second, the task
is inherently subjective. Patient language is often fragmented and context-
dependent, leading to low inter-annotator agreement, reported to be as low as
34% in some studies [3]. Third, the distortion categories overlap conceptually,
and a single utterance can often be assigned to more than one category.
Pico et al. [4] highlight the fine line between Fortune Telling and Emotional
Reasoning, noting that both involve negative assumptions based on internal
states.  Shreevastava and Foltz [3] address this by including secondary
distortion labels in their dataset, acknowledging that single-label evaluation
may underestimate classifier performance. Fourth, cognitive distortion
datasets tend to exhibit severe class imbalance, as certain distortion types occur
far more frequently than others in clinical text. Ding et al. [12], working with a
clinical text message dataset of 5 distortion categories, show that classification
performance on infrequent types is particularly poor and that augmentation
through mixup can partially address this gap, though a domain-specific
pre-trained model (MentalBERT) outperformed all augmentation methods.
Rasmy et al. [21], using a crowd-sourced journal dataset of 14 distortion
categories, report a similar pattern and apply Easy Data Augmentation (EDA),
BERT-based word substitution, and back-translation to mitigate it. While these
studies use different datasets and distortion taxonomies, the class imbalance
problem they identify is consistent with the dataset used in this thesis, where
the ratio between the largest and smallest class is 9.33:1. These factors
collectively create a performance ceiling for standard supervised approaches
and point to the need for augmentation strategies that can address both data
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scarcity and class imbalance.

2.3 Data Augmentation for NLP

This section reviews data augmentation techniques relevant to this thesis.
It covers traditional rule-based and model-based methods used as baselines,
followed by recent approaches that use Large Language Models for synthetic
data generation.

2.3.1 Traditional Augmentation Methods

Data augmentation in NLP aims to expand training sets by generating
modified or synthetic versions of existing examples [22]. Unlike in computer
vision, where geometric transformations such as rotation and cropping
are straightforward, augmenting text data is more difficult because natural
language is discrete, making the design of general-purpose transformation
rules less obvious [22].

Among the simplest and most widely used approaches is EDA, proposed
by Wei and Zou [23]. EDA consists of four operations: synonym replacement,
random insertion, random swap, and random deletion. For each operation,
the number of words affected is controlled by a parameter « that scales
with sentence length. Wei and Zou report that EDA is particularly effective
for small datasets, achieving comparable accuracy with only 50% of the
training data on five benchmark classification tasks [23]. However, the authors
themselves note that EDA provides marginal gains when training data is
abundant, and suggest that it may not yield substantial improvements when
combined with large pre-trained models [23].

A more sophisticated approach is contextual word replacement, where a
pre-trained language model predicts substitutions based on the surrounding
context. Unlike synonym-based methods that rely on fixed lexical resources
like WordNet, contextual replacement considers the full sentence when
selecting candidate words [22]. BERT can be used for this purpose by masking
a word in the input and using the model to predict a replacement. This
approach produces more diverse and contextually appropriate substitutions
than rule-based methods, though it is also more computationally expensive.
Rasmy et al. [21] apply both EDA and BERT-based word embedding
substitution to a cognitive distortions dataset and find that combining multiple
augmentation techniques yields the best results, with F1 improvements of up
to 5.9% over their baseline.
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In this thesis, EDA and BERT-based contextual augmentation serve as
traditional baselines against which LLM-based augmentation methods are
compared.

2.3.2 LLM-Based Data Augmentation

Recent advances in Large Language Models have opened a new direction
for data augmentation. Rather than modifying existing sentences through
word-level operations, LLMs can generate entirely new training examples
conditioned on a class label or a seed instance [22]. This sampling-based
approach produces more diverse augmented data than paraphrasing or noising
methods, as the generated text is not constrained to the vocabulary or structure
of the original example.

In the domain of cognitive distortion classification, Ding et al. [12]
compare domain-specific pre-training and data augmentation as two strategies
for improving classification of infrequent cognitive distortion types. Their
results show that a domain-specific model (MentalBERT) outperformed all
augmentation methods tested, but among the augmentation approaches, mixup
was the only technique that improved performance on minority classes, while
EDA and back-translation did not yield clear gains. This suggests that the
choice of augmentation method matters considerably, and that simple surface-
level transformations may be insufficient for this task.

The key advantage of LLM-based generation over traditional methods lies
in the model’s ability to produce text that captures complex semantic patterns.
When prompted with a seed example and a target distortion type, an LLM can
generate a new patient scenario that exhibits the specified cognitive distortion
while varying the surface-level details such as topic, phrasing, and context.
This is particularly valuable for minority classes where the original training
data contains only a handful of examples, as rule-based methods like EDA
can only produce limited variations from a small seed set.

This thesis uses two open-source LLMs, LLaMA 3.3 70B and Qwen 3
235B, as data generation engines. Given a seed instance from the training set,
each LLM generates a new patient scenario with the same distortion label.
The seed instances are selected either by entropy-based uncertainty sampling
or by random sampling, and the effect of this selection strategy on downstream
classification performance is a central question of this work. The details of this
pipeline are described in Chapter 3.

An additional consideration for LLM-based augmentation in clinical
settings is data privacy. Because the augmentation is performed offline
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using the LLLM API, the generated synthetic data does not contain real
patient information. However, the seed instances sent to the API must be
properly anonymized. This thesis uses Microsoft Presidio to filter PII from
all seed instances before they are submitted for augmentation, following the
anonymization protocol described in Chapter 3.

2.4 Uncertainty Estimation in Deep Learning

This section introduces methods for estimating prediction uncertainty in
deep neural networks. Uncertainty estimation is relevant to this thesis for
two reasons: it provides the basis for entropy-based seed selection in the
augmentation pipeline, and it offers a framework for interpreting why certain
augmentation strategies are more effective than others.

2.4.1 Softmax Entropy

The most straightforward way to quantify uncertainty in a classification model
is through the softmax output distribution. Given an input x, a neural network
produces logits that are converted into a probability distribution p over K
classes via the softmax function. The confidence of a prediction can be
measured as the maximum predicted probability max; p;, while the overall
uncertainty can be captured by Shannon Entropy:

K
H(p) =) pclnpy 2.1)
k=1

A high entropy value indicates that the predicted probability is spread
across multiple classes, suggesting the model is uncertain about the input. A
low entropy value indicates that the model concentrates its prediction on a
single class.

This approach requires no modification to the model architecture or
training procedure, making it easy to apply to any trained classifier. However,
softmax entropy has a known limitation: it conflates two distinct sources of
uncertainty [24]. The model may be uncertain because the input itself is
inherently ambiguous (for example, a patient utterance that could plausibly
be classified as either Fortune Telling or Emotional Reasoning), or because
the model lacks sufficient training data to learn the correct decision boundary
for that region of the input space. These two sources, known as aleatoric
and epistemic uncertainty respectively, have different implications for data
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augmentation, as discussed in Section 2.4.4.

2.4.2 Monte Carlo Dropout

Gal and Ghahramani [25] show that a neural network trained with dropout
can be interpreted as an approximate Bayesian model. At test time, instead
of disabling dropout as is standard practice, the model performs T stochastic
forward passes with dropout still active. Each pass samples a different subset
of network weights, producing a different output distribution. The predictive
mean is obtained by averaging the T outputs, and the predictive uncertainty is
captured by the variance across passes.

This technique, known as MC Dropout, provides an estimate of epistemic
uncertainty without requiring any changes to the model architecture or the
training objective. The only additional cost is running multiple forward passes
at inference time. Gal and Ghahramani demonstrate that MC Dropout yields
well-calibrated uncertainty estimates and outperforms standard dropout (with
weight averaging) on both regression and classification benchmarks [25].

In this thesis, MC Dropout is evaluated as one of three uncertainty
estimation methods applied to the RoBERTa classifier, alongside Softmax
Entropy and Deep Ensembles.

2.4.3 Deep Ensembles

Lakshminarayanan et al. [26] propose a non-Bayesian alternative for
uncertainty estimation based on training an ensemble of M independently
initialized neural networks on the same dataset. Each network is trained
with a different random initialization and data shuffling order, which leads
to different learned representations. At test time, the predictions of all
M networks are combined by averaging their output distributions, and the
disagreement among the networks serves as a measure of uncertainty.

The authors show that Deep Ensembles produce well-calibrated uncer-
tainty estimates that match or exceed those of approximate Bayesian methods,
including MC Dropout, while being simpler to implement and easier to
parallelize [26]. They also demonstrate that ensembles are effective at
detecting out-of-distribution inputs, producing higher uncertainty on examples
that differ from the training data.

The main drawback of Deep Ensembles is computational cost: training
and storing M separate models requires M times the resources of a single
model. Despite this, the method remains popular due to its strong empirical
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performance and lack of restrictive assumptions about the model architecture.

2.4.4 Aleatoric and Epistemic Uncertainty

Kendall and Gal [24] draw a distinction between two types of predictive
uncertainty. Aleatoric uncertainty captures noise that is inherent in the data
itself, such as ambiguous or mislabeled examples, and cannot be reduced
by collecting more training data. Epistemic uncertainty, on the other hand,
reflects gaps in the model’s knowledge and can in principle be reduced by
providing more or better training data.

This distinction is relevant to data augmentation. Augmenting training
data is expected to reduce epistemic uncertainty by exposing the model to
a wider range of examples in regions where it previously lacked coverage.
However, augmentation cannot address aleatoric uncertainty, which arises
from genuine ambiguity in the task itself. Kendall and Gal show empirically
that aleatoric uncertainty remains roughly constant regardless of training
set size, while epistemic uncertainty decreases as more data becomes
available [24].

Softmax Entropy, as described in Section 2.4.1, does not distinguish
between these two sources. A high-entropy prediction may reflect either
genuine ambiguity in the input or a gap in the model’s training data, and the
seed selection process cannot differentiate between the two. The implications
of this limitation for entropy-based augmentation are discussed in Chapter 6.

2.5 Active Learning and Uncertainty Sam-
pling

Active Learning is based on the idea that a learning algorithm can achieve
better performance with less labeled data if it is allowed to choose which
examples to learn from [27]. In a typical Active Learning setup, the model
identifies the most informative samples from an unlabeled pool and requests
labels for those samples from an oracle, thereby maximizing the performance
gain per labeled example [8]. This approach is valuable in domains where
obtaining labels is expensive or time-consuming, such as clinical NLP where
expert annotation is required.

The most common query strategy in Active Learning is Uncertainty
Sampling, which selects the examples about which the current model is
least confident [27, 8]. Several metrics can quantify this uncertainty. Least
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Confidence selects the sample whose most probable class has the lowest
probability. Margin Sampling selects the sample with the smallest gap
between the top two predicted classes. Entropy, as described in Section 2.4.1,
selects the sample whose predicted distribution has the highest information
entropy. Among these, entropy captures the full shape of the output
distribution rather than focusing on only the top one or two classes, making it
a more comprehensive measure of prediction uncertainty.

This thesis adapts the uncertainty sampling framework for a different
purpose than traditional Active Learning. In the standard setting, high-
uncertainty samples are sent to a human annotator for labeling. In this work,
they are instead used as seed instances for LLLM-based data augmentation.
High-entropy samples represent regions of the input space where the classifier
struggles, and generating new training examples in those regions is expected
to be more effective than augmenting randomly selected samples. This
approach can be seen as a form of generative Active Learning, where the
oracle is not a human annotator but an LLLM that generates synthetic training
data [8]. Whether this entropy-guided seed selection actually outperforms
random selection is one of the central questions investigated in this thesis.

2.6 Summary

This chapter has reviewed the technical and domain-specific background for
this thesis. Section 2.1 introduced the two classes of models used in this
work: RoBERTa, a compact encoder model adopted as the classifier, and
Large Language Models such as LLaMA 3.3 and Qwen 3, which serve as
data generation engines. The direct deployment of LLMs in clinical settings is
impractical due to computational cost, privacy constraints, and interpretability
concerns, motivating a hybrid approach where LLMs contribute indirectly
through synthetic data generation.

Section 2.2 described the clinical task of cognitive distortion classification
and the challenges that make it difficult to automate. Data scarcity, subjective
labeling, semantic overlap between distortion categories, and class imbalance
all contribute to the low performance of standard supervised approaches on
this task.

Section 2.3 reviewed data augmentation methods ranging from traditional
techniques such as EDA and contextual word replacement to LLM-based
generation. Traditional methods provide limited diversity, particularly when
used with pre-trained models that have already learned similar variations
during pre-training. LLM-based augmentation offers greater semantic
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diversity by generating entirely new examples conditioned on a target class
label.

Section 2.4 covered uncertainty estimation methods, including Softmax
Entropy, MC Dropout, and Deep Ensembles, and introduced the distinction
between aleatoric and epistemic uncertainty. This distinction is important
because data augmentation can only address epistemic uncertainty, and
Softmax Entropy does not separate the two sources.

Finally, Section 2.5 connected uncertainty estimation to seed selection
for data augmentation. By selecting high-entropy samples as seeds, the
augmentation process can target regions of the input space where the classifier
is most uncertain. Whether this targeted approach outperforms random seed
selection is a central question of this thesis.

Together, these foundations motivate the experimental framework de-
scribed in Chapter 3: training a RoOBERTa classifier on data augmented by
LLMs, with seed instances selected through either entropy-based or random
sampling, and comparing the results against non-augmented and traditionally
augmented baselines.
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Chapter 3
Methodology

3.1 Experimental Design

3.1.1 Overview of the Framework

This thesis evaluates whether LLM-based data augmentation, guided by model
uncertainty, can improve cognitive distortion classification in a compact
RoBERTa model. The experimental framework consists of three phases,
illustrated in Figure 3.1.

In the first phase, the annotated dataset is split into a training set (80%)
and a held-out test set (20%) using stratified sampling to preserve class
proportions. A baseline RoBERTa-base model is then fine-tuned on the
training set. After training, the baseline model performs inference on the
training data to compute per-sample Softmax Entropy scores. Computing
entropy on training data rather than on unseen data departs from standard
active learning practice, where uncertainty is typically measured on an
unlabeled pool. In this setting, high entropy on a training sample indicates a
region of the input space where the model failed to learn a confident decision
boundary despite having seen the sample during training. Such samples are
therefore informative targets for augmentation. The empirical validity of this
assumption is confirmed in Section 5.1, where we show that high-entropy
training samples correspond to higher rates of incorrect predictions.

In the second phase, the entropy scores are used to guide data
augmentation. For all augmentation methods, seed instances are selected
using entropy-based sampling: the top 30% highest-entropy instances per class
are chosen as seeds for augmentation. For LLM-based methods, a second
variant using random selection (30% of instances chosen at random) is also
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evaluated to isolate the effect of the seed instance selection strategy. Two
LLMs are used for generation: LLaMA 3.3 70B and Qwen 3 235B. Two
traditional augmentation methods, EDA and contextual BERT paraphrase, are
also applied to the same entropy-selected seed instances as baselines. Since
these traditional methods are evaluated only with entropy-based selection,
they do not participate in the entropy-vs-random comparison but serve as a
reference for the overall effect of augmentation method choice.

In the third phase, a RoBERTa-base model is fine-tuned on each
augmented training set using weighted cross-entropy loss to address class
imbalance. For each augmented condition, the combined dataset (original
training data plus synthetic samples) is further split into 87.5% for training and
12.5% for validation. This validation set is used for model selection during
training based on strict Macro F1, as described in Section 3.1.2. All final
models are evaluated on the same held-out test set using Relaxed Macro F1 as
the primary metric.

Each condition is trained across multiple random seeds to assess
robustness. As shown in Table 3.1, the four LLM-based conditions are each
trained with 10 random seeds, while the baseline, EDA, and Contextual BERT
conditions use 3 seeds. This asymmetry reflects practical constraints: the
LLM conditions were the primary focus of the study and were extended
to 10 seeds for robust statistical comparison, while the traditional methods
were run with fewer seeds as they serve as reference baselines. As a
consequence, statistical significance testing (Wilcoxon signed-rank test with
Bonferroni correction) is applied only to pairwise comparisons among the
four LLM-based conditions, where 10 paired observations are available.
Comparisons involving the baseline, EDA, or Contextual BERT conditions are
reported as descriptive statistics (mean and standard deviation) without formal
significance testing.

This three-phase structure corresponds to a two-loop process in practice.
Loop 1 produces the baseline model and its entropy scores. Loop 2 uses those
scores to generate augmented data and train the final models. The framework
does not iterate beyond two loops; the entropy scores computed in Loop 1 are
fixed and reused across all augmentation conditions.
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Figure 3.1: Overview of the experimental framework. Phase 1 trains a baseline
RoBERTa model and computes per-sample uncertainty scores. Phase 2 applies
data augmentation using either LLM-based generation (with entropy-based
or random seed instance selection) or traditional methods (EDA, contextual
BERT). Phase 3 trains and evaluates ROBERTa models on each augmented
dataset across multiple random seeds.

Table 3.1 summarizes the seven augmentation conditions compared in this

study.
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Table 3.1: Summary of experimental conditions. All augmentation
methods use entropy-based seed instance selection. LLM-based methods are
additionally evaluated with random selection to compare strategies.

Condition Augmentation Seed Instance Selection Random
Seeds

Baseline None N/A 3

EDA (SR) Synonym replacement  Entropy-based (top 30%) 3
Contextual BERT BERT paraphrase Entropy-based (top 30%) 3
LLaMA Entropy LLaMA 3.3 70B Entropy-based (top 30%) 10
LLaMA Random LLaMA 3.3 70B Random (30%) 10

Qwen Entropy Qwen 3 235B Entropy-based (top 30%) 10

Qwen Random Qwen 3 235B Random (30%) 10

3.1.2 Experimental Conditions and Outcome Metrics

The experiment manipulates two factors. The first is the augmentation method,
which takes one of seven levels as listed in Table 3. 1; this factor jointly captures
the choice of generator (none, EDA, BERT, LLaMA, Qwen) and, for LLM-
based conditions, the seed-selection strategy (entropy-based or random). The
second factor is the random seed used for model training, which controls
weight initialization and data shuffling and is varied across runs to assess result
stability.

The primary outcome metric is Relaxed Macro F1, computed on the
held-out test set; a prediction is considered correct if it matches either
the dominant or the secondary distortion label annotated for that sample.
This relaxed criterion accommodates the semantic overlap between distortion
categories and the multi-label nature of the annotation scheme, as discussed
in Section 3.6.1. Secondary outcome metrics include Relaxed Accuracy and
Relaxed Weighted F1, and strict Macro F1 is reported in parallel for direct
comparison with prior work that does not use the relaxed criterion.

Model selection during training uses strict Macro F1 on the validation
set, because the validation set contains synthetic samples that lack secondary
distortion labels. Relaxed evaluation is therefore applied only to the test set,
where complete annotations are available. This distinction is described further
in Section 3.6.1.
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3.2 Dataset

3.2.1 Baseline Dataset

The dataset used in this thesis is the TherapistQA dataset, annotated by
Shreevastava and Foltz [3]. The underlying data was obtained from the Kaggle
data repository and consists of anonymized question-and-answer exchanges
in which patients describe their concerns and licensed therapists provide
responses. From this data, Shreevastava and Foltz selected approximately
2,530 entries and had them annotated for the presence of cognitive distortions.

Each entry is labeled with a dominant distortion type and, in many
cases, an optional secondary distortion. This dual annotation reflects the
clinical reality that patient utterances often exhibit more than one distortion
simultaneously. The dataset covers 10 cognitive distortion categories plus
a No Distortion class, yielding 11 classes in total. Table 3.2 shows the
distribution of samples across these classes. The dataset exhibits severe class
imbalance, with the largest class (No Distortion, 933 samples) containing over
nine times as many samples as the smallest class (All-or-Nothing Thinking,
100 samples), giving an imbalance ratio of 9.33:1.

Table 3.2: Class distribution of the TherapistQA dataset [3]. The dataset
exhibits a 9.33:1 imbalance ratio between the largest and smallest classes.

Class Samples %o of Total
No Distortion 933 36.9%
Mind Reading 239 9.4%
Overgeneralization 239 9.4%
Magnification 195 7.7%
Labeling 165 6.5%
Personalization 153 6.0%
Fortune-telling 143 5.7%
Emotional Reasoning 134 5.3%
Mental Filter 122 4.8%
Should Statements 107 4.2%
All-or-Nothing Thinking 100 4.0%

Total 2,530 100%0
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3.2.2 Data Splitting Strategy

The dataset is split into a training set (80%, 2,024 samples) and a held-out test
set (20%, 506 samples) using stratified random sampling with a fixed random
state of 42. Stratification preserves the class proportions in both splits. The test
set is composed exclusively of original human-annotated data; no synthetic
samples are introduced into this partition at any point in the experiment.
This isolation prevents data leakage and ensures that reported performance
metrics reflect generalization to real patient language rather than artifacts of
the generation process.

For each augmentation condition, the augmented training set (original
training data combined with synthetic samples) is further split into a training
partition (87.5%) and a validation partition (12.5%), again using a fixed
random state of 42. The validation set is used for model selection during
training. Because synthetic samples do not carry secondary distortion labels,
model selection is based on strict Macro F1 rather than relaxed metrics.
Relaxed evaluation is applied only to the test set, where complete dual-label
annotations are available.

3.2.3 PIl Filtering

The source dataset was anonymized by its original authors prior to
publication [3]. As an additional safeguard, this thesis integrates Microsoft
Presidio into the data processing pipeline to detect and mask any residual
PII in both the original training data and the LLM-generated synthetic
samples. Detected entities such as names, locations, and dates are replaced
with typed placeholders (e.g., <PERSON>, <DATE_TIME>). During LLM-
based augmentation, generated samples are validated to confirm that these
placeholder tags are preserved in the output. Samples that fail this validation
are regenerated. PII filtering is an engineering component of the pipeline
rather than a novel methodological contribution; its purpose is to satisfy the
data protection requirements for clinical text processing under GDPR [28].

Beyond compliance, this PIl-preserving design serves a second purpose.
By preserving the placeholder tags (e.g. <PERSON>, <DATE_TIME>)
throughout both the training distribution and the synthetic data, the
augmentation pipeline operates over the same anonymized text representation
that the model will encounter at inference time on novel clinical inputs. The
pipeline is therefore designed to generalize to real, freshly-anonymized patient
text rather than to a dataset-specific surface form.
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3.3 Data Augmentation Methods

3.3.1 Seed Instance Selection

All augmentation methods in this thesis use seed instance selection to
determine which training samples serve as inputs for generation. Two selection
strategies are compared for LLM-based methods, while traditional methods
use only the first.

In entropy-based selection, the baseline RoBERTa model’s Softmax
Entropy scores are used to rank all training samples within each class. The
top 30% highest-entropy instances are selected as the seed pool. These are the
samples where the baseline model exhibits the greatest prediction uncertainty,
representing regions of the input space where the classifier struggles to learn
a confident decision boundary.

In random selection, 30% of training samples per class are selected
uniformly at random, without reference to entropy scores. This serves as a
control condition to isolate the effect of uncertainty-guided selection from the
effect of augmentation itself. To ensure a fair comparison, the same selection
ratio of 30% is used for both strategies so that the resulting seed pools are of
equal size per class.

For both strategies, the augmentation target is set to 250 samples per class.
Classes that already exceed this threshold in the training partition are not
augmented. When the number of seed instances is smaller than the number
of samples to generate, the seed pool is cycled: each seed instance is used
multiple times with different stochastic outputs. For LLM-based methods, the
temperature parameter introduces variation across generations from the same
seed. For EDA and Contextual BERT, the stochastic nature of the operations
produces different outputs on each pass.

The 30% ratio was chosen as a practical starting point that balances two
considerations: selecting too few seed instances risks insufficient diversity
in the generated data, while selecting too many dilutes the focus on high-
uncertainty regions. Investigating the sensitivity of downstream performance
to this ratio is left to future work.

3.3.2 LLM-Based Augmentation

The primary augmentation approach in this thesis uses Large Language
Models to generate new patient scenarios conditioned on a seed instance and
its distortion label. Two LLMs are used: LLaMA 3.3 70B Instruct and Qwen
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3 235B-A22B Instruct, both accessed through the Fireworks Al inference
API. Using two LLMs of different architectures and parameter counts allows
the comparison of how the choice of generation model affects downstream
classification performance (Secondary RQ 2).

The generation process is structured as follows. For each seed instance,
the LLM receives a system prompt and a user prompt. The system prompt
instructs the model to act as a psychologist, creating CBT training data. It
specifies the target cognitive distortion and provides the definitions of all 11
distortion categories, not just the target category. Including all definitions
helps the model distinguish between semantically adjacent categories (e.g.,
Fortune Telling vs. Emotional Reasoning) and reduces the likelihood of
generating text that fits a different distortion type. The prompt also specifies
three constraints: the generated text must clearly exhibit the specified
distortion, all PII placeholder tags present in the seed instance must be
preserved in the output, and the model should vary the situation and sentence
structure rather than simply paraphrasing the input. The user prompt contains
the original text of the seed instance, the distortion label, and the list of PII tags
to preserve. The model is instructed to return only the generated text without
any explanation or preamble.

Two validation checks are applied to each generated sample before it is
accepted. First, a safety refusal filter detects cases where the LLM declines
to generate mental health content due to its built-in safety guidelines (e.g.,
responses containing phrases such as “I cannot generate content that...”).
Samples that trigger this filter are discarded. Second, a PII tag check verifies
that all placeholder tags from the seed instance appear in the generated
output. Samples that fail this check are regenerated up to a maximum
number of retries. The prompt templates and API parameters are provided
in Section 4.2.1.

3.3.3 Traditional Baselines: EDA with Synonym Re-
placement and ContextualBERT

Two traditional augmentation methods are used as reference baselines to
contextualize the performance of LLM-based augmentation. Because these
methods serve as baselines rather than primary experimental conditions,
only the entropy-based seed instance selection variant is evaluated; random
selection is not applied.

These two methods were selected for two reasons. First, both have
been applied to cognitive distortion classification in prior work. Rasmy et
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al. [21] apply EDA variants and BERT-based word embedding substitution,
alongside back-translation, on a different cognitive distortions dataset (C-
Journal, 14 categories) and report F1 improvements when combining multiple
techniques. Second, both methods are compatible with the PII anonymization
tags used in the TherapistQA dataset. Synonym replacement operates
on word-level substitution using WordNet, which does not affect tagged
tokens. ContextualBERT allows PII tags to be registered as protected tokens,
excluding them from substitution. Back-translation, by contrast, was excluded
because translation models do not reliably preserve inline placeholder tags
such as <PERSON> or <DATE_TIME>, which would compromise the
anonymization required for clinical data processing.

The first method is Synonym Replacement (SR), one of the four operations
defined by the EDA framework [23]. Of the four operations (synonym
replacement, random insertion, random swap, and random deletion), only
synonym replacement is used in this thesis. Random swap and random
deletion were excluded because they risk disrupting PII placeholder tags by
altering token positions or removing tagged tokens entirely. Random insertion
was excluded to keep the baseline augmentation as simple as possible,
isolating the effect of lexical substitution. This selective use of EDA operations
is consistent with Rasmy et al. [21], who similarly exclude random swap and
random deletion. For each seed instance, a percentage of non-stopword tokens
are replaced with WordNet synonyms, with PII tags registered as protected
tokens to prevent substitution.

The second is ContextualBERT, a contextual word replacement method
using BERT [15]. A percentage of words in the input sentence are masked,
and a pre-trained BERT model predicts contextually appropriate substitutions.
Unlike synonym replacement, this method considers the bidirectional context
of the sentence when selecting replacements, producing more natural and
diverse variations.

Both methods follow the same seed instance selection and augmentation
target as the LLM-based methods (entropy-based selection with a 30% ratio,
250 samples per class minimum). The specific parameter values are described
in Section 4.2.3.

3.4 Uncertainty Estimation Methods

This thesis compares three uncertainty estimation methods to assess how well
the baseline ROBERTa model calibrates its predictions. Softmax Entropy is
used as the primary method for seed instance selection in the augmentation
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pipeline. MC Dropout and Deep Ensembles are evaluated as alternative
uncertainty estimators to verify whether the three methods identify consistent
high-uncertainty samples and produce concordant calibration patterns. The
theoretical background for these methods is provided in Sections 2.4.1-2.4.3.

3.4.1 Softmax Entropy

For a given input x, the trained RoOBERTa model produces logits that are
converted into a probability distribution p over K = 11 classes via the softmax
function:

ek
Pr=—x = (3.1
> =1 e’
where z; is the logit for class k. The prediction uncertainty is then
quantified using Shannon Entropy:

K
H(p) = =) pilnpy (3.2)
k=1

Entropy ranges from O (all probability mass on a single class) to In K
(uniform distribution across all classes). A high entropy value indicates
that the model distributes its predicted probability across multiple classes,
reflecting uncertainty about which distortion type the input represents. This
entropy-based uncertainty measure is a standard query strategy in active
learning [27]. In this thesis, entropy scores are computed for all training
samples after Loop 1 (baseline training) and used to rank samples within each
class for seed instance selection.

3.4.2 MC Dropout

Monte Carlo Dropout [25] estimates uncertainty by performing T stochastic
forward passes through the model with dropout active at test time. For each
input, the T passes produce T different output distributions, from which the
predictive mean and variance can be computed. The variance across passes
captures model uncertainty [25]: inputs where predictions vary most across
dropout configurations indicate high parameter uncertainty in those regions
of the input space. As with Softmax Entropy, this variance reflects total
predictive uncertainty rather than a clean separation of epistemic and aleatoric
components; isolating the epistemic contribution would require additional
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decomposition techniques not employed in this thesis.

In this thesis, MC Dropout is applied to the baseline ROBERTa model to
obtain an alternative set of per-sample uncertainty scores. These scores are
compared against Softmax Entropy scores to assess whether the two methods
identify similar high-uncertainty regions. The number of forward passes T
and the dropout rate used are specified in Section 4.4.

3.4.3 Deep Ensembles

Deep Ensembles [26] estimate uncertainty by training M independently
initialized models on the same data and measuring the disagreement among
their predictions. For a given input, each model in the ensemble produces its
own output distribution, and the ensemble prediction is obtained by averaging
across models. The spread of individual predictions around this average
reflects the model’s uncertainty. This thesis follows the core ensemble
approach without the optional adversarial training component described in the
original work.

In this thesis, the ensemble consists of M = 3 RoBERTa-base models
trained with different random seeds but identical hyperparameters and training
data. This is below the M = 5 default recommended by Lakshminarayanan
et al. [26], and reflects the practical constraint of reusing the three baseline
models (trained with seeds 42, 123, and 2024) rather than training a dedicated
ensemble. The resulting per-sample uncertainty scores are compared with
those from Softmax Entropy and MC Dropout to evaluate the consistency of
uncertainty estimates across methods. Implementation details are provided in
Section 4.4.

3.5 Classification Model

3.5.1 RoBERTa-base Architecture

The classification model used throughout all experiments is RoBERTa-
base [5], an encoder-only Transformer model with approximately 125 million
parameters. The model takes tokenized text as input (maximum sequence
length of 512 tokens) and produces a contextualized representation for each
token. For classification, a linear layer is applied on top of the first token
representation to produce logits over the 11 output classes. The rationale for
selecting ROBERTa-base is discussed in Section 2.1.1; in brief, it offers strong
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classification performance in a compact architecture suitable for privacy-
sensitive deployment.

The same model architecture and training procedure are used for all
experimental conditions. The only independent variable across conditions is
the training data: each augmentation method produces a different augmented
training set, but the model architecture and training procedure are identical.
Class weights are derived from the training data and therefore also vary across
conditions. This design isolates the effect of the augmentation method from
confounding factors related to model architecture.

3.5.2 Training Configuration

All models are trained using the AdamW optimizer with a linear learning rate
schedule including a warmup phase. The loss function is weighted cross-
entropy, where class weights are computed using the “balanced” strategy from

scikit-learn: .

B K- ny
where 7 is the total number of training samples, K = 11 is the number of
classes, and n; is the number of samples in class k. This weighting assigns
higher loss contributions to minority classes, counteracting the tendency of
the model to favor the majority class (No Distortion) during training. Class
weights are recomputed for each augmentation condition, since the class
distribution changes after augmentation.

Model selection is performed using strict Macro F1 on the validation set.
The best-performing checkpoint across all training epochs is saved and used for
final evaluation on the test set. The specific hyperparameter values (learning
rate, batch size, number of epochs, warmup steps, and weight decay) are
provided in Section 4.3.1.

wi (3.3)

3.6 Evaluation Framework

3.6.1 Evaluation Metrics

The primary evaluation metric is Relaxed Macro F1. Under this criterion,
a prediction is considered correct if it matches either the dominant or the
secondary distortion label annotated for that sample. This relaxed evaluation
accounts for the semantic overlap between distortion categories and the fact
that a single patient utterance can plausibly exhibit more than one distortion
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type, as discussed in Section 2.2.2. Macro F1 averages the per-class F1
scores with equal weight, preventing the majority class (No Distortion) from
dominating the overall score. This makes it more informative than accuracy
for evaluating performance on imbalanced datasets. For per-class analysis, the
relaxed criterion is applied at the class level: a prediction is counted as a true
positive for class k if the model predicts class k and either the dominant or
the secondary annotation for that sample equals k. Per-class precision, recall,
and F1 are then computed in the standard way, and the Relaxed Macro F1
is obtained by averaging the per-class Relaxed F1 scores with equal weight
across the 11 classes.

Relaxed evaluation is applied only to the held-out test set, where all
samples carry both dominant and secondary distortion annotations. During
training, model selection uses strict Macro F1 on the validation set, because
the validation set contains synthetic samples that lack secondary labels.
Computing relaxed metrics on the validation set would apply the relaxed
criterion only to the subset of samples that have secondary annotations,
producing an inconsistent metric across samples.

Secondary metrics reported include Relaxed Accuracy and Relaxed
Weighted F1. Relaxed Accuracy measures the overall fraction of correct
predictions under the relaxed criterion. Relaxed Weighted F1 weights each
class’s F1 by its proportion in the test set, reflecting performance on the actual
class distribution rather than treating all classes equally.

3.6.2 Multi-Seed Evaluation

To assess the robustness of results to random variation in model training, each
experimental condition is trained across multiple random seeds. The four
LLM-based conditions (LLaMA Entropy, LLaMA Random, Qwen Entropy,
Qwen Random) are each trained with 10 random seeds: O through 6, plus
42, 123, and 2024. The baseline, EDA, and ContextualBERT conditions
are trained with 3 random seeds: 42, 123, and 2024. The rationale for this
asymmetry is discussed in Section 3.1.1.

Across all conditions, the data split seed is fixed at 42, so the train/test
partition and validation split remain identical regardless of the training seed.
This ensures that performance differences across seeds reflect variation in
model initialization and training dynamics rather than differences in data
composition.

Results are reported as mean and sample standard deviation across seeds.
Sample standard deviation (with Bessel’s correction, ddof = 1) is used rather
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than population standard deviation, as the seeds represent a sample from the
space of possible initializations rather than an exhaustive enumeration.

3.6.3 Statistical Testing

Statistical significance is assessed using the Wilcoxon signed-rank test, a
non-parametric paired test that does not assume normality of the underlying
distribution. This test is standard practice for small paired samples and
was chosen over the paired t-test because the sample size (n = 10 paired
observations) is too small to reliably verify the normality assumption required
by parametric alternatives.

The Wilcoxon test is applied to four pairwise comparisons among the
LLM-based conditions, where 10 paired Relaxed Macro F1 scores (one per
random seed) are available:

1. LLaMA Entropy vs. LLaMA Random
2. Qwen Entropy vs. Qwen Random

3. LLaMA Entropy vs. Qwen Entropy

4. LLaMA Random vs. Qwen Random

These four comparisons test two experimental factors: comparisons 1-2
assess the effect of seed instance selection strategy within each LLM, while
comparisons 3—4 assess the effect of LLM choice within each selection
strategy. To control the family-wise error rate, a Bonferroni correction is
applied, adjusting the significance threshold from &« = 0.05 to « = 0.0125.

Comparisons involving the baseline, EDA, or Contextual BERT conditions
are not subjected to formal significance testing because these conditions have
only 3 random seeds each, giving the Wilcoxon test insufficient statistical
power. With n = 3, the minimum achievable two-sided p-value is 0.25,
which cannot reach any conventional significance threshold. Performance
differences between these conditions and the LLM-based conditions are
reported descriptively using mean and standard deviation.
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Chapter 4

Implementation

This chapter describes the technical details of how the methodology defined
in Chapter 3 was executed, covering the computational environment, the data
augmentation pipeline, model training procedures, and the implementation of
uncertainty estimation.

4.1 Computational Environment

Experiments were conducted across two cloud computing platforms depend-
ing on the stage of the pipeline. Baseline model training, data generation
for EDA (SR) and ContextualBERT, and all uncertainty analysis (entropy
computation, MC Dropout, Deep Ensembles) were performed on Google
Colab using a single NVIDIA Tesla T4 GPU (16 GB VRAM). Model training
for all augmented conditions, including EDA (SR) and ContextualBERT,
was performed on Modal using a single NVIDIA A100 GPU (40GB
VRAM), yielding a total of 46 trained models (40 LLM-based + 3 EDA
+ 3 Contextual BERT). LLM-based data generation was performed via the
Fireworks Al inference API and did not require local GPU resources. Local
development was performed on a MacBook Air but no model training was
conducted locally.

Table 4.1 lists the Python packages and their versions used in the Modal
training environment. The Google Colab environment used the same core
packages at compatible versions.



38 | Implementation

Table 4.1: Python package versions used in the training environment.

Package Version
Python 3.9+
PyTorch 2.1.0

Transformers 4.35.0
Accelerate 0.25.0
scikit-learn 1.3.2

pandas 2.14
NumPy 1.26.2
nlpaug 1.1.11

4.2 Data Augmentation Pipeline

4.2.1 LLM API Configuration

Synthetic data was generated using two LLMs accessed through the Fireworks
Al inference API. Table 4.2 lists the generation parameters. A temperature of
0.7 was used to balance diversity with coherence in the generated text.

Table 4.2: LLLM generation parameters.

Parameter Value
LLaMA model LLaMA 3.3 70B Instruct (via Fireworks AI)
Qwen model Qwen 3 235B-A22B Instruct (via Fireworks AI)

Temperature 0.7
Max tokens 256
Top-p 1.0
Max retries 3 (per sample, for validation failures)

The system prompt instructs the LLM to act as a psychologist creating
CBT training data. It includes the definitions of all 11 cognitive distortion
categories and specifies three constraints: the output must exhibit the target
distortion, all PII tags from the seed instance must be preserved, and the
scenario should differ from the seed instance in situation and phrasing. The
user prompt provides the seed instance text, the distortion label, and the list of
PII tags to preserve. The prompt templates are reproduced below.

System prompt (abbreviated):

You are an expert psychologist assisting in creating
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a dataset for Cognitive Behavioral Therapy (CBT).
YOUR TASK: Rewrite the user’s text to create a new,
unique scenario that exhibits the SAME cognitive
distortion. GUIDELINES: 1. Maintain the Distortion
[...definitions of all 11 categories...] 2. Preserve
PITI Tags [...] 3. Vary the Context [...] 4. Output
Format: Return ONLY the new text.

User prompt:

Original Text: "{seed_text}” \n Distortion Label:
{label} \n Tags to Keep: {tags} \n Generate a new
variation:

Two post-generation checks are applied. First, a safety refusal filter
matches the output against a set of safety-related refusal phrases (e.g., content
warnings, crisis helpline references). Outputs that trigger this filter are
discarded immediately. Second, a PII tag check verifies that all placeholder
tags from the seed instance appear in the generated output. Outputs that fail
the PII tag check are regenerated up to 3 times; if the check still fails after all
retries, the sample is skipped.

4.2.2 Generation Process

For each augmentation condition, synthetic samples are generated class
by class. The augmentation target is 250 samples per class. In this
dataset, only No Distortion (653 training samples) exceeds the target and is
therefore left unchanged. Table 4.3 shows the resulting class distribution after
augmentation.

All long-running generation scripts support checkpointing and can be
resumed from the last completed unit without regenerating previously
completed samples.

4.2.3 EDA (SR) and ContextualBERT Configuration

Both traditional augmentation methods were implemented using the nlpaug
library (version 1.1.11) and executed on Google Colab.

For EDA (SR), synonym replacement was performed using WordNet as
the synonym source. The augmentation probability was set to « = 0.1 (10%
of words per sentence), with a minimum of 1 and a maximum of 10 words
replaced per sentence. One augmented variant was generated per seed instance
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Table 4.3: Class distribution before and after augmentation. Counts refer to
the training partition (after the 87.5/12.5 train-validation split). No Distortion
exceeds the target of 250 and is not augmented.

Class Original After Aug. Synthetic
No Distortion 653 653 0
Mind Reading 167 250 83
Overgeneralization 167 250 83
Magnification 136 250 114
Labeling 115 250 135
Personalization 107 250 143
Fortune-telling 101 250 149
Emotional Reasoning 94 250 156
Mental Filter 86 250 164
Should Statements 75 250 175
All-or-Nothing Thinking 70 250 180
Total 1,771 3,153 1,382

per pass; the seed pool was cycled to reach the target of 250 samples per
class. All 13 PII placeholder tags were registered as stopwords to prevent
their replacement.

For Contextual BERT, contextual word substitution was performed using
the bert —-base—-uncased model with a substitution probability of &« = 0.1
(10% of tokens) and a batch size of 32. PII tags were protected using the same
stopword registration as EDA (SR).

4.3 Model Training

4.3.1 Hyperparameters

All RoBERTa-base models were trained with the hyperparameters listed in
Table 4.4. These values were held constant across all experimental conditions.

4.3.2 Weighted Loss Computation

Class weights were computed using scikit-learn’s compute_class_weight
function with the "balanced” strategy, which sets w, = n/(K -
n,) as described in Section 3.5.2. Weights were recomputed for each
augmentation condition based on the augmented training set, since the class
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Table 4.4: Training hyperparameters for RoOBERTa-base fine-tuning.

Hyperparameter Value

Epochs 10

Batch size 16

Learning rate 2x107°

Optimizer AdamW

LR scheduler Linear with warmup
Warmup steps 100

Weight decay 0.01

Max seq. length 512 tokens

distribution varies across conditions. These weights were passed to PyTorch’s
CrossEntropyLoss as the weight parameter.

4.3.3 Multi-Seed Training Procedure

The four LLM-based conditions were each trained with 10 random seeds: O, 1,
2,3,4,5,6,42, 123, and 2024. The baseline, EDA (SR), and Contextual BERT
conditions were trained with 3 seeds: 42, 123, and 2024. In all cases, the data
split seed was fixed at 42 to ensure identical train/test/validation partitions
across experiments.

The trained model, tokenizer, and evaluation metrics are saved for each
seed. Training time per model was approximately 12—13 minutes on the A100
GPU for all augmented conditions (LLM-based, EDA, and Contextual BERT).
Baseline models trained on Google Colab (T4 GPU) required approximately
30 minutes per model due to the lower throughput of that hardware.

4.4 Entropy Computation and Seed Selec-
tion

After training the baseline RoOBERTa model (Loop 1), Softmax Entropy scores
were computed for all 1,771 training samples. The model was used in training
mode during entropy computation, meaning dropout (p = 0.1) remained
active during inference. This introduces a small stochastic component into
the entropy scores, making them non-deterministic across runs. However,
given the low dropout rate, the relative ranking of samples by entropy is
expected to be stable, and the seed pool selection (top 30% per class) is
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unlikely to be materially affected. Shannon Entropy was computed from
the resulting softmax probability distribution over 11 classes as described in
Section 3.4.1. The resulting scores were stored alongside each sample for use
by all augmentation scripts.

For entropy-based seed instance selection, samples within each class were
ranked by entropy in descending order, and the top 30% were selected as the
seed pool. For random seed instance selection, 30% of samples per class were
selected using a fixed random state of 42.

MC Dropout and Deep Ensembles were also implemented for comparison
purposes, though the augmentation pipeline used only plain Softmax Entropy
for seed selection. The distinction between plain Softmax Entropy and MC
Dropout in this implementation is not the presence or absence of stochasticity,
but the number of forward passes: a single pass versus T = 10 averaged
passes.

For MC Dropout, T = 10 stochastic forward passes were performed with
dropout active at test time, using ROBERTa’s default dropout rate of 0.1. The
mean probability distribution across the T passes was computed, and entropy
was calculated from this averaged distribution. A second configuration with
T = 30 was also evaluated; both settings produced consistent uncertainty
rankings, so T = 10 was used for the reported comparison.

For Deep Ensembles, the three baseline models (seeds 42, 123, and 2024)
were used as ensemble members. For each training sample, the three models’
probability distributions were averaged, and entropy was computed from the
resulting distribution. The variance of predicted class probabilities across the
three models was also recorded as an additional uncertainty measure.

The calibration and concordance of these three uncertainty estimation
methods are analyzed in Chapter 5.
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Chapter 5

Results

5.1 Entropy Validation

This validation is reported first because the resulting entropy estimates
are subsequently consumed by the seed-selection stage of every entropy-
based augmentation condition; whether entropy is a meaningful proxy
for prediction difficulty must therefore be established before the main
classification comparisons can be interpreted.

Before applying entropy-based seed instance selection, the validity of
Softmax Entropy as a proxy for prediction difficulty was assessed. The
baseline ROBERTa model (Loop 1) was used to compute per-sample entropy
scores on the training set (1,771 samples), and the relationship between
entropy and prediction correctness was analyzed.

Figure 5.1a shows the distribution of entropy values stratified by prediction
correctness. The median entropy of incorrectly predicted samples is
substantially higher than that of correctly predicted samples, confirming that
high-entropy samples correspond to regions where the model struggles to
classify. Figure 5.1b shows the inverse relationship between model confidence
(maximum predicted probability) and entropy, with incorrect predictions
clustering in the high-entropy, low-confidence region.

Figure 5.1c shows the entropy distribution broken down by cognitive
distortion class. Across nearly all classes, incorrectly predicted samples
exhibit higher entropy than correctly predicted ones, indicating that the
calibration pattern holds consistently rather than being driven by a single class.
These observations support the use of entropy as a selection criterion for
identifying informative seed instances: samples with high entropy represent
genuine knowledge gaps in the baseline model rather than random noise.
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Confidence vs. Entropy
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Figure 5.1: Entropy validation on the training set. (a) Incorrectly predicted
samples exhibit higher entropy than correctly predicted ones. (b) Confidence
and entropy are inversely related, with incorrect predictions clustering in
the high-entropy region. (c) The pattern holds consistently across cognitive
distortion classes.
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Three uncertainty estimation methods were compared to assess whether
Softmax Entropy provides a reliable uncertainty signal relative to more com-
putationally expensive alternatives. Table 5.1 summarizes the comparison.

Table 5.1: Comparison of uncertainty estimation methods on the training set
(1,771 samples). Error Detection AUC measures how well each method’s
uncertainty scores discriminate between correct and incorrect predictions.
Spearman p is computed against Softmax Entropy.

Method Accuracy Error Det. AUC Spearman p
Softmax Entropy 0.8526 0.8584 —

MC Dropout (T = 10) 0.8379 0.8441 0.943
Deep Ensembles (M = 3) 0.8933 0.8482 0.900

All three methods produce highly correlated uncertainty rankings
(Spearman p > 0.89 for all pairs), indicating that they identify largely the
same set of high-uncertainty samples. Softmax Entropy achieves the highest
Error Detection AUC (0.8584), slightly above Deep Ensembles (0.8482) and
MC Dropout (0.8441). It is also the most computationally efficient, requiring
only a single forward pass compared to T = 10 passes for MC Dropout
or M = 3 independently trained models for Deep Ensembles. Combined
with the high concordance among the three methods, these results support the
use of plain Softmax Entropy for seed instance selection in the augmentation
pipeline. Whether this concordant uncertainty signal actually translates into
better downstream augmentation outcomes is a separate question, examined
in Section 5.3.

The predictive variance from Deep Ensembles, which captures inter-model
disagreement rather than within-model uncertainty, achieved a substantially
lower Error Detection AUC of 0.6727. This suggests that in this setting,
entropy-based measures are more informative than variance-based measures
for identifying difficult samples.

5.2 Classification Results

5.2.1 Overall Performance Comparison

Table 5.2 presents the Relaxed Accuracy and Relaxed Macro F1 for all seven
experimental conditions. The best-performing condition is LLaMA Random,
which achieves the highest Relaxed Macro F1 (0.3552) and Relaxed Accuracy
(0.4461).
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Table 5.2: Classification performance across all experimental conditions
(mean + sample standard deviation). All metrics use relaxed evaluation on
the held-out test set. The highest mean for each metric is shown in bold.

Condition Relaxed Accuracy Relaxed MacroF1 n
Baseline 0.4196 + 0.0225 0.3331 + 0.0060 3
EDA (SR) 0.4177 + 0.0148 0.2608 + 0.0142 3
Contextual BERT  0.4058 + 0.0075 0.2655 + 0.0195 3
LLaMA Entropy  0.4370 + 0.0189 0.3387 + 0.0193 10
LLaMA Random  0.4461 + 0.0154 0.3552 + 0.0164 10
Qwen Entropy 0.4423 + 0.0128 0.3415 + 0.0167 10
Qwen Random 0.4362 + 0.0142 0.3314 + 0.0166 10

Two broad patterns emerge from these results. First, all four LLM-based
conditions outperform the two traditional augmentation baselines by a wide
margin. EDA (SR) and Contextual BERT achieve Relaxed Macro F1 scores of
0.2608 and 0.26535, respectively, both substantially below the non-augmented
baseline (0.3331). In contrast, all LLM-based conditions match or exceed the
baseline, with LLaMA Random showing the largest improvement (+0.0221
absolute). Second, the effect of seed instance selection strategy (entropy-based
vs. random) depends on the LLLM used: LLaMA performs better with random
selection (0.3552 vs. 0.3387), while Qwen performs better with entropy-
based selection (0.3415 vs. 0.3314). This interaction is discussed further in
Section 5.3.

A notable divergence between Relaxed Accuracy and Relaxed Macro F1
is visible for the traditional augmentation methods. EDA (SR) achieves
a Relaxed Accuracy (0.4177) comparable to the baseline (0.4196), yet its
Relaxed Macro F1 drops by 0.0723. The class-level breakdown in Section 5.5
shows that this divergence reflects a pattern in which the majority class (No
Distortion) remains stable while minority classes suffer substantial F1 drops.

For comparison with prior work that does not use the relaxed criterion,
Table 5.3 reports strict Macro F1 alongside Relaxed Macro F1 for all
conditions. Two observations follow. First, the relative ordering of the four
LLM-based conditions is preserved across both metrics: LLaMA Random
remains the best, and the LLM-strategy interaction (LLaMA prefers random,
Qwen prefers entropy) holds under strict evaluation as well. Second, the
absolute number of conditions that beat the baseline differs between metrics:
under Relaxed Macro F1 three of four LLM-based conditions exceed the
baseline mean, while under strict Macro F1 only LLaMA Random clearly does
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so (+0.009). The two metrics differ by definition: relaxed evaluation credits
a prediction when it matches either the dominant or the annotated secondary
label. Relaxed Macro F1 is adopted as the primary metric for the reasons
stated in Section 3.6.1; strict Macro F1 is reported here as a parallel sanity
check rather than as the primary basis for the conclusions.

Table 5.3: Strict vs. Relaxed Macro F1 across seeds. Strict requires an
exact match with the dominant label; Relaxed accepts a match with either the
dominant or secondary label. Means + sample standard deviations across 7
seeds.

Condition n  Strict Macro F1 Relaxed Macro F1 A

Baseline 3 0.2897 +0.0091  0.3331 + 0.0060  +0.0434
EDA (SR) 3 0.2276 + 0.0095  0.2608 + 0.0142  +0.0332
ContextualBERT 3  0.2387 + 0.0132  0.2655 + 0.0195  +0.0268
LLaMA Entropy 10 0.2819 + 0.0171  0.3387 + 0.0193  +0.0568
LLaMA Random 10 0.2987 + 0.0149  0.3552 + 0.0164  +0.0564
Qwen Entropy 10 0.2856 + 0.0136  0.3415 + 0.0167  +0.0564
Qwen Random 10 0.2791 + 0.0139  0.3314 + 0.0166  +0.0523

5.2.2 H1: Augmented vs. Non-Augmented Baseline

Hypothesis H1 states that RoOBERTa trained on LLM-augmented data achieves
a higher Relaxed Macro F1 than the non-augmented baseline (0.3331 +
0.0060). Three of the four LLLM-based conditions exceed the baseline mean:
LLaMA Random (0.3552, +6.6%), Qwen Entropy (0.3415, +2.5%), and
LLaMA Entropy (0.3387, +1.7%). Qwen Random (0.3314) falls slightly
below.

Formal statistical comparison between the baseline and the LLM-based
conditions is not performed because the baseline group contains only three
random seeds, which yields insufficient statistical power for the Wilcoxon
signed-rank test (Section 3.6.3). H1 is therefore partially supported: three of
four LLM-based conditions improve over the baseline mean, but the fourth
does not, and the absence of formal statistical testing prevents a definitive
conclusion. The interpretation of these findings is discussed in Section 6.1.1.
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5.2.3 H2: RoBERTa vs. LLM Zero-Shot

Hypothesis H2 states that the fine-tuned RoOBERTa model matches or exceeds
the zero-shot performance of the LLMs used for data generation. Table 5.4
compares zero-shot LLaMA 3.3 70B and Qwen 3 235B against the fine-tuned
RoBERTa models. Zero-shot scores are averaged over three independent runs
per model at temperature 0.7 with a fixed prompt.

Table 5.4: Zero-shot LLM performance vs. fine-tuned RoBERTa on the held-
out test set (relaxed evaluation, mean + sample standard deviation).

Model Relaxed Accuracy Relaxed Macro F1
LLaMA 3.3 70B (zero-shot) 0.2918 + 0.0031 0.2391 + 0.0022
Qwen 3 235B (zero-shot) 0.3195 + 0.0063 0.2463 + 0.0033
RoBERTa Baseline 0.4196 + 0.0225 0.3331 + 0.0060

RoBERTa + LLaMA Random (best)  0.4461 4+ 0.0154 0.3552 4 0.0164

H2 is supported. The non-augmented RoOBERTa baseline (Relaxed Macro
F1 =0.3331) exceeds both LLM zero-shot scores by a wide margin: +39.3%
over LLaMA (0.2391) and +35.2% over Qwen (0.2463). The best augmented
condition (LLaMA Random, 0.3552) extends this gap further. Despite having
orders of magnitude fewer parameters (125M vs. 70B/235B), the fine-tuned
RoBERTa substantially outperforms both LLMs in the zero-shot setting.
Implications of this finding are discussed in Section 6.1.2.

5.3 Sampling Strategy Comparison

The four LLM-based conditions form a 2x2 factorial structure: two LLMs
(LLaMA, Qwen) crossed with two seed instance selection strategies (entropy-
based, random). Comparing within each LLM reveals an unexpected
interaction.

For LLaMA, random selection outperforms entropy-based selection
(0.3552 vs. 0.3387, +4.9%). For Qwen, the pattern reverses: entropy-based
selection outperforms random selection (0.3415 vs. 0.3314, +3.0%). This
model-dependent interaction suggests that the effect of seed instance selection
strategy is not independent of the LLLM used for generation. The implications
of this finding are discussed in Section 6.1.3.
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5.4 Statistical Analysis

Table 5.5 presents the results of the Wilcoxon signed-rank test for the four
pairwise comparisons among LL.M-based conditions. Each comparison uses
10 paired Relaxed Macro F1 scores (one per random seed), with a Bonferroni-
corrected significance threshold of & = 0.0125.

Table 5.5: Wilcoxon signed-rank test results for pairwise comparisons among

LLM-based conditions (n = 10 paired observations, Bonferroni-corrected
a = 0.0125).
Comparison W p Significant
LLaMA Entropy vs. LLaMA Random 9.0  0.0645 No
Qwen Entropy vs. Qwen Random 11.0 0.1055 No
LLaMA Entropy vs. Qwen Entropy 18.0 0.3750 No

LLaMA Random vs. Qwen Random 0.0 0.0020 Yes

Of the four comparisons, only one reaches statistical significance: LLaMA
Random vs. Qwen Random (W = 0.0, p = 0.002). The W = 0.0 statistic
indicates that LLaMA Random outperformed Qwen Random in all 10 paired
comparisons, with no ties or reversals. This is the strongest possible result for
n = 10 paired observations.

The within-LLM comparisons of seed instance selection strategy (compar-
isons 1-2) both show directional trends consistent with the pattern described
in Section 5.3 (LLaMA: random > entropy; Qwen: entropy > random),
but neither reaches the corrected significance threshold. The cross-LLM
comparison under entropy-based selection (comparison 3) does not show a
significant difference (p = 0.375). The interpretation of this pattern, including
the asymmetric significance across the two cross-LLM comparisons, is
discussed in Section 6.1.3.

5.5 Per-Class Analysis

Table 5.6 presents the relaxed per-class F1 scores (mean across seeds) for all
seven conditions. The Macro Average row corresponds exactly to the Relaxed
Macro F1 reported in Table 5.2.

Several patterns are visible at the class level. First, EDA (SR) and
Contextual BERT degrade performance on most classes relative to the baseline,
with the largest drops on Emotional Reasoning (—0.192 and —0.171), Fortune-
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Table 5.6: Relaxed per-class F1 scores (mean across seeds) for all experimental
conditions. The highest F1 for each class is shown in bold. The Macro Average
row equals the Relaxed Macro F1 reported in Table 5.2.

Class Base EDA BERT LL-E LL-R Qw-E Qw-R
All-or-nothing 304 172 178 191 180 214 183
Emot. Reasoning  .257 .065 .086 203 253 158 157
Fortune-telling 482 297 276 439 491 455 429

Labeling 311 221 289 415 444 433 458
Magnification 254 314 297 298 303 307 279
Mental Filter 164 204 130 .191 209 173 179
Mind Reading 415 359 347 409 404 426 403
No Distortion .643 .636 .634 .640 .634 .634 .633
Overgeneraliz. 173 132 .146 235 216 257 210
Personalization 322 274 227 334 381 361 398
Should stmts 341 .196 313 .369 392 343 .320
Macro Avg 333 261 .266 339 355 342 331

telling (—0.185 and —0.206), and Should statements (—0.145 for EDA). The
exceptions are Magnification and Mental Filter, where one or both traditional
methods slightly exceed the baseline.

Second, LLM-based augmentation improves several minority classes
substantially. ~ The largest gains are on Labeling (+0.147 for Qwen
Random over baseline), Overgeneralization (4+0.084 for Qwen Entropy),
Personalization (+0.076 for Qwen Random), and Should statements (+0.051
for LLaMA Random). Mind Reading also shows a modest improvement
(+0.011 for Qwen Entropy). However, All-or-Nothing Thinking, the smallest
class in the dataset (100 total samples), shows the opposite pattern: the
baseline achieves the highest F1 (0.304) and every augmentation method
degrades performance on this class.

Third, No Distortion, the largest class, remains stable across all conditions
(0.633-0.643), indicating that augmentation of minority classes does not harm
performance on the majority class. This is consistent with the weighted loss
function, which adjusts class contributions to prevent the majority class from
dominating training.
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Chapter 6

Discussion

This chapter interprets the results presented in Chapter 5 in the context of the
research questions and hypotheses defined in Chapter 1. Section 6.1 discusses
what the results mean for each hypothesis and the observed interaction between
LLM choice and seed instance selection strategy. Section 6.2 considers the
broader implications for clinical NLP and data augmentation. Section 6.3
acknowledges the limitations of the present study, and Section 6.4 addresses
the ethical aspects of the work. Section 6.5 outlines directions for future
research.

6.1 Interpretation of Results

6.1.1 Effectiveness of LLM-Based Augmentation

The results in Section 5.2.2 show that three of the four LLM-based conditions
improve over the non-augmented baseline in mean Relaxed Macro F1, while
the two traditional augmentation methods substantially degrade performance.
This pattern offers several insights into how augmentation interacts with
cognitive distortion classification.

A clear finding is the gap between LLM-based augmentation and
traditional methods. EDA (SR) and ContextualBERT both reduce Relaxed
Macro F1 by more than 0.067 relative to the baseline, while LLM-based
methods improve it by up to 0.022. That LLM-based augmentation
outperforms surface-level methods is consistent with the broader trend
observation in data augmentation research: sampling-based methods, which
include generation from pretrained language models, tend to produce
more diverse data and bring larger downstream gains than paraphrasing-
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based methods such as synonym replacement and masked language model
substitution [22]. To the best of our knowledge, however, this thesis is
the first to empirically demonstrate this pattern on the cognitive distortion
classification task.  The likely explanation lies in the nature of the
transformations each method performs. EDA (SR) replaces individual words
with WordNet synonyms, and Contextual BERT substitutes words with BERT-
predicted alternatives. Neither method alters the sentence structure, the
situation described, or the underlying cognitive pattern. Cognitive distortions
are defined by their semantic and rhetorical structure rather than by specific
word choices, which means that lexical substitution is poorly matched to the
task. A sentence that exhibits Fortune-telling because the speaker predicts
a disastrous future will continue to exhibit Fortune-telling regardless of
which synonyms are substituted, but the model is given no new examples
of how Fortune-telling can manifest. LLM-based generation, in contrast,
produces entirely new scenarios with different situations, sentence structures,
and vocabulary while maintaining the target distortion. This semantic
diversification gives the classifier exposure to a broader range of surface forms
that share the same underlying distortion, which is closer to the variability the
model would encounter at test time.

The improvements achieved by LLM-based augmentation, while consis-
tent in direction for three of four conditions, are modest in magnitude (up to
6.6% relative improvement) and accompanied by larger standard deviations
than the baseline. The modest magnitude is consistent with the intrinsic
difficulty of the task: cognitive distortion categories overlap semantically
(a single utterance often exhibits multiple distortions, as reflected in the
dual annotation scheme), and the boundary between adjacent categories such
as Mind Reading and Fortune-telling can be ambiguous even for human
annotators. The relaxed evaluation metric partially compensates for this
overlap, but the fundamental difficulty of the task imposes a ceiling on how
much any augmentation strategy can help.

The strict-vs-relaxed comparison in Table 5.3 adds a descriptive obser-
vation that should be treated cautiously. The gap A = Relaxed — Strict,
which counts predictions that miss the dominant label but match the annotated
secondary label, orders the conditions LLM-augmented (4+0.052 to +0.057)
> Baseline (4+0.043) > Traditional augmentation (+0.027 to +0.033). The
LLM-vs-Traditional contrast is two to three times the within-group standard
deviation and is the more reliable of the two differences. The LLM-vs-
Baseline gap, by contrast, is comparable to the Baseline standard deviation and
rests on only three baseline seeds; it should therefore be regarded as suggestive
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rather than established. Taken at face value, the ordering would be consistent
with LLM-based augmentation distributing near-miss predictions over labels
a human annotator also considered applicable rather than sharpening the
dominant-label decision, but the absolute differences (~ 0.01-0.03) are small
enough that this reading is offered as supporting context for the engineering
finding, not as an independent empirical claim.

The augmented conditions also exhibit systematically larger standard
deviations than the non-augmented baseline. Several factors may contribute
to this, and their relative contribution cannot be separated from the current
experiments. The augmented training sets are larger (1,771 — 3,153 samples
for the most augmented conditions), which mechanically increases the number
of optimization steps and the opportunities for different random seeds to settle
in different local minima. The class distribution is also modified: the 9.33:1
imbalance of the baseline is reduced to roughly 2.6:1 in the augmented data,
which changes how the weighted loss function shapes the decision boundary
across classes. In addition, synthetic samples produced by LLMs are expected
to be more uneven in quality than the original human-annotated data, with
some cleanly exhibiting the target distortion and others being borderline or
ambiguous; the presence of such examples can make the loss landscape more
complex and further amplify seed-to-seed variability. The current data do not
allow these factors to be disentangled, but together they plausibly account for
the increased variance observed in all four LLM-based conditions.

The per-class analysis in Section 5.5 shows that the largest gains from
LLM-based augmentation concentrate in three classes: Labeling (40.147
for Qwen Random), Overgeneralization (+0.084 for Qwen Entropy), and
Personalization (+0.076 for Qwen Random). These improvements are
substantially larger than the standard deviation across seeds (approximately
0.02 for LLM conditions) and are therefore unlikely to be attributable to seed
variation alone. The remaining classes show improvements that are either
small in absolute magnitude or within the range of seed-to-seed variation, and
are not discussed individually here.

What these three classes share can be stated more precisely: each involves
a descriptive attribution presented as a factual claim, and each can be
expressed in a single short declarative sentence without structural scaffolding.
Labeling attributes a fixed characteristic to a person (“I am a failure”);
Overgeneralization attributes a universal property to a category (“all medical
staff are rude”); Personalization attributes causation to oneself (“it rained
because I planned a picnic”). None of these require a specific tense, modal
verb, emotional clause, or reference to another person’s mental state.
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This formal freedom plausibly matters for the classifier in the following
way. With limited training data for a minority class, neural classifiers
are known to be susceptible to shortcut learning: the tendency to rely on
surface features that happen to co-occur with the class label in the training
sample but do not reflect the actual definition of the class [29]. For classes
whose definition is topic-independent, such shortcut features are particularly
easy to pick up, because the few available training examples inevitably
share incidental topics and phrasings along with the underlying attributional
pattern, and the model has no way to tell which of these features genuinely
discriminates the class. The baseline classifier may therefore learn a decision
boundary that relies on work-related vocabulary or specific sentence templates,
rather than on the attribution itself.

LLM-based augmentation counteracts this directly. When the same
attributional pattern is expressed across many different topics (work, family,
health, friendships), the topic-specific features become uncorrelated with the
class label in the augmented dataset. The only feature that remains reliably
discriminative is the attributional structure itself. In this sense, augmentation
forces the classifier to learn what is invariant across the generated examples,
and that invariance is precisely what defines the class. This mechanism
explains why the largest gains concentrate on exactly those classes whose
definition is topic-independent: they are the classes for which breaking
spurious topic correlations is both necessary (because such correlations form
in the limited baseline data) and effective (because the true pattern genuinely
transfers across topics). This mechanism is consistent with the observed
pattern, but direct verification (for example, by measuring topic diversity in
the augmented data and its correlation with class-wise improvement) would
require additional analysis beyond the scope of this thesis.

The other classes respond less strongly to augmentation, and the same
mechanism helps explain why. Classes like Fortune-telling and Mind Reading
tend to carry recognisable surface cues (future-oriented predictions, explicit
reference to another person’s thoughts) that the baseline classifier can pick
up from the original data, even though these cues are not strictly required
by the class definition. The model does not need diverse topics to find a
discriminative signal, so augmentation has limited headroom to improve the
decision boundary. Should statements, although also a form of attribution,
require modal or prescriptive framing, and this formal constraint partially
limits the topic diversity that LLM generation can produce. All-or-Nothing
Thinking represents the opposite failure mode: its discriminative signal
is concentrated in a narrow set of polarizing terms, and LLM-generated
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variations that preserve the spirit of the class while varying the situation tend
to weaken this lexical signal, producing the observed degradation rather than
improvement.

Qwen Random falls slightly below the baseline mean (0.3314 vs. 0.3331).
While this is the only LLM condition that does not improve over the baseline,
the margin is smaller than one standard deviation of the LLM condition
itself, and the distinction is therefore not strongly supported by the data. The
interpretation of why this specific LLM and selection strategy combination
underperforms is best understood through the broader interaction discussed in
Section 6.1.3.

6.1.2 RoBERTa vs. LLM Zero-Shot Performance

The results in Section 5.2.3 show that the fine-tuned RoBERTa baseline
(Relaxed Macro F1 = 0.3331) substantially outperforms both LLaMA 3.3 70B
(0.2391) and Qwen 3 235B (0.2463) in the zero-shot setting, and that the best
augmented RoBERTa condition (LLaMA Random, 0.3552) extends this gap
further. Despite having roughly 560 to 1,880 times fewer parameters than the
LLMs it is compared against, the compact classifier achieves markedly higher
Relaxed Macro F1. This finding deserves interpretation in the context of both
the specific task and the broader landscape of language model deployment.
The gap between fine-tuned RoBERTa and zero-shot LLMs is consistent
with prior work on cognitive distortion classification. Pico et al. [4] compare
several open-source LLMs in zero-shot and few-shot settings on cognitive
distortion classification and report that none reach the performance levels
typical of supervised classifiers. Chen et al. [2] similarly show that even strong
LLMs struggle with multi-class distortion classification without task-specific
adaptation. Lim et al. [11] find that LLMs alone perform poorly on multi-
class distortion classification, motivating their proposed multi-step reasoning
framework (ERD) that augments LLM classification with extraction and multi-
agent debate. The present results reinforce this pattern on the TherapistQA
dataset under relaxed evaluation: scale alone is not sufficient for this task.
Two factors likely drive this gap. First, cognitive distortion classification
requires fine-grained distinctions between categories that overlap semanti-
cally. Distinguishing Mind Reading (“they dislike me”) from Fortune-telling
(“this will go wrong”) from Emotional Reasoning (“I feel worthless, so I
must be”) requires a calibrated sense of where each category begins and ends.
An LLM in the zero-shot setting relies on its internalised notion of these
categories, which may be informed by everyday use of the terms rather than
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by the specific operational definitions used in clinical annotation. The LLM
is given the definitions in the prompt, but following them consistently over
hundreds of test samples is a demanding form of in-context learning that
does not fully compensate for the absence of supervised examples. Fine-
tuning, by contrast, directly shapes the model’s decision boundary to match the
annotation scheme used in the dataset, which is precisely the kind of domain
adaptation that the zero-shot setting lacks.

Second, the test set reflects the statistical structure of a specific dataset,
including annotator conventions, sentence length distributions, and the way
secondary distortions are assigned. Fine-tuning allows the model to align
with these dataset-specific characteristics. A zero-shot LLLM cannot access this
information and must classify each sample on its understanding of the category
alone, which puts it at a structural disadvantage on any single evaluation
set. This is a general phenomenon in supervised NLP and is not specific to
cognitive distortion classification, but it is particularly pronounced when the
categories themselves are ambiguous and the annotation conventions matter.

This result has a practical implication that matters for the broader goal
of the thesis. Deploying a 70B or 235B parameter LLM in a clinical setting
raises substantial costs and privacy concerns: the model is too large to run on
most local hardware, and using a hosted API requires sending patient text to
an external provider. A 125M parameter ROBERTa model can be run locally
on modest hardware, keeps data within the clinical institution, and satisfies
the kind of data protection constraints discussed in Section 6.4. The finding
that such a compact model can outperform much larger LLMs on this task
strengthens the case for using fine-tuned classifiers rather than large general-
purpose models in privacy-sensitive clinical NLP applications. The role of
LLM:s in this framework is not as classifiers, but as generators of training data
that help the compact classifier learn. This is a division of labor between model
scales: the large models contribute knowledge through synthetic data, while
the small model contributes task-specific decision-making through supervised
fine-tuning. The present results suggest that this division is more effective than
relying on either extreme alone.

6.1.3 The LLM x Sampling Strategy Interaction

The most unexpected finding in the experimental results is the interaction
between LLM choice and seed instance selection strategy, reported in
Sections 5.3 and 5.4. For LLaMA, random selection outperforms entropy-
based selection (0.3552 vs. 0.3387); for Qwen, the pattern reverses, with
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entropy-based selection outperforming random (0.3415 vs. 0.3314). Neither
within-LLM comparison reaches statistical significance after Bonferroni
correction, but the cross-LLM comparison of random-selected conditions
does: LLaMA Random outperforms Qwen Random in all 10 paired seeds
(W = 0.0, p = 0.002). The cross-LLM comparison under entropy-based
selection shows no meaningful difference (p = 0.375). Taken together,
these results indicate that the effect of seed instance selection strategy is not
independent of the generator LLLM, and that the two factors must be interpreted
jointly rather than as independent main effects.

The initial hypothesis underlying Secondary RQ 1 was that entropy-based
seed selection, by concentrating on samples where the baseline model is
most uncertain, would produce more informative augmentation than random
selection. The present data partially contradict this expectation: entropy-based
selection helps Qwen but does not help LLaMA. A single effect cannot explain
the pattern; the interaction must arise from how seed characteristics interact
with generator behavior. Several hypotheses are compatible with the observed
pattern, and the current data cannot distinguish between them.

One possibility concerns the nature of high-entropy seed instances.
High-entropy samples are, by definition, those where the baseline classifier
struggles, which typically means they are semantically ambiguous, contain
multiple distortions simultaneously, or sit near the boundary between adjacent
categories. When such a sample is passed to an LLM as a seed, the generator
must decide which of several plausible distortions to preserve. If the LLM
interprets the seed as one distortion and the human annotation reflects another,
the generated sample may carry the wrong label. It is important to distinguish
this form of label fidelity from the kind of instruction-following measured by
standard benchmarks such as IFEval [30], on which LLaMA 3.3 70B and
Qwen 3 235B perform comparably, with LLaMA scoring slightly higher.*
IFEval and similar evaluations measure verifiable, format-level adherence
such as length constraints, output schemas, and keyword inclusion. The
label fidelity at issue here is different: it concerns whether the generator
semantically preserves the labeled category when the seed text could plausibly
support a different interpretation. Xia et al. [31] show that format-level and
content-level adherence are decoupled capabilities in LLMs, with models
exhibiting large gaps along one dimension while performing similarly on
the other, suggesting that [FEval-style parity does not imply parity on other

*According to publicly reported scores compiled at ht tps://11lm-stats.com/ben
chmarks/ifeval (accessed April 2026), LLaMA 3.3 70B Instruct scores approximately
92.1% and Qwen 3 235B-A22B Instruct scores approximately 88.7% on IFEval.
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adherence dimensions. More broadly, Xie et al. [32] demonstrate that LLMs
differ substantially in how they balance contextual evidence against parametric
memory under conflict, with confirmation bias strength varying considerably
across models even when those models perform comparably on standard
benchmarks. By analogy, it is plausible that LLaMa and Qwen differ in
how they reconcile a labeled distortion category with the surface content of a
semantically ambiguous seed, despite their comparable IFEval scores. When
a seed text could plausibly belong to more than one distortion category, the
two generators may not preserve the labeled category to the same degree.
One speculative interpretation compatible with the observed pattern is that
Qwen stays closer to the labeled category on ambiguous seeds and therefore
benefits from the harder, more informative inputs that entropy-based selection
provides, while LLaMA tends to drift toward whichever distortion the seed text
most resembles on the surface, making clearer seeds from random selection
more useful for it. Testing this conjecture would require directly measuring
label fidelity across LLMs on cognitive distortion augmentation.

A second possibility concerns the diversity of generator output at a fixed
temperature. At the same temperature setting, different LLMs produce
different levels of variation in their outputs, and these intrinsic differences
are not fully controlled by the temperature parameter. Peeperkorn et al. [33]
found that, within a single LLM, temperature is only weakly correlated
with novelty in story generation, indicating that decoding parameters alone
provide limited control over generation diversity. Comparative benchmarks
have documented substantial differences between model families on lexical,
syntactic, and semantic diversity metrics [34], attributable to differences in
pretraining data filtering and alignment procedures. If LLaMA produces
more homogeneous augmented samples than Qwen at the same temperature,
regardless of seed difficulty, then the informativeness gap between high-
entropy and randomly selected seeds may be partially flattened in the LLaMA
case, making entropy-based selection less effective. Conversely, a generator
that preserves more variation across inputs would be better positioned to
translate seed-level differences into augmentation-level differences. Direct
measurement of generation diversity in the augmented samples themselves
would be needed to test this conjecture.

A third possibility is that the interaction reflects a compatibility between
the kind of ambiguity captured by Softmax Entropy and the kind of
ambiguity each LLM is trained to handle well. The entropy signal from
the RoBERTa baseline is task-specific: it reflects the decision boundaries
learned on TherapistQA, which depend on the annotation conventions of
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that dataset. A generator whose pre-training exposed it to text that aligns
with these conventions may find entropy-selected seeds more useful, because
the ambiguity captured by the signal corresponds to distinctions the model
can articulate. A generator whose pre-training corpus leads to different
implicit category boundaries may find the same seeds confusing, and random
sampling may yield cleaner results simply because it avoids this misalignment.
This hypothesis builds on the broader observation in the active learning
literature [27] that uncertainty estimates are properties of specific models
rather than universal measures of instance difficulty. Lowell et al. [35]
provided indirect but suggestive evidence: in the active learning setting,
they demonstrated that datasets selected via uncertainty sampling on one
model often fail to provide commensurate benefits when used to train a
different model, indicating that uncertainty-driven selection is sensitive to
the relationship between the selecting and the consuming model. Recent
work probing in-context learning in LLMs [36] has further shown that LLMs
exhibit non-smooth, irregular decision boundaries even on simple linearly
separable tasks, in contrast to the smoother boundaries produced by classical
classifiers. While this finding concerns LLMs in a classification role rather
than a generation role, it suggests that the implicit category structure LLMs
apply to inputs may differ qualitatively from that of a fine-tuned classifier
on the same task. This hypothesis would imply that the best seed selection
strategy depends on the relationship between the classifier and the generator,
rather than on the properties of either in isolation. Testing this conjecture
would require measuring the agreement between each LLM’s zero-shot
classification of TherapistQA samples and the dataset’s gold labels, as a proxy
for category-boundary alignment between the entropy-producing classifier and
each generator. To our knowledge, no published work has directly tested this
three-way interaction between classifier-derived uncertainty signals, generator
LLM choice, and downstream augmentation quality.

None of these hypotheses can be verified with the present data. Distin-
guishing between them would require additional experiments: measuring the
label fidelity of generated samples, quantifying the diversity of outputs from
each LLM at controlled temperatures, or evaluating the same seed pool across
more than two LLMs to see whether the pattern generalizes. These are natural
directions for future work, discussed in Section 6.5.

The broader implication, however, is already clear from the present
results: uncertainty-guided seed selection cannot be assumed to be universally
beneficial in the context of LLM-based augmentation. The classical
active learning assumption that informative samples always produce better
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downstream performance holds only when the learner processing those
samples can faithfully preserve their informative structure. When an LLM
acts as an intermediary between the seed and the training set, the interaction
between the two determines whether entropy-based selection helps or hurts.
This finding extends the practical concerns raised by Lowell et al. [35] into
the LLM era: when active learning heuristics are mediated by a generative
model rather than applied directly to a learner, the assumption of universal
informativeness becomes even more fragile. The present results therefore
complicate the direct transfer of active learning heuristics into LLM-based
data augmentation pipelines and suggest that future work should treat seed
selection and generator choice as jointly tunable rather than as independent
design decisions.

6.2 Implications

The findings of this thesis carry implications for three overlapping areas: the
design of data augmentation pipelines for clinical NLP, the deployment of
cognitive distortion classification systems, and the broader question of how
LLM:s can be used to support compact models in resource-constrained settings.

For the cognitive distortion classification task studied here, the results
suggest that semantic diversity matters more than lexical variation when
augmenting training data. Traditional surface-level methods (synonym
replacement, contextual word substitution) degraded performance, while
LLM-based generation improved it. This may extend to other clinical text
classification tasks where the target is a cognitive or rhetorical pattern rather
than a topical category, though empirical validation on those tasks would
be needed. Practitioners designing augmentation pipelines for such tasks
should consider LLLM-based generation as a first option rather than defaulting
to surface-level augmentation methods such as synonym replacement or
contextual word substitution, particularly when PII constraints are present.

The interaction between LLM choice and seed selection strategy
introduces a practical complication. —The results show that no single
combination of generator and sampling strategy is universally optimal:
LLaMA performed best with random selection, while Qwen performed
best with entropy-based selection. For practitioners, this means that both
components should be treated as hyperparameters to be validated empirically
rather than fixed by convention. A small-scale pilot comparing two or three
configurations on a held-out validation set would be a reasonable approach
before committing to full-scale augmentation.
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For the deployment of cognitive distortion classification, the strong
performance of the fine-tuned RoBERTa model relative to zero-shot LLMs
reinforces the viability of compact classifiers in clinical settings. A 125M
parameter model that can run on local hardware without sending patient data
to an external API is a qualitatively different deployment proposition from a
70B parameter model that requires cloud inference. In clinical environments
governed by GDPR and institutional data protection policies, local inference
is often a preferred deployment rather than an absolute legal requirement. The
present results show that this constraint does not need to come at the cost
of classification performance; on the contrary, the fine-tuned compact model
outperforms the large models on this task.

More broadly, the thesis contributes to the growing body of evidence that
LLMs and compact models can play complementary roles in NLP systems [7].
Rather than choosing between a large model that does everything and a
small model that does one thing, the framework evaluated here uses the large
model offline, during data preparation, and the small model online, during
inference. The large model never sees real patient data at inference time; it
generates synthetic training examples from seed instances during a preparation
phase that can be conducted under controlled conditions. The seed instances
themselves are PII-anonymized versions of the original training data, so the
LLM operates on de-identified text rather than raw clinical records. This
separation of concerns aligns the pipeline with privacy-by-design principles
and may generalize to other clinical NLP tasks where data scarcity and privacy
constraints co-occur.

6.3 Limitations

This study has several limitations that should be considered when interpreting
the results.

The most consequential limitation concerns the asymmetric seed budget
across experimental conditions. The four LLM-based conditions were each
trained with 10 random seeds, while the baseline, EDA, and Contextual BERT
conditions were trained with 3 seeds. This asymmetry was intentional:
the LLM-based conditions are the focus of the inferential comparisons,
and a larger seed budget was allocated to them to support a properly-
powered Wilcoxon signed-rank test of the small effect sizes anticipated in this
regime. The baseline and traditional-augmentation conditions are reported
descriptively rather than as targets of inferential comparison, and three seeds
were judged sufficient to characterize their typical-case behavior without
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committing additional compute to conditions that are not the central object
of study. The trade-off, however, is that formal statistical comparison between
LLM-based and non-LLM conditions is not available: the Wilcoxon signed-
rank test requires paired observations, and the minimum achievable two-
sided p-value with n = 3 is 0.25, which cannot reach any conventional
significance threshold. Even among the LLM-based conditions, 10 seeds
provides limited statistical power for detecting small effect sizes; several
within-LLM comparisons showed directional trends (e.g., LLaMA Entropy vs.
LLaMA Random, p = 0.0645) that might reach significance with a larger seed
budget. Replicating all conditions at the same seed count would strengthen
smaller-effect comparisons and make the descriptive-vs-inferential boundary
unnecessary, and is recommended as a follow-up study.

The study evaluates all methods on a single dataset (TherapistQA, 2,530
samples, 11 classes). While this dataset is widely used in the cognitive
distortion classification literature, generalization of the findings to other
datasets, distortion taxonomies, or languages cannot be assumed. The class
distribution, annotation conventions, and text characteristics of TherapistQA
may favor certain augmentation strategies over others. Evaluation on
additional datasets, such as the C-Journal dataset used by Rasmy et al. [21]
or the clinical text message corpus used by Ding et al. [12], would strengthen
the external validity of the conclusions.

A related concern is data contamination. The TherapistQA dataset is
publicly available on Kaggle and may have been included in the pretraining
corpora of LLaMA 3.3 or Qwen 3. If so, the LLMs used for augmentation
could have implicit knowledge of test set samples, potentially introducing
indirect data leakage into the augmented training data. Several factors mitigate
this concern: the augmentation prompt instructs the model to generate new
scenarios rather than reproduce existing ones, the dataset is small relative to
the pretraining corpus, and the observed performance gains are modest rather
than anomalously large. Nevertheless, the pretraining data of both LLMs is not
publicly disclosed, and the extent of contamination cannot be verified without
membership inference testing, which was not performed in this thesis.

The study compares only two LLMs (LLaMA 3.3 70B and Qwen 3 235B-
A22B), both accessed through the same inference API. Whether the observed
interaction between LLM choice and seed selection strategy generalizes to
other model families, model sizes within the same family, or closed-source
models cannot be determined from the present experiments.

The entropy computation used for seed instance selection was performed
with dropout active (training mode, p = 0.1), as disclosed in Section 4.4.
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This introduces a small stochastic component into the entropy scores. Given
the low dropout rate, the relative ranking of samples is expected to be stable
and the seed pool selection is unlikely to be materially affected, but the scores
are not strictly deterministic. This also means that the distinction between
plain Softmax Entropy and MC Dropout in this implementation is the number
of forward passes (1 vs. T = 10) rather than the presence or absence of
stochasticity.

MC Dropout applied to pre-trained transformers provides an approximate
uncertainty estimate. = The formal Bayesian interpretation of Gal and
Ghahramani [25] requires dropout before every weight layer, but ROBERTa’s
dropout is placed after embedding, attention output, feed-forward output,
and before the classification head, with no dropout before the Query, Key,
and Value projection matrices. This means that the MC Dropout results
reported here should be understood as a practical approximation rather than
a theoretically exact Bayesian posterior.

The Deep Ensembles comparison used M = 3 models, which is below
the M = 5 default recommended by Lakshminarayanan et al. [26]. With
only three ensemble members, variance estimates are inherently noisy (two
degrees of freedom), and the low Error Detection AUC of the variance-based
measure (0.6727) may partly reflect this limitation rather than a fundamental
inadequacy of the variance signal. A larger ensemble might yield a stronger
result.

The 30% seed selection ratio was chosen as a practical starting point and
was not optimized. Selecting too few seed instances risks insufficient diversity
in the generated data, while selecting too many dilutes the focus on high-
uncertainty regions, but the sensitivity of downstream performance to this ratio
was not investigated. Similarly, the augmentation target of 250 samples per
class was fixed across all conditions and was not tuned per class or per method.

The quality of the LLM-generated synthetic samples was not evaluated
independently. No human evaluation or automatic quality assessment (e.g.,
measuring label fidelity, lexical diversity, or semantic similarity to real
examples) was performed on the generated data. The only quality controls
applied were the PII tag validation and the safety refusal filter described in
Section 4.2.1. A systematic quality analysis would help explain why certain
LLM and seed selection combinations outperform others and would provide a
more direct test of the shortcut-breaking mechanism proposed in Section 6.1.1.

Finally, the per-class F1 scores are computed on a test set of 506 samples
distributed across 11 classes, yielding an average of approximately 46 samples
per class. For the smallest classes, this number is lower, which means that
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per-class F1 estimates carry substantial sampling noise. The mechanistic
interpretations offered in Section 6.1.1 should be read with this caveat in mind.

6.4 Ethical Considerations

This section discusses the ethical aspects of the work, covering the handling of
patient data, the use of LLMs to generate clinical-adjacent text, and the risks
associated with deploying cognitive distortion classifiers in practice.

6.4.1 Data Privacy and Handling

The TherapistQA dataset used in this thesis was anonymized by its original
authors [3] and distributed publicly through Kaggle. As an additional
safeguard, Microsoft Presidio was integrated into the data processing pipeline
to detect and mask any residual PII before the data was passed to the LLMs
for augmentation. During LLLM-based generation, validation checks ensured
that PII placeholder tags (e.g., <PERSON>, <DATE_TIME>) were preserved
in the generated output. The risk of LLMs introducing new PII-like entities
(e.g., hallucinated names, locations) during generation was not systematically
audited; a production deployment would require post-generation PII scanning.
The pipeline was designed so that real patient data never leaves a controlled
environment at inference time: the fine-tuned RoBERTa classifier operates
locally, and the large LL.Ms are used only during the offline preparation
phase on Pll-redacted data. This aligns with the integrity, confidentiality, and
data minimisation principles of GDPR Article 5 [28] and the Swedish Data
Protection Act [37], which supplements GDPR in the Swedish context.

6.4.2 Use of LLMs for Clinical-Adjacent Text Genera-
tion

Generating synthetic text that resembles patient utterances raises its own
ethical questions. The generated samples in this study are not intended for
use as clinical content or for communication with patients; they are intended
solely as training data for a classifier. The distinction matters because synthetic
clinical text, if misused, could be presented as real patient experiences or used
to train models that are then deployed without adequate validation. The safety
refusal filter described in Section 4.2.1 was included in part to avoid generating
content that could be harmful if encountered outside the training context, such
as detailed expressions of self-harm. No generated samples were released or
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shared outside the training pipeline. The synthetic data is a by-product of the
research, not a deliverable.

6.4.3 Risks of Deployment

A classifier that identifies cognitive distortions in patient text could, in
principle, be embedded in a therapy support tool to flag patterns for clinicians
or to provide feedback to patients. Such deployments carry risks that fall
outside the scope of this thesis but deserve acknowledgement. A false positive
(labeling a statement as distorted when it is not) could invalidate a patient’s
legitimate concern; a false negative (missing a distortion) could reduce the
therapeutic value of the tool. The performance levels reported in this work
(Relaxed Macro F1 of approximately 0.35 for the best condition) are well
below what would be required for autonomous clinical use. The model should
be understood as a component that might assist a trained clinician, not replace
one.

The Swedish Ethical Review Act [38] triggers mandatory review for
research involving, among other things, the processing of sensitive personal
data as defined under GDPR Article 9, physical intervention on research
subjects, methods intended to physically or psychologically affect participants,
or the study of traceable biological material. The Act would apply to the
present study only if sensitive personal data were being processed. Since the
TherapistQA dataset has been anonymized by its original authors and further
processed through Presidio, the data may fall outside the scope of GDPR under
Recital 26, which excludes information that does not relate to an identified or
identifiable natural person. Because re-identification risk in clinical-adjacent
text cannot be fully eliminated through PII tag removal alone, the measures
described here are maintained as best practice regardless of the formal legal
classification. Separately, student work carried out within the framework of
advanced-level higher education is also excluded from the Act’s scope. A
deployment study involving patient interaction would fall within the Act’s
scope and require ethical review that this thesis has not undertaken. The KTH
guidelines on research ethics [39] frame the same boundary.

6.4.4 Bias and Representational Concerns

The training data reflects the distribution of topics, linguistic styles, and
demographic backgrounds represented in the TherapistQA source. The LLMs
used for augmentation carry their own biases from pretraining, which may
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interact with the dataset’s existing biases in ways that are difficult to predict.
For example, if the LLM under-represents certain demographic groups in its
generated scenarios, the augmented dataset may further narrow the model’s
effective training distribution. No systematic bias audit was performed on the
generated samples in this work. Any downstream deployment would need
to evaluate the model’s performance across demographic subgroups and in
clinical contexts that differ from the source dataset.

6.5 Future Work

The findings and limitations of this thesis suggest several directions for future
research. These are grouped into four categories: methodological extensions,
generalization studies, deeper analysis of the LLM x selection interaction, and
integration with richer reasoning frameworks.

6.5.1 Methodological Extensions

The seed selection strategy used in this thesis was restricted to Softmax
Entropy on a baseline RoOBERTa classifier. Alternative uncertainty estimation
methods could sharpen the seed selection signal, particularly those that explic-
itly separate epistemic from aleatoric components. Laplace Approximation
applied to the classifier’s final layer [24] would provide a post-hoc Bayesian
estimate without retraining the full model, and Evidential Deep Learning [40]
would yield explicit epistemic uncertainty through a Dirichlet output layer.
Whether decomposing uncertainty in this way produces more effective seed
pools than total predictive uncertainty is an empirical question the present
work did not answer.

The 30% seed selection ratio was adopted as a practical starting point
rather than tuned. A systematic study of the relationship between seed pool
size and downstream performance, potentially with adaptive allocation across
classes, could identify more efficient seed selection schedules. Similarly,
the 250-samples-per-class augmentation target was fixed and uniform; class-
specific targets that account for the difficulty of each distortion type might
produce more balanced improvements.

The quality of generated synthetic samples was not evaluated indepen-
dently. Future work could introduce quality filtering as a post-generation
step: a separate classifier or an LLM-based judge could assess whether
each generated sample faithfully exhibits the target distortion, discarding or
flagging low-confidence generations before they enter the training set. This
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would provide a direct test of whether the LLM’s generation quality, rather
than the seed selection strategy, is the dominant factor in augmentation
effectiveness.

The current pipeline performs a single round of uncertainty estimation
followed by augmentation. An iterative variant (train baseline, identify
uncertain samples, augment, retrain, recompute uncertainty, repeat) was not
investigated here in order to keep the experimental space tractable and the
comparisons interpretable. Whether the gains observed in the single-round
design accumulate, plateau, or invert across rounds is an open question that
the present results cannot settle, and is left to future work.

6.5.2 Generalization Studies

The study evaluates all methods on TherapistQA, a single dataset with a
specific annotation taxonomy and text style. Replicating the pipeline on
other cognitive distortion datasets, such as the C-Journal dataset used by
Rasmy et al. [21] or the clinical text message corpus used by Ding et
al. [12], would test whether the observed patterns (LLM-based augmentation
outperforming traditional methods, topic-independent classes benefiting most,
the LLM x selection interaction) generalize beyond the particular properties
of TherapistQA.

Cross-lingual extension is another natural direction. The thesis is limited
to English text, but cognitive distortions are a cross-cultural phenomenon
and clinical NLP tools are needed in many languages. Applying the same
framework to other non-English cognitive distortion datasets would test
whether LLM-based augmentation transfers across languages and whether the
LLM x selection interaction persists when the generator LLLM is trained on
different linguistic distributions.

6.5.3 Deeper Analysis of the LLM x Selection Interac-
tion

The most unexpected finding of this thesis is the interaction between
LLM choice and seed selection strategy: LLaMA performs best with
random selection, while Qwen performs best with entropy-based selection.
Section 6.1.3 proposes three hypotheses to explain this pattern (generator
sensitivity to ambiguous seeds, inherent output diversity, and alignment
between classifier-derived uncertainty and generator pre-training). The current
data cannot distinguish between them.
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Disentangling these hypotheses would require additional experiments.
Measuring the label fidelity of generated samples (how often a sample
generated for a target distortion actually exhibits that distortion, as judged
by an external classifier or human annotator) would test the first hypothesis.
Quantifying the lexical and semantic diversity of outputs from each LLM at
controlled temperatures would test the second. Evaluating more than two
LLMs (ideally spanning different pre-training corpora and model families)
would test the third and determine whether the interaction is robust or specific
to the LLaMA—-Qwen pair.

A related question is how the selection strategy should be chosen in
practice. If the interaction is a fundamental property of how generator LLMs
handle uncertainty-selected inputs, practitioners would need a principled
way to choose the right combination without running the full augmentation
pipeline. A lightweight diagnostic (for example, comparing generator outputs
on a small set of high-entropy and random seeds and selecting the strategy that
yields more diverse, on-label outputs) could serve as a proxy.

6.5.4 Integration with Richer Reasoning Frameworks

The original scope of this thesis included rationale-rich generation via DoT
prompting [2] and multi-agent deliberation between LLM agents [41], both of
which were moved to future work to keep the present study tractable. These
components remain promising extensions.

DoT prompting structures the generation process into multiple reasoning
stages (subjectivity assessment, contrastive reasoning, schema analysis).
Applying DoT during augmentation could produce synthetic samples accom-
panied by explicit rationales for why each sample exhibits the target distortion.
These rationales could be used in two ways: as additional training signal for the
classifier (rationale-based knowledge distillation [7]), or as a filter for quality
control (rejecting samples whose rationale does not actually support the label).

Multi-agent deliberation extends this idea by having multiple LLM agents
critique and refine generated samples before they are added to the training
set. This would introduce a quality-control loop internal to the generation
phase, potentially reducing the variance associated with noisy synthetic
samples that was identified as a contributor to the wide seed-to-seed spread
in Section 6.1.1. Whether the additional computational cost of multi-
agent generation is justified by a corresponding improvement in downstream
performance is an empirical question for future work.

Finally, combining rationale-rich generation with knowledge distillation
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would address a limitation of the current pipeline. In the present framework,
the compact RoBERTa classifier learns only from the labels of synthetic
samples, not from the reasoning that produced them. A distillation approach
that transfers the LLM’s intermediate reasoning into the compact model could,
in principle, close more of the gap between zero-shot LLM performance and
supervised classification, and would be a natural continuation of the line of
work begun in this thesis.
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Chapter 7

Conclusions

This thesis addressed the data-scarcity bottleneck in compact-model cognitive
distortion classification by combining LLLM-based data augmentation with
uncertainty-guided seed selection. The study compared four LLM-based
augmentation conditions (two LLMs x two seed instance selection strategies)
against a non-augmented baseline and two traditional augmentation baselines
(EDA with Synonym Replacement, and ContextualBERT), evaluated on the
TherapistQA dataset under relaxed evaluation.

Two complementary findings emerged. As an engineering outcome,
LLM-based augmentation produced consistent mean improvements over
the non-augmented baseline in three of four conditions, while traditional
augmentation (EDA, Contextual BERT) substantially degraded performance,
supporting LLM-based augmentation as a viable strategy for limited clinical
NLP data. As a scientific finding not anticipated by the prior literature,
the optimal seed-selection strategy was found to depend on the generative
LLM: LLaMA performed best with random selection, while Qwen performed
best with entropy-based selection. This LLM—strategy interaction is the only
pairwise contrast that survives Bonferroni correction in the present study,
making it the most statistically robust effect identified, and it has direct
practical implications for active-learning-style augmentation pipelines, where
the choice of selection criterion cannot be treated as independent of the choice
of generator.

7.1 Summary of Contributions

The thesis makes the following contributions.
It provides the first empirical comparison, to the best of the author’s
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knowledge, of LLM-based augmentation against traditional augmentation
methods for cognitive distortion classification. The results show that
LLM-based augmentation with LLaMA 3.3 70B and Qwen 3 235B can
improve Relaxed Macro F1 over a non-augmented baseline in three of
four configurations, while traditional surface-level augmentation (synonym
replacement, contextual word substitution) consistently degrades performance
on this task. This pattern suggests that semantic diversity, rather than lexical
variation, is the mechanism by which augmentation helps on tasks where the
classification target is a thinking pattern rather than a topical category.

It documents and interprets an unexpected interaction between LLM
choice and seed instance selection strategy. LLaMA performed best with
random seed selection, while Qwen performed best with entropy-based
selection; this interaction means that neither the choice of generator nor the
choice of selection strategy can be made independently. The cross-LLM
comparison under random selection (LLaMA Random vs. Qwen Random)
was the only statistically significant pairwise comparison after Bonferroni
correction (W = 0.0, p = 0.002), indicating a robust effect of LLM choice
when random selection is used. This finding complicates the direct transfer of
classical active learning heuristics into LLM-based augmentation pipelines.

It demonstrates that a fine-tuned 125M-parameter RoBERTa model
substantially outperforms zero-shot LLMs two to three orders of magnitude
larger on this task. The non-augmented baseline exceeded LLaMA 3.3 70B
zero-shot by 39.3% and Qwen 3 235B zero-shot by 35.2% in Relaxed Macro
F1, and the best augmented condition extended this gap further. This result
strengthens the case for using compact, fine-tuned classifiers rather than large
general-purpose models in privacy-sensitive clinical NLP applications, and
supports a division of labor in which LLLMs generate training data offline while
a compact model handles inference locally.

It provides a mechanistic account of why LLM-based augmentation
helps some classes and not others. Classes defined by a descriptive
attributional pattern that is topic-independent (Labeling, Overgeneralization,
Personalization) benefit most from augmentation, because LLM-generated
topic diversity breaks spurious correlations that the baseline classifier would
otherwise learn from limited data. Classes defined by narrow lexical markers
(All-or-Nothing Thinking) are harmed by augmentation, because LLM-
generated variation weakens the discriminative signal. This account connects
the observed per-class pattern to the well-established phenomenon of shortcut
learning in neural classifiers.
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7.2 Key Findings

The hypotheses and research questions defined in Chapter 1 are resolved as
follows.

Hypothesis H1 (LLM-augmented RoBERTa outperforms the non-augmented
baseline) is partially supported: three of four LLM-based conditions improve
over the baseline mean, but the fourth does not, and the absence of formal
statistical testing between these groups prevents a definitive conclusion.

Hypothesis H2 (fine-tuned RoOBERTa matches or exceeds LLLM zero-shot
performance) is supported. The fine-tuned RoBERTa baseline exceeds both
LLM zero-shot scores by more than 35%, and the best augmented condition
extends this gap.

Secondary RQ 1 (entropy-based vs. random seed selection) does not have
a single answer: the best strategy depends on the LLM. This finding is itself
the most informative result regarding this research question.

Secondary RQ 2 (LLaMA vs. Qwen) likewise depends on the selection
strategy. Under random selection, LLaMA outperforms Qwen significantly;
under entropy-based selection, the two LLMs perform comparably.

7.3 Closing Remarks

The broader picture that emerges from this work is that LLMs are most useful
in clinical NLP not as end-to-end classifiers but as components in a pipeline
that respects the constraints of the deployment environment. A compact
classifier, trained on augmented data prepared offline, can achieve stronger
performance than a large LLLM applied directly, while also satisfying the data
protection requirements that govern clinical text processing. The effectiveness
of this pipeline depends on the match between the generator LLM and the
strategy used to select seed instances, and on the nature of the classes the
classifier is learning. The findings reported here are specific to one dataset
and two LLMs, and further work is needed to establish how they generalize.
Cognitive distortion classification is a challenging task because its
categories are defined by patterns of thought rather than by observable surface
features. The fact that augmentation helps most on the classes where the
pattern is most abstract, and hurts on the classes where the pattern is most
lexical, is a useful finding for future research on clinical NLP and on LLM-
based data generation more broadly. It suggests that the relationship between
augmentation strategy and task structure is not incidental, but can be reasoned
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about in terms of what a classifier can learn from the examples it sees. This
perspective may be productive for other tasks where the definition of the target
involves fine-grained distinctions that do not reduce to surface markers.
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