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Abstract

The study of space plasma environments requires advanced and reliable instrumentation,
particularly for in-situ measurements in harsh conditions. One such instrument is the Langmuir
Probe, used to characterize electron densities and temperatures in space. This thesis addresses
the development of a robust onboard software system for the Langmuir Probe instrument on the
Research and Observation in Medium Earth Orbit (ROMEO) satellite, a Medium Earth Orbit
mission developed by the University of Stuttgart.

The main problem addressed in this work is the design and implementation of a flexible, fault-
tolerant software architecture that can operate reliably in space, manage complex measurement
modes, support in-flight software updates, and comply with stringent space communication
standards defined by the European Cooperation for Space Standardization and Committee for
Space Data Systems. Developing such a software system for a scientific payload operating in a
radiation-prone and resource-constrained environment presents significant technical challenges
and is highly relevant for future low-cost, modular space missions.

To address this, the software system was developed in two phases. In the first phase, a complete
software stack was implemented and tested on a commercial System on Chip platform featuring
an ARM Cortex-M7 microcontroller and a ProASIC3 Field Programmble Gate Array. This
served as a practical testbed for validating system performance under realistic conditions, as well
as a Commercial Off-the-Shelf reference design to be tested in orbit. The second phase involved
porting the system to a space-grade Field Programmble Gate Array (FPGA) from NanoXplore,
integrating a LEON3 softcore processor within the FPGA fabric to meet radiation tolerance
requirements.

The results support a modular Real-Time Operating System–based software architecture. This
architecture combines resilient in-flight update strategies—such as watchdogs and restart
mechanisms—with validated data-handling modules. Together, these features satisfy system
requirements and maintain system integrity under radiation-induced disruptions.

Keywords
Real Time Operating System (RTOS), LEON3, Bootloader, Space Packet Protocol (SPP),
Package Utilization Standard (PUS), Satellite, Langmuir Probe, Embedded Software

iii



Abstract

Studiet av plasman i rymdmiljöer kräver avancerade och tillförlitliga instrument, särskilt för
in-situ-mätningar under krävande förhållanden. Ett sådant instrument är Langmuir-sonden,
som används för att karakterisera elektrontäthet och temperatur i rymden. Denna avhandling
behandlar utvecklingen av ett robust ombordprogramvarusystem för Langmuir-sonden ombord
på ROMEO-satelliten, en mission i medelhög omloppsbana (MEO) utvecklad av Universität
Stuttgart.

Det huvudsakliga problemet som hanteras i arbetet är utformningen och implementeringen
av en flexibel, feltolerant mjukvaruarkitektur som kan fungera tillförlitligt i rymden, hantera
komplexa mätlägen, stödja uppdateringar av programvaran under flygning samt uppfylla strikta
kommunikationsstandarder för rymdapplikationer, såsom ECSS- och CCSDS-protokollen. Att
utveckla ett sådant system för en vetenskaplig nyttolast som opererar i en strålningsutsatt
och resursbegränsad miljö innebär betydande tekniska utmaningar och är mycket relevant för
framtida lågkostnads- och modulära rymdmissioner.

För att möta dessa krav utvecklades systemet i två faser. I den första fasen implementerades en
komplett mjukvarustack och testades på en kommersiell System-on-Chip (SoC)-plattform med
en ARM Cortex-M7-mikrokontroller och en ProASIC3-FPGA, vilket tjänade som en praktisk
testbädd för att validera systemets prestanda under realistiska förhållanden, samt som en COTS-
referensdesign för tester i omloppsbana. Den andra fasen innebar en portering av systemet till en
strålningshärdig FPGA från NanoXplore, där en LEON3-mjukprocessor integrerades i FPGA-
logiken för att uppfylla kraven på strålningsresistens.

Resultaten visar att en modulär, RTOS-baserad mjukvaruarkitektur kombinerad med
motståndskraftiga strategier för uppdateringar under flygning (genom användning av watchdogs
och omstartsmekanismer) samt validerade moduler för datahantering, är ett gångbart
tillvägagångssätt för att uppfylla krav och bibehålla systemets integritet vid störningar orsakade
av strålning.

Nyckelord
RTOS, LEON3, Bootloader, SPP, PUS, Satellite, Langmuir Probe, Embedded Software
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Chapter 1

Introduction

This thesis presents the design and implementation of the software system responsible for
controlling the Langmuir Probe experiment onboard the ROMEO satellite. The proposed
software architecture is based on a RTOS and addresses a set of critical requirements, including
flexibility, fault tolerance, support for in-flight software updates, reliable operation in the space
environment, and compliance with standardized space communication protocols such as ECSS
and CCSDS. The use of an RTOS enables deterministic task scheduling, modular design, and
improved maintainability—features essential for embedded space applications. Flexibility is
particularly important, as the system is intended to run on two distinct hardware platforms:
a commercial Commercial Off-The-Shelf (COTS) system comprising an ARM Cortex-M7
microcontroller and a Microchip ProASIC3 FPGA, and a radiation-hardened system based on
a space-grade FPGA. The latter integrates both a LEON3 softcore processor and a custom
Application-Specific Integrated Circuit (ASIC) module for the acquisition and filtering of
measurement data.

1.1 Background
The Langmuir Probe is a scientific instrument used to characterize the physical properties of
plasma. By applying a varying voltage to the probe immersed in the plasma and measuring
the resulting current, an I–V (current–voltage) curve can be generated. This curve enables the
extraction of key plasma parameters such as electron temperature, electron density, and electric
potential.

The ROMEO satellite is a mission developed by the Institute of Space Systems at the University
of Stuttgart in close collaboration with several European research institutions. The mission aims
to develop and operate a cost-efficient satellite platform capable of demonstrating innovative
technologies in both Low Earth Orbit (LEO) and Medium Earth Orbit (MEO). Its primary
objective is to demonstrate a cost-effective satellite platform by integrating and validating
emerging technologies based on COTS components. Among the key innovations being tested
are a green propulsion system that uses water as a propellant, a high-throughput X-band data
downlink system, radiation-tolerant avionics and transmitters, and a Langmuir Probe payload
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CHAPTER 1. INTRODUCTION

intended to characterize the surrounding plasma environment. The latter is to be developed and
provided by KTH Royal Institute of Technology Division of Space and Plasma Physics.

The software developed in this thesis is responsible for the control and operation of the
Langmuir Probe payload, facilitating both the acquisition of scientific measurements and
the exchange of commands and telemetry with the satellite’s On-Board Computer (OBC).
The implementation builds upon a previously developed proof-of-concept architecture, which
demonstrated the feasibility of supporting multiple functionalities and measurement modes
using a commercial off-the-shelf (COTS) hardware platform. The primary hardware option for
the probe’s digital electronics is a telemetry acquisition board known as the “Data Hub,” which
has heritage from previous missions such as SPIDER, developed by the KTH Royal Institute
of Technology. This board provides the foundation for the payload’s data handling and control
functionality.

1.2 Problem
Given the existing implementation of the software system for controlling the Langmuir
Probe experiment, this thesis investigates and implements the architectural and application-
level modifications required to evolve it into a fully functional, reliable and space-ready
solution.

1.3 Purpose
The work described in this thesis aims to extend and finalize the Langmuir Probe onboard
software, ensuring seamless integration with the ROMEO satellite’s systems. The software
must provide reliable probe control, efficient scientific data handling, robust communication
with the onboard computer, in-flight update capabilities, and a resilient architecture suitable for
deployment across multiple real-time operating systems.

1.4 Goal
The Division of Space and Plasma Physics at KTH, requires a fully functional onboard software
system to support the Langmuir Probe payload on the ROMEO satellite. This software must
meet several critical requirements to ensure mission success:

1. Facilitate robust communication with the onboard computer, using the CCSDS Space
Packet protocol in accordance with the ECSS PUS.

2. Provide precise control of the Langmuir Probe’s bias voltage, enabling accurate
modulation for plasma measurements across different operational modes.

3. Handle scientific data acquisition and management, supporting both constant bias and
sweep bias modes. The software should efficiently store, process, and transmit high
frequency measurement data without loss or corruption.
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CHAPTER 1. INTRODUCTION

4. Support reliable in-flight software updates, allowing new functionalities, bug fixes, or
performance improvements to be deployed without physical access to the satellite.

5. Implement robust error handling and recovery mechanisms, capable of detecting system
faults or lockups and triggering a failsafe response to maintain system integrity and
operational continuity.

6. Be designed with a modular and portable architecture, allowing deployment on various
RTOS variants, such as FreeRTOS and RTEMS, to ensure adaptability across platforms
and future missions.

1.5 Expected Outcome
A modular, RTOS-based architecture—together with resilient in-flight update strategies (e.g.,
watchdog supervision and restart mechanisms) and validated data-handling modules—is
expected to meet the operational demands of space environments while preserving system
integrity in the presence of radiation-induced faults.

1.6 Research Methodology
The development of the Langmuir Probe software followed an iterative process, starting with an
analysis of the existing proof-of-concept implementation. From there, the architecture and code
were either re-implemented or gradually extended and improved. Most of the development was
done on the COTS hardware platform, which includes an ARM Cortex-M7 microcontroller and
a ProASIC3 FPGA. For this platform the software was written using STM32CubeIDE and built
on top of FreeRTOS to take advantage of real-time task management and a modular structure.
Git was used for version control during development.

To test the COTS system, a combination of unit tests, integration tests, and hardware-in-the-
loop (HIL) testing was used. The HIL tests were done with the actual ROMEO Data Hub
board, which allowed for more realistic validation of the software. Communication functionality
was tested using the CCSDS Space Packet and ECSS PUS standards, and verified through
interactions with an OBC emulator. In-flight update mechanisms were implemented and tested
using watchdog timers and system reset scenarios to simulate faults and recovery.

Several system behaviors, such as error handling, data acquisition, and task scheduling, were
tested under different conditions. Some fault injection was also done to simulate possible issues
caused by radiation.

Once the software implementation for the COTS platform was completed and verified,
development shifted to the TSIM3 simulator—a software simulation of the LEON3 processor
core, which is intended to run on the radiation-hardened FPGA. The goal was to ensure that
the same software could be successfully ported and executed on this new platform, which uses
the RTEMS operating system. To validate the ported implementation, a software-in-the-loop
(SIL) testing setup was used, where the OBC emulator was connected to the TSIM3 simulator.
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CHAPTER 1. INTRODUCTION

This setup allowed for functional testing of the communication protocols and core features in
an environment that closely mimics the final flight conditions.

1.7 Delimitations
This thesis focuses on the software development and system-level integration required to evolve
the Langmuir Probe control system from an initial proof-of-concept into a reliable, space-
qualified implementation. The scope includes improvements to the software architecture,
implementation of fault-tolerance mechanisms, support for in-flight software updates, and
validation of the system on both the COTS hardware platform and the simulated LEON3-based
platform.

The thesis does not include the development or detailed design of the analog electronics,
mechanical structures, or low-level FPGA logic used in the Langmuir Probe system. While
the software interacts with hardware interfaces and communication protocols, this work does
not involve VHDL development or modifications to the FPGA’s internal modules. Additionally,
full end-to-end mission data validation—such as verifying the scientific correctness of plasma
measurements—is outside the scope of this work.
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Chapter 2

Background

This chapter provides the necessary context and technical background for understanding the
concepts and systems relevant to this thesis. It introduces the heritage implementation on which
this work is based and outlines the key hardware and software components involved at the start
of the project. The chapter begins with an overview of the Langmuir Probe, describing its
operating principles and significance within the experiment. It then introduces the ROMEO
satellite, the mission context, and how the Langmuir Probe payload integrates into the satellite
platform. This includes a detailed explanation of the communication protocols used, covering
both hardware interfaces and software standards such as ECSS and CCSDS. Finally, the chapter
presents the state of the Langmuir Probe experiment at the beginning of this thesis, including
the hardware used (specifically the Data Hub board) and the existing software implementation
developed in earlier work.

2.1 Langmuir Probe
The Langmuir probe is a fundamental diagnostic instrument used to measure local plasma
properties, especially in low-temperature plasmas such as those found in the ionosphere,
laboratory plasma chambers, and space environments. First developed by Irving Langmuir
and Lewi Tonks in the 1920s, the probe consists of a small metallic electrode inserted into a
plasma and electrically biased with respect to a reference potential—usually the spacecraft body
or another probe. By sweeping the applied voltage and measuring the corresponding current
drawn by the probe, an I–V (current–voltage) characteristic curve is obtained. Such an example
can be seen in Fig. 2.1.1. This curve is then analyzed to extract crucial plasma parameters,
including the electron temperature (Te), electron density(ne), ion density, and plasma potential
(Vp) [1, 2]. The current collected by the probe is explained by sheath theory. When the probe is
placed in the plasma, it disrupts the balance of positive and negative charges nearby and creates
a thin layer called the Debye sheath around it. The thickness of this sheath depends on the
Debye length, which is influenced by the temperature of the electrons and the density of the
plasma.

When the probe is biased negatively, it repels electrons and attracts positive ions, leading to a
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CHAPTER 2. BACKGROUND

region called the ion saturation region. Conversely, when the probe is positively biased beyond
the plasma potential, it collects almost exclusively electrons, forming the electron saturation
region. Between these extremes lies the electron retarding region, which provides information
about the electron energy distribution function (EEDF). For spacecraft missions, especially
CubeSats and nanosatellites, the Langmuir probe is often favored due to its compact size,
simplicity, and low power requirements. However, in such applications, particular care must
be taken to manage spacecraft charging and floating potential effects, which can introduce
measurement errors. To address this, double-probe or sweeping double Langmuir probe
configurations are often used to eliminate the need for an absolute voltage reference.

Figure 2.1.1: Typical Langmuir probe current–voltage characteristic. [8]

Space agencies like the European Space Agency (ESA) and NASA have extensively used
Langmuir probes aboard missions to monitor space weather, ionospheric density fluctuations,
and satellite–plasma interactions.

2.2 ROMEO Satellite
The ROMEO satellite is a space mission led by the University of Stuttgart’s Institue of Space
Systems. Designed as an 80kg small satellite, ROMEO aims to serve as a cost-efficient, modular
satellite platform for testing advanced space technologies in both Low Earth Orbit (LEO) and
Medium Earth Orbit (MEO), with a final target altitude of approximately 2500 km. After launch
into a Sun-synchronous orbit (SSO) at around 450-600 km, the satellite will undergo in-orbit
verification before its apogee rises into the more challenging MEO environment. This transition
allows it to traverse and operate within the inner Van Allen radiation belt, a region rich in
high-energy particles, making it a suitable platform for radiation tolerance testing of spacecraft
components [7].
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CHAPTER 2. BACKGROUND

Figure 2.2.1: CAD renders of the ROMEO project. [8]

The ROMEO mission includes several technology demonstration and scientific objectives in
collaboration with various institutions. These include:

• Green propulsion using a water-based thruster system

• Space weather research

• Earth albedo and climate observation

• Langmuir Probes

• Perovskite solar cell performance analysis

• High-speed data transmission systems

The pair of Langmuir probes is used to study the plasma environment in MEO. The probes
will characterize plasma parameters such as electron density and temperature under varying
spacecraft operating conditions. One of the key interests is to assess the influence of the
satellite’s green propulsion system on the surrounding plasma, especially during thruster
activation, which may induce localized plasma disturbances.

2.2.1 Integration of the Langmuir Probe Experiment
As discussed in the previous paragraphs, the ROMEO satellite will host several scientific
experiments, one of which is the Langmuir Probe. While these experiments are essential for
scientific objectives, they are not part of the satellite’s critical control systems. The central
unit responsible for managing core satellite operations is the On-Board Computer (OBC),
which serves as the “brain” of the satellite. It handles communication with the ground station,
including receiving and interpreting commands, executing them, and transmitting relevant
telemetry and scientific data back to Earth.

In the context of scientific payloads like the Langmuir Probe, the OBC plays a pivotal role in
data handling. It receives operational commands from the ground, which can be forwarded
directly to the payloads or scheduled for execution at predefined times. Furthermore, it can
collect and store measurement data from the instruments and ensure its transmission during

7



CHAPTER 2. BACKGROUND

communication windows, or directly forward them to the ground station if the context allows
it. To enable precise control, the OBC is also responsible for time synchronization—accurately
timestamping incoming data and maintaining an onboard clock essential for executing time-
based commands. The development of both the hardware and software of the OBC, as well
as the integration of the Langmuir Probe and other payloads, is carried out by the University
of Stuttgart, ensuring that all systems are aligned with the mission’s objectives and technical
requirements.

Although the Langmuir Probe experiment consists of multiple components—such as the
DataHub board, ADC, DAC, and the probe’s sensor elements—for the purpose of illustrating its
integration within the satellite, we initially treat the experiment as a black box. This approach
allows us to focus on how the On-Board Computer (OBC) interfaces with the experiment. The
internal architecture and individual components of the Langmuir Probe system will be explored
in detail in the following chapters.

As illustrated in Figure. 2.2.2, the Langmuir Probe Experiment communicates bidirectionally
with the On-Board Computer (OBC). This communication is structured using a layered message
format, starting from the physical layer with UART, followed by COBS for framing, SPP for
packet encapsulation, and PUS for standardized command and telemetry handling. The actual
payload data, if present, is encapsulated within these protocol layers. In the upcoming chapters,
each protocol layer will be described in more detail, along with the rationale for its use. Both
the Langmuir Probe and the OBC unpack these layers upon message reception and proceed with
processing if no errors are detected.

Figure 2.2.2: Communication Pipeline Inside and Outside the Satellite

2.2.2 Universal Asynchronous Receiver-Transmitter
Universal Asynchronous Receiver/Transmitter (UART) is a widely used serial communication
protocol that enables two devices to exchange data without the need for a shared clock signal. It
operates using two main lines: TX (Transmit) and RX (Receive). As its name suggests, UART
is asynchronous, meaning it does not require a separate clock line for synchronization. Instead,
it relies on predefined timing parameters such as baud rate, data length, and stop bits.

In the context of the ROMEO satellite, UART is used as the physical communication layer

8



CHAPTER 2. BACKGROUND

between the On-Board Computer (OBC) and the Langmuir Probe Experiment. This connection
allows for the transmission and reception of command and telemetry data. UART was chosen
due to its simplicity, low resource usage, and sufficient data rate for the expected bandwidth
between the payload and the OBC.

The microcontroller used in this project integrates hardware support for UART, which is
configured through the STM32CubeIDE tool, and has the following parameters

• Baud Rate: 115200 bits per second

• Word Length: 8 bits (including parity)

• Parity: None

• Stop Bits: 1

• Data Direction: Bidirectional (Receive and Transmit)

• Over Sampling: 16x

These settings strike a balance between communication speed and reliability, and they are
sufficient for the command and telemetry data volume expected from the Langmuir Probe.

2.2.3 Consistent Overhead Byte Stuffing
Consistent Overhead Byte Stuffing (COBS) is an encoding algorithm used to reliably frame
packets in a byte stream that does not permit special delimiter bytes (like 0x00) to appear in
the middle of a message. It ensures that each encoded message contains no zero bytes, except
possibly as a delimiter between packets. This is particularly useful for UART communication,
where using a unique delimiter (e.g., 0x00) is a common technique for identifying the
boundaries of messages.

In the ROMEO satellite communication stack between the Langmuir Probe and the On-Board
Computer (OBC), COBS is used directly above the UART physical layer. Its main function is
to ensure message framing—so that the beginning and end of each message can be correctly
identified, even over a continuous byte stream. Additionally, COBS enhances transmission
integrity: if any byte-level errors occur during transmission, the decoding process will fail,
allowing the system to detect and discard corrupted messages.

2.2.4 Space Packet Protocol
The SPP, defined by the Consultative Committee for Space Data Systems (CCSDS), is a
standardized communication protocol used in aerospace systems, including the ROMEO
satellite, to ensure reliable data exchange between payloads (such as the Langmuir Probe) and
the On-Board Computer (OBC).

The SPP packet has the following structure [3]:

1. Primary Header (SPP) (48 bits total / 6 bytes)

9



CHAPTER 2. BACKGROUND

• Packet Version Number: 3 bits (typically set to 000)

• Packet Type: 1 bit (0 = Telemetry, 1 = Telecommand)

• Secondary Header Flag: 1 bit (1 = Secondary Header present)

• Application Process Identifier (APID): 11 bits

• Sequence Flags: 2 bits (segment identification: first, continuation, last,
unsegmented)

• Packet Sequence Count: 14 bits

• Packet Data Length: 16 bits (equals user data length minus one)

2. Packet Data Field (variable: 1–65,535 bytes)

• Contains user-defined content, such as PUS headers and payload data

3. Error Detection and Framing

• CRC16-CCITT: 16 bits (polynomial 0x1021)

• Consistent Overhead Byte Stuffing (COBS): used for efficient framing and
robustness

2.2.5 Package Utilization Standard
PUS is a standardized packet structure used to encapsulate and exchange commands and
telemetry data within spacecraft systems. It builds on top of CCSDS (Consultative Committee
for Space Data Systems) packet telemetry and telecommand standards by defining service
types, subtypes, and additional secondary headers to structure the communication logically
and consistently.

The PUS packet has the following structure [4]:

1. Primary Header (CCSDS) (48 bits total)

• Version: 3 bits

• Type (TM/TC): 1 bit

• Secondary Header Flag: 1 bit

• Application Process ID (APID): 11 bits

• Sequence Flags: 2 bits

• Packet Sequence Count: 14 bits

• Packet Length: 16 bits

2. Secondary Header (PUS-specific)

For TC (Telecommands):

10



CHAPTER 2. BACKGROUND

• PUS Version Number: 4 bits

• Acknowledgement Flags: 4 bits

• Service Type: 8 bits

• Subtype: 8 bits

• Source ID: 8 bits

• (Optional) Time tag: typically 32 or 64 bits

• (Optional) Spare fields: variable length

For TM (Telemetry):

• PUS Version Number: 4 bits

• Service Type: 8 bits

• Subtype: 8 bits

• Destination ID: 8 bits

• Time Reference Status: 8 bits

• Time field: typically 32 or 64 bits

3. Data Field
Contains the payload of the packet, structured according to the service type/subtype;
variable length.

Each Service Type corresponds to a specific function or subsystem. The following services are
of interest for the instrumentation of the Langmuir Probe experiment:

• Service 1 (Telecommand Acknowledgment): Provides TM acknowledgment packets
based on flags in TC requests, confirming stages like acceptance, start, progress, and
completion. The service includes predefined subtype IDs for both success and failure.
Each function handles internal flag checks and includes the original request’s SPP header
in the TM response.

• Service 3 (Housekeeping): Delivers telemetry (TM) data either periodically or upon
request, enabling the monitoring of the spacecraft’s or onboard system’s health and status
through a standardized method for collecting, formatting, and transmitting housekeeping
(HK) data.

• Service 8 (Function Management): The purpose of this service is to control and manage
the execution of onboard functions or applications. These functions can include anything
from software tasks, payload operations, or system-level procedures that need to be
started, stopped, or scheduled during the mission.

• Service 17 (Ping): Implements a basic ping service to verify that the payload is responsive
and operational.
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2.3 Langmuir Probe Experiment
In the previous sections, we explored the broader context of the Langmuir Probe experiment,
including the underlying physics, the satellite platform that hosts the experiment, and its
integration with the satellite’s central computing unit—the On-Board Computer (OBC). To
provide a clearer understanding of the foundation for the work presented in this thesis, and
the existing proof-of-concept software that served as a starting point, the following sections
introduces the key components of the Langmuir Probe experiment. These components include
the DataHub board, designed by Christos Toils; the analog circuit board, designed by Eszter;
and the Langmuir probe booms themselves. However, for the scope of this thesis, the focus
is solely on the DataHub board, as it contains the digital elements relevant to the firmware
development work described herein.

Figure 2.3.1: Electronics of the Langmuir Probe Experiment

2.3.1 DataHub Hardware
The DataHub is a custom-designed device intended for collecting data from scientific
instruments onboard sounding rockets or satellites. Originally developed at KTH for earlier
missions such as SPIDER and PRIME, the DataHub integrates two core components: a
microcontroller and a Field Programmable Gate Array (FPGA). The FPGA is responsible
for interfacing directly with scientific instruments, gathering data and forwarding it to the
microcontroller, which in turn stores the information on an SD card.

In the context of the Langmuir Probe payload, the DataHub serves a similar primary function—
acquiring measurement data through the FPGA and passing it along to the microcontroller.
However, in this project, the system is extended to also forward collected data to the On-Board
Computer (OBC) of the ROMEO satellite, enabling integration with the satellite’s main data
handling system.

Key specifications of the DataHub include:

• ProASIC3 FPGA (A3P250-VQG100I)

• ARM Cortex-M7 microcontroller (STM32F767VIT6)

• FRAM non-volatile memory (FM24CL64B)
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A central feature of the DataHub’s architecture is the communication protocol between the
FPGA and the microcontroller. For the Langmuir Probe application, the FPGA continuously
captures measurement data from an Analog-to-Digital Converter (ADC) at a fixed rate,
transmitting it via UART to the microcontroller. The FPGA also controls the probe’s biasing:
it can apply a constant voltage or perform voltage sweeps, depending on the measurement
mode. The microcontroller manages this operation by issuing the appropriate mode-selection
commands to the FPGA. This division of responsibilities simplifies the firmware running
on the microcontroller, which focuses on data acquisition, storage, command handling, and
maintaining the system’s operational state.

2.3.2 Heritage Software System
At the outset of this thesis, the Langmuir Probe payload firmware consisted of an
inherited codebase developed by Rudolfs Arvids Kalnins at KTH. The institutional heritage
software comprises two main parts: the microcontroller application (implemented using the
STM32CubeIDE) and the FPGA VHDL code (implemented using Microsemi Libero). What
follows is an overview of the existing implementation, highlighting which modules were fully
coded and tested.

Microcontroller Software

The inherited firmware was delivered as a pre-configured STM32CubeIDE project, originally
generated using STM32CubeMX. It provided initialization for key peripherals through
the STM32 HAL and followed a bare-metal structure, enabling individual testing of each
functionality in isolation. The main implemented modules and features are summarized
below:

• Peripheral Configuration: A set of peripherals were configured using the STM32
HAL. These included two UART interfaces—one for communication with the On-Board
Computer (OBC) and another for the FPGA module—as well as an I2C interface used
to access the FRAM memory embedded in the SoC. The UART for the OBC supported
DMA transmission to reduce CPU load during data transfer.

• UART Communication with OBC: Incoming data from the OBC was received via an
interrupt-driven UART handler. Each byte was buffered until a ‘0x00‘ delimiter signaled
the end of a COBS-encoded message. The main loop then processed the complete
message. Outgoing messages were transmitted via DMA, allowing non-blocking, low-
overhead transmission.

• UART Communication with FPGA: The FPGA interface also used interrupt-based
reception. Since FPGA messages vary in length, DMA was not suitable. Instead, the
MCU—knowing in advance the expected length of a response (based on the preceding
command)—waited for the exact number of bytes before continuing with message parsing
and processing.

• COBS Framing: The COBS (Consistent Overhead Byte Stuffing) encoding and
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decoding mechanisms were fully implemented. Every message sent over UART to the
OBC was framed using COBS to ensure unambiguous packet delimiters. Similarly,
incoming OBC UART messages were passed through a COBS decoder before further
processing.

• Space Packet Protocol (SPP): The firmware included a complete implementation of the
CCSDS-compliant SPP stack in SPP.c, with definitions in Space_Packet_Protocol.h.
The implementation covered header encoding/decoding, CRC-16-CCITT error checking,
sequence count tracking, and overall packet framing logic.

• PUS and Supported Services: The PUS protocol was implemented in full, with support
for both TC (Telecommand) and TM (Telemetry) packet types. The PUS core handled
encoding and decoding of both the primary and secondary headers. The following PUS
services were available:

– Service 1 – Telecommand Acknowledgment: Basic acknowledgment packets
for successful command handling. Failure acknowledgments were not yet
implemented.

– Service 3 – Housekeeping: Transmission of parameter structures from the
microcontroller and FPGA (e.g., voltages, temperature, tick counters) either
periodically or upon request.

– Service 8 – Function Management: Allows the OBC to invoke predefined
commands, particularly related to FPGA control and Langmuir Probe configuration
(e.g., setting bias voltages or triggering measurement modes).

– Service 17 – Ping: Provides a simple connectivity check between the OBC and the
payload.

• FRAM Data Storage: A dedicated data structure was defined to represent a sweep
table, which stores the sequence of voltage levels used during sweep-mode measurements.
Since these tables can be relatively large, the STM32’s embedded FRAM (Ferroelectric
RAM) was chosen as the non-volatile storage medium, enabling the retention of up to
eight sweep tables across power cycles. This eliminates the need to retransmit them from
ground after a reboot, reducing both communication load and initialization time. The
inherited firmware included a complete implementation for writing and reading these
sweep tables from FRAM using the I2C interface.

• Message Definitions: One of the most significant contributions of the previous thesis was
the clear definition and documentation of the message formats used for communication
with between both OBC - MCU and MCU - FPGA. On the OBC side, the structure of
the CCSDS SPP and the PUS headers was fully described. Although communication
with the FPGA does not follow the SPP or PUS standards, a complete specification of the
internal FPGA command and response message formats was provided, which was also
used to define the payload of the messages transmitted from the OBC to the FPGA. These
message structures, documented and visualized in Table 2.3.1, established a consistent
interface for controlling probe behavior and retrieving data from the FPGA.
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Function
ID

Function Description N Argument
ID(s)

Argument Description / Value

0xCA Activate Constant Bias
mode

0x00 - -

0xCB Set Constant Bias voltage
value

0x02 0x01, 0x03 Probe ID (0 or 1) [8 bits],
Voltage Level (0x0000–0xFFFF)
[16 bits]

0xC0 Disable Constant Bias
mode

0x00 - -

0xCC Get current Constant Bias
voltage

0x01 0x01 Probe ID (0 or 1) [8 bits]

0xAA Activate Single Sweep 0x00 - -
0xAB Set Voltage in Sweep Table 0x04 0x01 Probe ID (0 or 1) [8 bits]

0x02 Step ID (0x00–0xFF) [8 bits]
0x03 Voltage Level (0x0000–0xFFFF)

[16 bits]
0x08 Target (0 = FPGA, 1 = FRAM) [8

bits]
0xAC Set number of Steps 0x01 0x04 Number of steps (0x00–0xFF) [8

bits]
0xAD Set number of Samples per

Step
0x01 0x0A Number of samples (0x0000–

0xFFFF) [16 bits]
0xAE Set skipped samples per

Step
0x01 0x05 Skipped samples

(0x0000–0xFFFF) [16 bits]
0xAF Set samples per point 0x01 0x06 Samples

per point (0x0000–0xFFFF) [16
bits]

0xB0 Set points per step 0x01 0x07 Points per step
(0x0000–0xFFFF) [16 bits]

0xA0 Get number of Activated
Sweeps

0x00 - -

0xA1 Get Voltage in Sweep
Table

0x03 0x01 Probe ID

0x02 Step ID
0x08 Target (0 = FPGA, 1 = FRAM) [8

bits]
0xA2 Get number of Steps 0x00 - -
0xA3 Get number of Samples per

Step
0x00 - -

0xA4 Get skipped samples per
Step

0x00 - -

0xA5 Get samples per point 0x00 - -
Continued on next page
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Table 2.3.1 – continued from previous page
Function
ID

Function Description N Argument
ID(s)

Argument Description / Value

0xA6 Get points per step 0x00 - -
0xE0 Copy Sweep Table

FRAM→FPGA
0x02 0x01, 0x09 FPGA Table ID (0 or 1), FRAM

Table ID (0–7) [8 bits each]
0xF0 Set device state to

NORMAL
0x00 - -

0xF1 Set device state to IDLE 0x00 - -
0xF3 Reboot device 0x00 - -
0xF4 Set state to UPDATE mode 0x00 - Enters software update mode
0xF5 Enable software image

swap
0x00 - Triggers bootloader to switch

images after reboot

Table 2.3.1: Predefined messages between the MCU and FPGA [8]

• Bare-Metal Pipeline: The previous thesis concluded with the implementation
of a proof-of-concept bare-metal architecture that successfully demonstrated a
complete communication pipeline. This pipeline integrated the previously described
functionalities and enabled the following sequence: processing incoming messages from
the OBC (wrapped in SPP and PUS headers), interpreting the payload, forwarding
the relevant command to the FPGA, receiving the corresponding response from the
FPGA, unpacking the message, and finally sending the resulting payload back to the
OBC. Figure. 2.3.2 illustrates this end-to-end process, using the example of setting the
Langmuir probe’s bias voltage and retrieving it through a read-back request.

Figure 2.3.2: Example showing the parsing of a set and read-back message, and the construction
of a read-back response. [8]
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FPGA Firmware

Although the VHDL code implemented on the FPGA is not the main focus of this thesis, its
functionality is essential to the operation of both the inherited microcontroller firmware and
the new software developed during this project. Therefore, a brief overview of the VHDL
implementation is necessary to provide context.

The inherited VHDL design, developed using Microsemi Libero, included the following key
component:

• UART Controller: A fully functional UART interface supporting both data transmission
and reception. This module served as the primary communication channel between the
FPGA and the microcontroller.

• General Controller :

The General Controller module in the FPGA is responsible for handling all
communication between the microcontroller and the FPGA logic. It achieves this via
two parallel state machines: one for receiving data (RX) and one for transmitting data
(TX). Each state machine operates using a combination of high-level enumerated states
and lower-level substates to manage control flow and data handling.

The receive state machine begins in an idle state and waits for data over UART. It first
verifies the message preamble (0xB5, 0x43) and a message ID byte. Based on the ID,
it transitions into a message-specific state to read the appropriate number of bytes. For
instance, in the constant bias configuration state (e.g., ID 0xCB), it reads a probe ID and a
16-bit voltage value, which is stored internally. Each message ends with a postamble byte
(0x0A). If any expected byte is incorrect, the system resets to idle. Read-back commands
(like 0xCC) trigger a state change request to the TX state machine.

The transmit state machine runs independently and monitors flags set by the RX machine
or measurement processes. When triggered (e.g., by send_const_bias), it constructs
a message by sending a preamble, the corresponding response data (e.g., the current
bias voltage for a selected probe), and a postamble. The TX state machine also handles
responses for read-back commands and scientific data output.

Both state machines are designed with flexibility, enabling consistent handling of various
command types. Special handling is implemented for commands interacting with Sweep
Table data (IDs 0xAB and 0xA1), where values are read from or written to internal RAM
modules. These accesses require wait states (typically 3 clock cycles) to complete a
read/write transaction before proceeding.

This architecture provides a robust and modular interface for reliable communication
between the microcontroller and FPGA logic.
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Firmware Development and System
Integration

This chapter presents the core technical contributions of this thesis. The work includes
refactoring and improving parts of the inherited firmware, designing a new modular software
architecture, and implementing several critical features required for the Langmuir Probe
experiment to meet mission objectives. The focus is on enhancing reliability, scalability,
and maintainability while ensuring compatibility with both current and future hardware
platforms.

3.1 Required Features
This section provides a brief overview of the key functionalities that were missing or incomplete
in the initial firmware. These features are essential to meet the defined mission requirements
and are discussed in more detail in the following subsections.

RTOS architecture

To satisfy the functional and reliability requirements of the Langmuir Probe experiment, the
firmware must support multiple operations running in parallel, such as communication with the
OBC, communication with the FPGA, message packing and unpacking, PUS management, and
interrupt-driven events. The previous implementation, while useful for validating individual
features, relied on a monolithic and sequential structure. This design lacked modularity and
was not scalable or responsive enough for full-mission deployment.

To address these limitations, the system requires a real-time operating system. An RTOS
enables true parallelism by allowing each core function to run on its own dedicated task. This
modular architecture not only improves system clarity and maintainability, but also enhances
fault isolation and responsiveness, both of which are essential in space-grade embedded
software.
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Constant Bias Mode

Constant Bias Mode is one of the two operational modes used to acquire sensor data from the
Langmuir Probe. In this mode, a fixed bias voltage is applied to the probe, enabling continuous
measurement of the resulting current over a defined time period. The voltage is applied via
the analog front-end board, which is controlled by the FPGA’s ASIC logic. The FPGA receives
commands from the microcontroller (MCU), encapsulated in structured messages, and executes
the corresponding actions—such as enabling or disabling this mode.

The measurement current is acquired by the analog circuitry, processed by the FPGA, and
periodically transmitted to the MCU in structured data messages. These incoming samples are
temporarily buffered in the MCU’s RAM. Once a predefined number of samples is collected,
the data is grouped into a SPP packet and forwarded to the On-Board Computer (OBC).

Although this functionality was not implemented in the previous thesis, it was thoroughly
described, providing a solid foundation for the implementation developed in this project.

Sweep Bias Mode

The second operational mode for acquiring data from the Langmuir Probe is the Sweep Bias
Mode (SB mode). Throughout this thesis, the abbreviation SB is used exclusively to denote
Sweep Bias Mode; however, in other works the same abbreviation may refer to Sweep/Burst
mode, emphasizing its use for combined sweep measurements and short burst data acquisitions.
In contrast to Constant Bias Mode, which applies a fixed voltage to the probe, Sweep Bias
Mode varies the bias voltage across a series of predefined steps. These steps, stored in a sweep
table, are used to generate the characteristic current–voltage (I–V) curve of the Langmuir Probe.
This mode enables more comprehensive plasma diagnostics, but it also introduces additional
complexity, requiring a tightly coordinated hardware–software interaction pipeline.

In Sweep Mode, each bias voltage step can be configured to collect a specific number of samples.
To improve data quality and suppress transient effects, it is also possible to skip a defined
number of samples at the beginning of each step. Filtering techniques such as decimation and
averaging—similar to those used in Constant Bias Mode—can be applied at each voltage step.
The acquisition process begins with the microcontroller (MCU) configuring the FPGA with
several sweep parameters, such as the number of steps, samples per step, skipped samples, and
the sweep voltage table itself. These are set using a sequence of command messages sent by
the OBC to the MCU, which after processing are forwarded to the FPGA (see Table 2.3.1 for
definitions). Once the experiment configuration is complete, the OBC sends a command to start
the sweep mode, which will be forwarded to the FPGA as well.

Upon receiving the command, the FPGA begins collecting measurement data at a significantly
higher sampling rate than in Constant Bias Mode. Due to this increased rate, it is impractical
to send each individual measurement over UART in real time. Instead, the system leverages the
microcontroller’s Flexible Memory Controller (FMC) to stream large volumes of data directly
from the FPGA into the MCU’s RAM. Data is first stored in one of the FPGA’s internal RAM
blocks, and when half of the memory is filled, the FPGA signals the MCU to begin reading.
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This double-buffering approach ensures fast and reliable data transfer without overloading the
MCU.

Once all sweep data has been acquired (the number of measurements is known in advance based
on the configured sweep parameters) it is packed into SPP packets and forwarded to the On-
Board Computer (OBC). This approach ensures both high-speed data capture and structured,
standards-compliant delivery to the satellite’s main system.

Firmware Update Capability

One of the essential requirements for the Langmuir Probe firmware is the ability to be updated
remotely after launch. This is particularly important to address potential bug fixes, security
issues, or feature enhancements that may arise during the mission.

The intended update mechanism is based on over-the-air (OTA) delivery via the UART
interface. A new firmware image is transmitted from the On-Board Computer (OBC), split into
multiple SPP packets. These packets are received by the currently running firmware, which
decodes and assembles them into a complete binary image stored in RAM. Once the transfer
is complete, the firmware performs a series of integrity checks to validate the image. If the
verification is successful, the new firmware is written to a designated region in the non-volatile
flash memory. A dedicated telecommand from the OBC can then trigger a controlled reboot,
during which the system switches to execute the newly stored image.

The detailed design and safe implementation of this update mechanism—ensuring reliability,
data integrity, and fallback in case of failure—are addressed as part of this thesis work, given
the critical nature of in-flight firmware updates in space applications.

LEON3 Firmware Porting

As outlined in the introduction, one of the key objectives of this thesis is to develop a firmware
architecture that is not only reliable and scalable but also easily portable across hardware
platforms. This requirement stems from the fact that the current system is built on commercial
off-the-shelf (COTS) components, which are not expected to withstand the harsh radiation
conditions in Medium Earth Orbit (MEO).

To address this limitation, the Division of Space and Plasma Physics at KTH is planning to
implement a second, radiation-hardened system. This future platform is based on a NanoXplore
NG-Medium FPGA, which integrates both the current ASIC logic—now hosted on a ProASIC3
FPGA—and a softcore microcontroller. For the processor, the LEON3 softcore, developed by
Frontgrade Gaisler, has been selected due to its space heritage and fault-tolerant design.

Therefore, an important aspect of this thesis is to demonstrate that the firmware developed for
the ARM-based platform can be successfully ported and executed on the LEON3 architecture,
validating its modularity and cross-platform compatibility.
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Testing Platform

In the previous thesis, the implemented functionalities were evaluated using a Hardware-in-the-
Loop (HIL) approach. This setup relied on a set of Python scripts that emulated the behavior
of the On-Board Computer (OBC), sending messages formatted according to the COBS, SPP,
and PUS. These messages were transmitted via a USB-to-UART converter connected to the
DataHub’s UART interface, enabling bidirectional communication testing.

However, the existing test scripts were fragmented, lacked standardization, and were not
scalable—making them unsuitable for more complex or automated testing scenarios. To meet
the broader goals of this thesis, a more robust, modular, and extensible testing environment is
required. This environment must support complete protocol stacks (COBS, SPP, and PUS), and
provide a full set of message types for both transmission and reception, allowing for thorough
testing and validation of all system functionalities while using the same Hardware in the Loop
approach.

3.2 Implementation

3.2.1 RTOS architecture
This subchapter presents the chosen RTOS architecture, focusing on how the system’s
functionality is divided into distinct tasks, the prioritization of these tasks, and the mechanisms
used for inter-task communication. Adopting an RTOS-based approach became necessary
because, as previously described, the initial firmware was developed as a bare-metal solution.
While this setup was sufficient to demonstrate the correct operation of individual components
in isolation, it failed to support the simultaneous execution of all functionalities. Integrating
the various features into a unified, scalable, and reliable system proved infeasible without
introducing a more structured execution model. The RTOS approach addresses this limitation
by enabling a truly parallel architecture, where each core function operates within its own
dedicated task, improving modularity, maintainability, and real-time responsiveness.

Before discussing the implemented architectural design, it is essential to first identify the core
functionalities of the system, determine which of them must or can operate in parallel, and
establish their relative priorities.

Communication Handling

First of all, the firmware is required to support communication over two distinct UART
interfaces: one connected to the OBC (On-Board Computer) and the other to the FPGA.

Incoming messages on these interfaces are handled by separate interrupt service routines (ISRs).
According to best practices in embedded systems design, as the ISRs inherently have the highest
priority, it is crucial to minimize the amount of time spent within them. Prolonged execution
inside an ISR can lead to missed interrupts and delays in handling other time-sensitive events.
Furthermore, extended ISR activity reduces the time available for the RTOS scheduler to
manage the system effectively. As a result, the processing performed within these routines
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should be kept to an absolute minimum, with heavier or more complex operations deferred to
lower-priority RTOS tasks.

For outgoing messages to the FPGA, the processing requirements are minimal. There is only
a single source of messages: the incoming PUS 8 messages from the OBC, which after being
unpacked, if meant for the FPGA, are simply forwarded with minimal packing. In contrast,
outgoing messages to the OBC require significantly more processing. These messages must be
encapsulated with PUS and SPP headers and COBS encoded. Furthermore, they can originate
from multiple sources, including the FPGA and various active tasks running on the MCU. As
such, a reliable and efficient mechanism is needed to manage and coordinate the transmission
of these messages to ensure a correct behavior.

Considering all of the above, our design includes dedicated tasks for the:

• processing incoming messages from OBC

• processing incoming messages from FPGA

• packing and sending of messages to the OBC

PUS Handling

Secondly, a key component of the system is the set of functionalities required from the MCU,
which are closely tied to the supported PUS message types: PUS 3 (Housekeeping Data), PUS
8 (Custom Function Execution), and PUS 17 (Connectivity Check). Each of these services
imposes different architectural requirements.

• The housekeeping service (PUS 3) must support both one-shot requests (where data is
sent once upon request) and periodic updates, which are sent continuously at a defined
interval until explicitly disabled. Due to this periodic nature, PUS 3 is implemented as a
dedicated task in the RTOS architecture to ensure consistent timing and separation from
other operations.

• PUS 17, responsible for verifying connectivity, is relatively simple. It sends an empty
response message encapsulated in PUS and SPP headers. Given its low complexity
and minimal resource usage, it can be integrated into an existing task without needing
a separate one.

• PUS 8, on the other hand, involves executing complex functions such as communication
with the FPGA, the FRAM module or even the FPGA and FRAM modules at the same
time (ex: copying of the Sweep Tables). These operations can potentially block the
system if not properly managed. To prevent delays or system stalls, PUS 8 is implemented
as an independent task, allowing the RTOS to schedule and manage it separately from
other core functions.

Inter-Task Communication

In the architecture developed for this system, message queues were chosen as the primary
mechanism for communication between tasks due to their simplicity, reliability, and built-in
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synchronization capabilities. Message queues allow tasks to send and receive data in a thread-
safe manner, making them especially suitable for scenarios where a task must process messages
originating from multiple sources. For instance, the task responsible for sending messages
to the OBC may need to handle data coming from both the FPGA and various internal MCU
tasks. Using a message queue ensures that these messages are processed in the order they arrive
(FIFO), preserving temporal consistency and eliminating the need for complex mutual exclusion
mechanisms. Additionally, queues enable decoupling between producers and consumers, thus
allowing sending tasks to operate independently of the receiving task’s execution timing.

Chosen Architecture

To implement a structured and reliable execution model, FreeRTOS was chosen as the real-
time operating system for this project. FreeRTOS is a lightweight, widely adopted open-
source RTOS that offers robust task management, inter-task communication mechanisms,
and timing features suitable for embedded applications [9]. Additionally, it is natively
supported by the STM32 microcontroller family used in this system, with extensive integration
in STM32CubeIDE and HAL libraries, making it a practical and efficient choice for
development.

The final RTOS architecture of the Langmuir Probe Instrumentation is illustrated in
Figure 3.2.1. This figure provides a high-level overview of how the system’s execution
model is structured around hardware interfaces, software tasks, and inter-task communication
mechanisms. In the diagram, interrupt service routines (ISRs) associated with hardware
peripherals—such as UART controllers, I2C interface, FMC interface, and DMA engines—
are highlighted in pink. These ISRs are responsible for quickly capturing incoming data
or triggering events from the hardware and handing them off to dedicated tasks for further
processing.

RTOS tasks, shown in yellow, encapsulate distinct software functionalities such as command
interpretation, telemetry generation, and peripheral interaction. Each task runs in its own
execution context and is scheduled based on priority and readiness, enabling true parallelism
and deterministic response behavior. For example, separate tasks exist for handling incoming
messages from both the OBC and the FPGA, managing outgoing telemetry data, executing
housekeeping operations, and performing complex function executions related to PUS 8
services.

Message queues, shown in green, serve as the primary inter-task communication mechanism.
These FreeRTOS queues are used to safely transfer data between tasks in a thread-safe manner
where needed.

In our implementation, task priorities were assigned based on the criticality of each function
and the need to ensure predictable system behavior under all conditions. At the highest level are
the Interrupt Service Routines (ISRs) for the hardware peripherals (UART, I2C, DMA, FMC).
Since ISRs handle real-time data acquisition and signaling from hardware, they must execute
with minimal delay to avoid data loss or missed events.

Immediately below the ISRs in the priority hierarchy is the RTOS scheduler, which manages
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Figure 3.2.1: RTOS Architecture

task switching at a frequency defined by the SysTick parameter. Next in line, the Send_TM
task, responsible for transmitting telemetry messages to the OBC, is assigned priority 3—
the highest among the application-level tasks. This task handles messages originating from
multiple sources with varying priorities, and timely processing is essential to reduce latency
and prevent queue overflows or system lockups. The tasks managing the processing of incoming
messages from the OBC and FPGA are assigned priority 2. These tasks are triggered by data
handed off by the ISRs and are responsible for unpacking and preparing messages for further
processing. Finally, the lowest priority (level 1) is assigned to the PUS 3 (Housekeeping) and
PUS 8 (Function Management) tasks. These services are not time-critical and generally operate

24



CHAPTER 3. FIRMWARE DEVELOPMENT AND SYSTEM INTEGRATION

on externally received commands or periodic timers, meaning they can be safely preempted by
higher-priority tasks without compromising system integrity.

The general control flow of the system, as illustrated in the architectural diagram, begins with
incoming OBC commands being handled by the Incoming_TC task. This task is triggered by
the ISR of the OBC UART port once a complete COBS-encoded message is received. After
unpacking the message, it is either forwarded—based on the PUS Service ID—to the PUS_3
or PUS_8 tasks via non-blocking queues, or, in specific cases, directly to the Send_TM task.
The use of non-blocking queues prevents delays in the Incoming_TC task; however, under high
system load, messages may be dropped if the receiving task has not yet processed earlier entries.
Commands that fail validation or belong to PUS Service 17 are immediately forwarded to the
Send_TM task for reporting. The Send_TM task gets activated by the presence of a new message
in the TM_Queue.

Similarly, the Incoming_FPGA_MSG task is triggered by its corresponding ISR and handles
messages received from the FPGA. After appropriate processing, this data is sent back to the
OBC. Unlike the non-blocking queues, all data sent to the Send_TM task is transmitted using
blocking queues to ensure that no telemetry message is lost. In this case, the sending task will
wait until the Send_TM task has processed previous messages and space becomes available in
the queue.

The PUS_8 and PUS_3 tasks are activated whenever a new message arrives in their respective
queues. Upon activation, each task processes the message and performs the corresponding
operation. If a response needs to be sent back to the OBC, the resulting data is forwarded to the
Send_TM task using a blocking queue, ensuring that the telemetry message is reliably delivered
without loss.

3.2.2 Constant Bias Mode
The constant bias mode is one of the two operational modes used by the microcontroller (MCU)
to retrieve measurement data from the Langmuir Probe. As explained previously, this mode
involves applying a fixed bias voltage to the probe, allowing the system to continuously measure
the resulting current over a desired period. In this mode, in addition to applying the constant
bias voltage, the FPGA, which controls the analog circuitry, is also responsible for implementing
filtering techniques such as decimation (e.g., recording every nth sample) and averaging (e.g.,
computing the average of every n samples). To enhance the configurability and quality of
measurements, the FPGA performs this processing based on a set of configurable parameters,
which are set by the MCU using a set of predefined commands. These filtering operations are
executed within an ASIC implemented on the FPGA; however, the internal details fall outside
the scope of this thesis. From a firmware perspective, it is sufficient to understand the purpose
of Constant Bias Mode and its communication requirements with the MCU.

Within this mode, the MCU interacts with the FPGA through the following primary
operations:

• Sending commands to configure measurement parameters (e.g., target probe, voltage
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level, filtering method).

• Sending requests to retrieve the currently configured parameters (e.g., target probe, bias
voltage, filtering settings)—mainly to verify that the intended configuration was applied.

• Sending commands to activate or deactivate Constant Bias Mode.

• Receiving and handling measurement data from the FPGA.

This mode operates under the constraint that the data rate must remain below a certain threshold,
ensuring that the UART transmission speed is not exceeded and that the MCU is not overloaded
with incoming data.

The implementation of this functionality in the firmware begins with the reception of
telecommands (TCs) from the On-Board Computer (OBC). The TCs related to the CB mode
are always sent with PUS Service 8 (PUS-8) identifiers, and their payloads include one of the
CB-related messages defined in Table 2.3.1, such as commands to set the bias voltage, configure
sample skipping, or to start/stop the mode. As detailed in the previous section on the RTOS
architecture, these TCs are handled by the PUS-8 management task. This task unpacks the
incoming TC, verifies its integrity, and constructs a corresponding command message to be
forwarded to the FPGA over a dedicated UART interface, using the DMA controller.

Figure 3.2.2: Communication Pipeline for setting up CB Mode parameters on FPGA

If the command involves configuring parameters on the FPGA, the message is simply forwarded,
and it is expected the FPGA will handle it accordingly. For commands that contain queries
about current FPGA parameters, the pipeline remains the same, but in this case, the FPGA
immediately replies with a response message. All FPGA communications use fixed-size 12-byte
UART messages, received by the DMA controller. Upon receiving a message from the FPGA,
the handle-UART-IN-FPGA task decodes it based on its identifier (matching the message ID
used in the MCU-to-FPGA direction) and if the identified corresponds to a message containg
the value of FPGA parameters, forwards the data to the OBC using the Send-TM task. This
communication pipeline can be observerd in Figure. 3.2.2.
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Figure 3.2.3: Structure of the 12 byte message received from the FPGA

If the command received from the OBC contains the 0xCA identifier (activate Constant Bias
Mode), it follows the same communication pipeline and is forwarded to the FPGA. However,
this command triggers a key change in both firmware and FPGA behavior (once the message is
received). On the FPGA side, once the 0xCA command is processed, the ASIC implementation
will start to process the incoming measurements from the ADC, according to the saved
parameters, and pack them in a 12 byte message that will be forwarded back to the MCU. The
structure of the 12 byte message is described in the digaram from Figure.3.2.3. On the firmware
side, the MCU transitions from the NORMAL state to the CONSTANT BIAS MODE state. In
this state, all incoming messages from the OBC, except for the 0xC0 command (disable Constant
Bias Mode), are ignored. Additionally, all non-essential tasks, such as the Housekeeping task,
are halted. This design ensures that the MCU can dedicate its full processing capacity to
handling incoming measurement data from the FPGA during active measurements. Finally,
when the 0xC0 message is received, it is forwarded to the FPGA and simultaneously causes
the firmware to transition back to the NORMAL state, resuming all previously stopped tasks
and re-enabling the processing of incoming OBC messages. This mechanism guarantees that
no background operations interfere with the processing of high-priority measurement data,
maximizing performance and reliability during active data acquisition.

Figure 3.2.4: Communication Pipeline when CB Mode is active

A critical aspect of the Constant Bias Mode implementation is the efficient handling of incoming
measurement data from the FPGA. A straightforward but suboptimal approach would be to
individually wrap each measurement in a PUS and SPP header and transmit it immediately to
the OBC. While this method works reliably for infrequent messages—such as those conveying
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FPGA parameter values—it becomes inefficient for continuous measurement streams. Sending
each data point individually would place significant strain on the OBC, which would need to
unpack and process each message in real time.

To address this, a more efficient strategy—implemented in this thesis—is to buffer the incoming
measurements within the MCU firmware. Rather than sending each measurement as it arrives,
the firmware accumulates a batch of measurements and transmits them together in a single
message. This approach significantly reduces communication overhead and processing load on
both the MCU and the OBC. Given that the maximum size of a COBS-encoded frame is 256
bytes, and that the combined size of the SPP (6 bytes) and PUS (9 bytes) headers totals 15 bytes,
a maximum of 241 bytes remains available for measurement data. Since each measurement is
8 bytes, the buffer can store up to 30 measurements before needing to transmit the batch.

The buffering mechanism is implemented using a double-buffering strategy: two buffers, each
capable of holding 30 measurements. Incoming measurements are written to the currently
active buffer. Once this buffer is full, the firmware switches to the second buffer for subsequent
data while the full buffer is packed into a message and sent to the OBC. This ensures a seamless
and efficient data pipeline without data loss or processing delays.

3.2.3 Sweep Bias Mode
The second operational mode for acquiring data from the Langmuir Probe is Sweep Bias
Mode. Unlike Constant Bias Mode, which applies a fixed voltage to the probe, Sweep Bias
Mode applies a series of voltages that vary step-by-step according to a predefined sweep table.
This sequence enables the generation of the characteristic current–voltage (I–V) curve of the
Langmuir Probe, offering richer and more detailed plasma diagnostics. However, this enhanced
functionality comes at the cost of increased complexity, requiring tight coordination between
the hardware and firmware layers.

While Sweep Bias Mode shares portions of the implementation and communication pipeline
with Constant Bias Mode—such as the use of UART communication between the MCU and
FPGA—it introduces additional challenges, particularly in terms of data acquisition. The
UART-based pipeline is sufficient for the lower-frequency data transmissions of Constant Bias
Mode, but it becomes a bottleneck when handling the burst-style data output characteristic of
Sweep Bias Mode.

In this mode, the FPGA applies a sequence of bias voltages based on values stored in one
of two sweep tables located in its internal RAM. As in Constant Bias Mode, the FPGA
performs measurements according to a set of configurable parameters received via command
messages from the MCU. However, the Sweep Bias Mode requires a broader set of configuration
commands, which must be supported by the firmware. These are listed in Table 2.3.1 and
include:

• Activate single sweep

• Set voltage in sweep table
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• Set number of steps

• Set number of samples per step

• Set number of skipped samples per step

• Set number of samples per point

• Set number of points per step

• Copy sweep table from MCU FRAM to FPGA FRAM

Unlike Constant Bias Mode, Sweep Bias Mode does not require a separate ”disable” command.
This is because the measurement operation is finite and determined by the parameters defined
during configuration. Once all steps in the sweep table have been executed, the mode
automatically concludes.

A key functional distinction between Constant and Sweep Bias Modes lies in their data
acquisition patterns. Constant Bias Mode is optimized for low-rate, long-duration sampling,
making it suitable for continuous monitoring. In contrast, Sweep Bias Mode is designed for
burst acquisition, capturing a large volume of measurement data in a short time. This burst
nature places greater demands on both the communication pipeline and the firmware’s ability
to manage and process high-speed data efficiently.

This mode not only requires changes on the firmware side to handle the increased data
throughput, but it also demands specific support from the ASIC implementation on the
FPGA. While the detailed VHDL design falls outside the scope of this thesis, a high-level
understanding is essential to appreciate the rationale behind the firmware architecture. When the
FPGA receives the command with ID 0xAA (activate single sweep), it begins processing the
incoming ADC measurements—applying operations such as averaging and filtering. Rather
than immediately packaging and transmitting each measurement over UART (as done in
Constant Bias Mode), the FPGA stores each processed measurement as an 8-byte data structure
(same structure as the one used when transmitting the data in CB mode) in a dedicated RAM
module. This RAM is implemented as a FIFO (First-In, First-Out) buffer capable of holding
up to 128 measurements. Additionally, the FIFO module provides a status signal that goes high
when the stored data exceeds half of its capacity, enabling the firmware to optimize the timing
of data retrieval and reduce the risk of overflow.

On the firmware side, we leverage the Flexible Memory Controller (FMC) peripheral
integrated into the STM32 SoC. The FMC is a powerful interface designed to enable high-
speed communication between the microcontroller and external memory components, such
as SRAM, NOR Flash, PSRAM, and LCD modules. It supports both multiplexed and non-
multiplexed memory configurations and allows memory-mapped access, making it an ideal
choice for handling high-throughput data from the FPGA.

Since the FIFO module in the FPGA is implemented as a memory-mapped RAM, the FMC
can be configured to directly read data from it. This design is based on a proven setup from a
previous Sounding Rocket project, thoroughly documented in the DataHub manual [11].
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Table 3.2.1: FMC Signal Descriptions

Signal Description
FMC_NOE Output Enable. A high signal prompts the external memory

to output data.
FMC_NWE Write Enable. Not used, as the MCU never writes to the

FPGA.
FMC_CLK FMC Clock. Data is latched on the rising edge.
FMC_NE1 Chip Select. Not needed in this configuration (only one

memory device is accessed).
FMC_DAx Data Lines. The system uses an 8-bit wide data bus for

communication.

To facilitate efficient data transfer:

• The FMC data lines are physically connected to the FIFO buffer inside the FPGA. A
detailed description of the signals is provided in Table 3.2.1.

• When the FPGA’s FIFO buffer reaches half capacity (64 * 8 bytes), it triggers an interrupt
by asserting a pulse on the FPGA_BUF_INT pin.

• This pin is configured as an external interrupt on the STM32.

• Upon detecting the rising edge of this signal, the DMA controller initiates a data transfer
of 512 bytes from the FPGA buffer into the MCU’s internal memory.

To configure the FMC peripheral in STM32CubeMX, follow these steps:

1. Go to Connectivity and enable FMC.

2. Under Mode, expand NOR Flash / PSRAM / SRAM / ROM / LCD 1:

(a) Set Chip Select to NE1.

(b) Set Memory Type to Muxed PSRAM.

(c) Set Data/Address Bus Width to 8 bits.

(d) Enable Burst Read mode.

(e) Check Address Data Valid.

(f) Set Wait Signal to Disabled.

3. Go to Configuration → NOR/PSRAM 1:

• Adjust the CLK Clock Divide Ratio according to your system clock.
In this project, HCLK = 216 MHz and the divider is set to 6, resulting in an FMC
clock of 36 MHz.

4. Under GPIO Settings, set all FMC-related GPIOs to Medium Output Speed.

5. In the System View, go to DMA:
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(a) Use DMA2.

(b) Add a MEMTOMEM request on DMA2 Stream 1, with Very High Priority.

(c) In DMA Request Settings, configure:

• Enable Use FIFO.

• Set Mode to Normal.

• Set Data Widths and Burst Sizes to Byte and Single, respectively.

Once the FMC peripheral is configured, the final step involves implementing the software
logic to handle both the activation of the data transfer upon receiving an interrupt and the
actual data copy into the MCU’s RAM buffer. Specifically, the GPIO pin connected to the
FPGA_BUF_INT signal is configured to trigger an interrupt when the FIFO on the FPGA is half
full (512 bytes). This event initiates a DMA transfer from the FPGA’s memory-mapped buffer
into the microcontroller’s RAM.

The following code snippet illustrates the core implementation of this mechanism. It defines
the DMA transfer size, handles the GPIO interrupt, and uses the HAL SRAM DMA functions
to read from the FPGA buffer via FMC. A buffer of 3072 bytes is declared on the MCU, which
can hold data from approximately three full FIFO dumps. When the interrupt is triggered, it
is first disabled to avoid reentrancy, then the DMA controller initiates a memory-to-memory
transfer. If there is enough space left in the buffer, the DMA transfer proceeds; otherwise, the
interrupt is cleared and no new data is read.

1 #define SWEEP_MODE_MEASUREMENT_BYTE_SIZE 8 // size in bytes of a
measurement stored inside the FIFO

2 #define SWEEP_MODE_ROWS_TO_READ 64 // number of rows to read when
interrupt occurs

3 #define SWEEP_MODE_DATA_SIZE_TO_READ \
4 SWEEP_MODE_ROWS_TO_READ * SWEEP_MODE_MEASUREMENT_BYTE_SIZE *

sizeof(uint8_t)
5

6 // This function gets called when the previous DMA transfer has
completed

7 void HAL_SRAM_DMA_XferCpltCallback(DMA_HandleTypeDef *hdma)
8 {
9 // update the counter for future buffer writings

10 Sweep_Bias_Data_counter += SWEEP_MODE_DATA_SIZE_TO_READ;
11 if (__HAL_GPIO_EXTI_GET_IT(FPGA_BUF_INT_Pin) != RESET)
12 {
13 // Clear pending interrupt flags
14 __HAL_GPIO_EXTI_CLEAR_IT(FPGA_BUF_INT_Pin);
15 NVIC_ClearPendingIRQ(EXTI9_5_IRQn);
16 }
17
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18 // Re-enable interrupt
19 HAL_NVIC_EnableIRQ(EXTI9_5_IRQn);
20 }
21

22 void HAL_GPIO_EXTI_Callback(uint16_t GPIO_Pin)
23 {
24 // when the GPIO interrupt gets triggered , start the reading

process
25 if (GPIO_Pin == FPGA_BUF_INT_Pin)
26 {
27 // verify there is enough space left in the buffer
28 if (Sweep_Bias_Data_counter <= sizeof(Sweep_Bias_Mode_Data)

- SWEEP_MODE_DATA_SIZE_TO_READ)
29 {
30 // disable GPIO interrupt
31 HAL_NVIC_DisableIRQ(EXTI9_5_IRQn);
32 // read half of the FIFO
33 HAL_SRAM_Read_DMA(&hsram1,
34 (uint32_t *)0x60000000 ,
35 (uint32_t *)(Sweep_Bias_Mode_Data +

Sweep_Bias_Data_counter),
36 SWEEP_MODE_DATA_SIZE_TO_READ);
37 }
38 else
39 {
40 // no more space left in the buffer
41 HAL_NVIC_DisableIRQ(EXTI9_5_IRQn);
42 __HAL_GPIO_EXTI_CLEAR_IT(FPGA_BUF_INT_Pin);
43 NVIC_ClearPendingIRQ(EXTI9_5_IRQn);
44 }
45 }
46 }

This approach efficiently uses DMA and FMC to minimize CPU load while maintaining high-
throughput data collection from the FPGA. By toggling the appropriate GPIOs and tracking the
data index within the buffer, the implementation ensures that the system remains responsive and
reliable even during burst measurement modes like Sweep Bias Mode.

As mentioned earlier, the current firmware implementation of the Sweep Bias Mode stores
incoming data in a RAM buffer capable of holding up to three full FPGA FIFOs. This buffer size
is not intended for a complete sweep bias measurement, but rather serves as a proof of concept
to demonstrate the successful acquisition of three consecutive FIFO data sets. A memory usage
analysis performed with STM32CubeIDE’s built-in memory analyzer shows that only about 7%
of the available 512 KB of RAM is currently utilized. This indicates that the buffer size can be
significantly increased without risking memory overflow. Due to time constraints, the task of
transmitting the large volume of measurement data to the OBC was not addressed in this thesis.
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A potential solution could follow the approach used in Constant Bias Mode, where multiple
measurements are grouped and sent within a single COBS frame to reduce communication
overhead.

Figure 3.2.5: Communication Pipeline for setting up CB Mode parameters on FPGA

3.2.4 Firmware Update Capability
Once the ROMEO satellite is launched, physical access to the device is no longer possible,
making firmware modifications on-orbit a significant challenge. However, the ability to update
the firmware during the mission remains highly desirable. This would enable the correction
of unforeseen bugs, adaptation to evolving mission requirements, and the addition of new
functionalities.

The only feasible approach for such updates is an over-the-air (OTA) strategy. In this method, a
new firmware binary is transmitted from the ground station to the satellite, handled by the On-
Board Computer (OBC), and then forwarded to the microcontroller via the UART interface.
To achieve this, the binary is divided into multiple smaller packets, which are transmitted
sequentially and reassembled on the MCU. Upon receiving the complete binary, a series of
integrity checks must be performed to ensure the image is valid and uncorrupted. Once verified,
a mechanism is required to write the new firmware image from RAM into the MCU’s FLASH
memory. Additionally, the firmware must include the critical functionality of booting from the
newly written image and provide the ability to switch between firmware versions, based on
commands from the ground station.

In this thesis, the focus of the update functionality has been limited to investigating the image
switching mechanism and implementing a basic version of writing to FLASH memory. To fully
understand this implementation, it is essential to first comprehend the boot process of the ARM
Cortex-M7 microcontroller and the flexibility it offers in customizing the boot sequence.

ARM Cortex-M7 Boot Process

ARM Cortex-M7 based microcontrollers follow a well-defined boot sequence after a power-on
reset or external reset. The microcontroller starts execution directly from a predefined memory
location, commonly the beginning of the internal flash memory (e.g., address 0x08000000 on
STM32 devices). The default boot process involves the following steps:

• Startup and Vector Table Fetching: Upon reset, the Cortex-M7 processor automatically
loads the initial stack pointer and the program counter from the beginning of the
vector table, which is located at the start of the boot memory (typically 0x08000000).
Specifically:

– The value at 0x08000000 is loaded into the Main Stack Pointer (MSP) register.
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– The value at 0x08000004 is loaded into the Program Counter (PC) register,
initiating execution of the code placed at that address, which is actually the Reset
Handler function.

This is handled entirely by the hardware as defined in the ARM Cortex-M7 architecture
and occurs before any user-defined code runs.

• Execution of Reset Handler: The reset handler is typically defined in the startup
code provided by the microcontroller’s SDK or development environment (e.g.,
STM32CubeMX). It performs essential initialization tasks such as:

– Copying the .data section from flash to RAM.

– Zero-initializing the .bss section.

– Calling system initialization functions (e.g., clock configuration).

– Eventually calling the main() function.

• Application Code Execution: Once the reset handler completes, control is handed over
to the main application logic starting in the main() function. From this point, the system
behaves as defined by the user’s code.

This process enables the microcontroller to start running application code immediately from
flash memory, assuming that a valid application image is correctly placed at 0x08000000. This
is the default behavior in systems that do not implement a secondary bootloader.

The boot process described above can be directly observed in the firmware project, starting with
the linker script, named STM32F76VI_FLASH.ld. This script defines the memory layout of the
microcontroller, including the start addresses and sizes of both RAM and FLASH memory. The
linker uses this information to assign addresses to program sections and generate an output in
Intel HEX or ELF format, which is then interpreted by the flashing tool to place the code at
the correct memory locations. Moreover, the linker script controls the placement and order of
the various memory sections (e.g., .isr_vector, .text, .data, .bss), effectively determining how
the program will be laid out in flash and RAM. Below is an excerpt from the linker script that
illustrates part of these declarations:

1

2 /* Specify the memory areas */
3 MEMORY
4 {
5 RAM (xrw) : ORIGIN = 0x20000000 , LENGTH = 512K
6 FLASH (rx) : ORIGIN = 0x8000000 , LENGTH = 2048K
7 }
8

9

10 /* Define output sections */
11 SECTIONS
12 {
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13 /* The first thing in FLASH is the interrupt vector */
14 .isr_vector :
15 {
16 . = ALIGN(4);
17 KEEP(*(.isr_vector)) /* Startup code */
18 . = ALIGN(4);
19 } >FLASH

As previously discussed, after a system reset, the Program Counter (PC) is automatically loaded
with the address of the reset handler function, allowing the microcontroller to immediately
begin executing it. In the context of this STM32 project, the reset handler is implemented
in assembly and is automatically generated by the development environment. This function
is responsible for initializing the runtime environment before transferring control to the main
application. Below is an excerpt of the generated assembly code for the reset handler, placed in
the startup_stm32f767xx.s file:

1

2 eset_Handler:
3 ldr sp, =_estack /* set stack pointer */
4

5 /* Copy the data segment initializers from flash to SRAM */
6 movs r1, #0
7 b LoopCopyDataInit
8

9 CopyDataInit:
10 ldr r3, =_sidata
11 ldr r3, [r3, r1]
12 str r3, [r0, r1]
13 adds r1, r1, #4
14

15 LoopCopyDataInit:
16 ldr r0, =_sdata
17 ldr r3, =_edata
18 adds r2, r0, r1
19 cmp r2, r3
20 bcc CopyDataInit
21 ldr r2, =_sbss
22 b LoopFillZerobss
23 /* Zero fill the bss segment. */
24 FillZerobss:
25 movs r3, #0
26 str r3, [r2], #4
27

28 LoopFillZerobss:
29 ldr r3, = _ebss
30 cmp r2, r3
31 bcc FillZerobss
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32

33 /* Call the clock system initialization function.*/
34 bl SystemInit
35 /* Call static constructors */
36 bl __libc_init_array
37 /* Call the application's entry point.*/
38 bl main
39 bx lr

With a clear understanding of the default boot process, we can now explore how firmware update
functionality is integrated into the current system. As established earlier, the ARM Cortex-M7
microcontroller begins execution from the image located at the fixed flash address 0x08000000
upon every reset or power-up. Consequently, even if the currently running firmware successfully
downloads and writes a new version of the application to a different location in flash memory,
that new image will be ignored on the next reboot. Instead, the MCU will continue to execute
the image stored at the beginning of flash.

Bootloader Implementation

To overcome this limitation, the thesis introduces a custom bootloader—a minimal, standalone
image intentionally placed at the beginning of the flash memory. Due to its location, this
bootloader is always the first code executed at startup. Its main function is to determine which
application image to boot, using a metadata structure stored in FRAM (Ferroelectric RAM) as a
reference. This metadata acts as a communication bridge between the active application image
(which updates it when a boot request of a different image is received from the OBC) and the
bootloader itself. The bootloader also updates the metadata to provide feedback, either to the
successfully booted image or, in the event of a boot failure, to itself for diagnostic or recovery
purposes.

The bootloader developed in this thesis is capable of managing up to three distinct application
images, each stored at predefined addresses in FLASH memory that align with the start of
separate memory sectors: 0x08010000, 0x08020000, and 0x08040000. While the second and
third slots are optional and may remain unused, the first slot must always contain a valid image.
This first image functions as the golden image—a reliable fallback that the system defaults to
in the event of a hardware reset triggered by a runtime fault or a failure to boot another image.
The golden image is expected to be thoroughly tested, highly dependable, and free from critical
bugs, as a failure to boot this image would result in complete system failure.

The boot selection logic is based on metadata stored in an external FRAM module, which offers
non-volatility and fast, consistent accessibility. This metadata structure is shared between the
bootloader and the currently running image, enabling coordination during image transitions.
The structure includes the following fields:

• CRC: Used for verifying the integrity of the metadata.
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Figure 3.2.6: Difference in Boot Architecture

• New_Metadata: Indicates whether the metadata is new and has not yet been processed
by the bootloader.

• Boot_Feedback: Communicates the result of the last boot attempt; it can be OK
(indicating a successful boot), or Boot_New_Image (indicating the desired image has
not yet booted successfully—possibly due to being a first-time attempt or because of
repeated failures).

• Image_Index: Specifies the index of the image to be booted next. This is the central field
controlling boot decisions.

• Boot_Counter: Tracks the number of boot attempts for a given image, enabling the
bootloader to abandon repeated failed attempts and revert to the golden image.

• Error_Code: Holds feedback information to be read by the next successfully booted
image, aiding in debugging or recovery processes.

During startup, the bootloader first checks the reset cause, and if it detects an Internal Watchdog
(IWDG) reset, it defaults to booting the golden image to ensure recovery from persistent boot
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failures. If the reset was not caused by the watchdog, the bootloader proceeds to read the
metadata and validate its integrity using the CRC. In case of a corrupted CRC, it assumes an
unintended reset has occurred and initiates a safe boot to the golden image.

If the metadata indicates a new image is to be booted (New_Metadata == YES), the bootloader
clears this flag and continues with the normal boot process. If the New_Metadata field is set on
No, and the Boot Feedback from the previous image is marked as Booted_Ok, the bootloader
again checks for a watchdog reset before proceeding. If the feedback is Boot_New_Image it
means this is not the first time this image was a boot candidate, thus the bootloader decrements
the Boot_Counter and retries the designated image. After multiple failed attempts, it defaults
to the golden image to avoid getting stuck in a boot loop.

Before jumping to the selected application image, the bootloader disables all interrupts, sets
the vector table offset (SCB->VTOR) to the application’s base address, updates the main stack
pointer (MSP), activates the Internal Watchdog (IDWG) and finally jumps to the application’s
reset handler.

3.2.5 LEON3 Firmware Porting
This subchapter addresses one of the key objectives of this thesis: ensuring that the firmware
architecture is easily portable across different hardware platforms. This requirement stems from
the current system’s reliance on Commercial Off-The-Shelf (COTS) components, specifically
the DataHub, which includes an ARM Cortex-M7 microcontroller and a ProASIC3 FPGA.
While suitable for development and early testing, these components are not qualified for
spaceflight in radiation-intense environments such as Medium Earth Orbit (MEO), where the
ROMEO satellite is intended to operate.

To address this limitation, the Division of Space and Plasma Physics at KTH is planning a
transition to a second-generation, radiation-hardened platform. This new platform is based
on the NanoXplore NG-Medium FPGA—an advanced European radiation-hardened device
specifically designed for use in space. Unlike the current setup, which uses separate components
for processing and programmable logic, the NG-Medium FPGA integrates both functionalities:
it hosts the application-specific logic (currently implemented in the ProASIC3) and a softcore
processor capable of running the system firmware.

The NanoXplore NG-Medium is manufactured using a 65 nm process from STMicroelectronics
and offers robust protection against space radiation. It is latch-up immune up to LET > 60
MeV·cm²/mg, supports total ionizing doses (TID) of up to 100 krad, and maintains a soft
error rate (SER) under 1.7 × 10−4 errors/day in geostationary orbit (GEO). In addition to
inherent radiation tolerance, it includes mitigation mechanisms such as memory error correction
(EDAC), configuration scrubbing, and internal verification systems to detect and correct faults
caused by single-event upsets (SEUs) [6].

To ensure compatibility with this platform, the firmware developed in this thesis must be
portable to the softcore processor that will be instantiated on the FPGA. For this purpose,
the LEON3 softcore CPU—developed by Cobham Gaisler—was selected. LEON3 is a 32-bit
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processor based on the SPARC V8 architecture, widely used in European space missions due to
its reliability, open-source availability, and extensive support for radiation-hardened designs.
It offers features such as hardware multiplier/divider units, AMBA/AHB bus compatibility,
and optional MMU/FPU extensions, making it suitable for a wide range of embedded space
applications [5]. One of the main advantages of using the LEON3 sofcore proecessor, is the
mature ecosystem it come with, including the GRLIB IP library, RTEMS support, and tools
such as RCC (RTEMS Cross Compiler) and TSIM for simulation and debugging. This reduces
development costs and risk, as it enables reuse of existing code and offers robust toolchain
support.

LEON3 Environment

Since the LEON3 softcore is intended to be synthesized within the FPGA fabric, but the
hardware integration is still under development and not yet complete, alternative methods were
required to validate the firmware porting. Fortunately, Frontgrade Gaisler—the company that
owns the LEON3 IP and the provider from whom the department acquired the core—offers a
powerful simulation tool called TSIM3, specifically designed for LEON3 systems. Alongside
the simulator, they also provide a comprehensive development toolchain, including the RTEMS
real-time operating system, a SPARC cross-compiler, and linker scripts tailored for LEON-
based platforms.

As part of this thesis, a full simulation environment using TSIM3 was successfully set up, and
key components of the firmware were ported and verified in this virtual environment. However,
not all features could be implemented or tested at this stage, as certain functionality depends
on interaction with physical hardware components—such as FRAM or SRAM modules—
that are not yet available in the simulated setup. Full integration and testing of those
hardware-dependent modules will be carried out once the LEON3-based FPGA platform is
operational.

The first step in porting the firmware to the LEON3 platform is acquiring and setting up the
TSIM3 simulator. This process was carried out on a Linux system due to familiarity with the
environment, though TSIM3 is also available for Windows. The following instructions focus
on the Linux setup.

To obtain the simulator, navigate to the Frontgrade Gaisler website and access the Resources
tab, where you’ll find the Simulators section. It is highly recommended to download and review
the TSIM3 Simulator User’s Manual from this page before proceeding.

Among the available simulators, the relevant one for this project is TSIM3 Professional –
LEON3, which is tailored for the LEON3 IP core. This professional version requires user
credentials for access. These credentials have been provided to the Division of Space and
Plasma Physics at KTH for use in this thesis and ongoing research. An evaluation version is
also available without credentials, but it is limited to short simulation windows (e.g., 2 seconds
per run), making it unsuitable for meaningful firmware development and testing.

Once access credentials are entered, a compressed archive containing the simulator will be
available for download. After extracting the archive, navigate to the tsim subdirectory. Here,
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depending on your platform, you can choose between the linux-x64 or win64 versions. In this
project, the linux-x64 version was used.

Inside the appropriate directory, the TSIM3 simulator binary (tsim-leon3) can be found.
However, before it can be executed, an additional step is required: license key activation. As
this is the professional version, a USB hardware dongle is required for license validation. The
setup procedure for this dongle is described in Section 2.2 – License Key Installation of the
TSIM3 User Manual. Once the dongle is properly configured and connected, the simulator
becomes fully operational.

Figure 3.2.7: Succesfull startup of TISM3 Professional

Figure 3.2.7 shows a successful launch of the TSIM3 simulator on Linux, including relevant
information about the simulated environment. This confirms that the simulator is correctly
installed and licensed, and ready for LEON3 firmware development. In the example
shown, TSIM3 was started with specific runtime parameters, which are explained in the
following sections. However, the simulator can also be launched in a basic mode using the
command:

1 ./tsim-leon3

The next step in porting the firmware is establishing a complete build system capable of
producing a firmware binary that runs correctly on the LEON3 core and, by extension, within
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the TSIM3 simulator. This build environment must include several essential components: a
cross-compiler tailored for the target architecture (SPARC with LEON3-specific extensions), a
linker script to place program sections at correct memory addresses, startup code to initialize the
processor before handing over control to the user-defined application, and the required libraries
for both the RTOS (RTEMS in this case) and peripheral drivers supported by the core.

Fortunately, this entire toolchain is provided by Frontgrade Gaisler. To access it, visit the
Frontgrade Gaisler website and navigate to the Compilers and Operating System section
under the Resources tab. The toolchain of interest is the RCC (RTEMS LEON/ERC32
Cross-Compiler System). It is highly recommended to download and read both the RCC-1.2
Driver’s Manual and the RCC-1.2 User’s Manual for a deeper understanding of its usage and
configuration.

To obtain the toolchain binaries for Linux, click on RCC source and binaries for Linux
and Windows, then follow the path: /rcc-1.3/1.3.2/sparc-rtems-5-gcc-10.5.0-1.3.2-linux.txz.
After downloading, extract the archive with the following commands:

1 wget <link_to_the_archive >
2 tar -xf sparc-rtems-5-gcc-10.5.0-1.3.2-linux.txz

This will create a folder named rcc-1.3.2-gcc, which contains all the necessary tools for
building and debugging RTEMS-based applications targeting the LEON3 core. Within the bin
subdirectory, you’ll find tools such as:

• sparc-gaisler-rtems5-gcc – the C compiler

• sparc-gaisler-rtems5-g++ – the C++ compiler

• sparc-gaisler-rtems5-ld – the linker

• sparc-gaisler-rtems5-gdb – the debugger

With this setup in place, you can compile, link, and debug firmware specifically for the LEON3
core running the RTEMS operating system.

LEON3 Firmware

Once the LEON3 development environment is set up—including both the TSIM3 simulator
and the complete build system—we can move on to describe the firmware components that
were successfully ported, along with the process of building and running the firmware in the
simulation environment.

According to the TSIM3 User Manual, the simulator provides a very useful feature: the ability
to emulate UART peripherals using virtual serial ports created on the Linux host. These virtual
ports allow for the transmission and reception of raw byte streams, mimicking the behavior of
physical UART interfaces. Leveraging this capability, we can simulate two UART connections
in the absence of real hardware: one to represent the link to the On-Board Computer (OBC)
and the other to emulate communication with the FPGA. This setup is achieved by passing the
following arguments when launching the simulator: -uart1 /dev/ptmx -uart2 /dev/ptmx. An
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example of this setup in action is shown in Figure 3.2.7. Upon launching TSIM3 with these
parameters, the following messages appear in the terminal:

1 Use '/dev/pts/7' as pseudo terminal for serial port 0
2 Serial port 0 on /dev/ptmx
3 Use '/dev/pts/8' as pseudo terminal for serial port 1
4 Serial port 1 on /dev/ptmx

These logs confirm that two virtual pseudo-terminals have been created and mapped to TSIM3’s
serial ports. The user can interact with these pseudo-terminals just like real UART interfaces,
enabling testing and development of serial communication code without requiring physical
hardware.

An essential component of the firmware porting process is the RTOS that orchestrates
multitasking, scheduling, and hardware abstraction on the target platform. On the original
COTS-based hardware, the firmware was developed using FreeRTOS. However, for the LEON3
softcore processor, the standard and recommended RTOS is RTEMS (Real-Time Executive for
Multiprocessor Systems).

RTEMS is a free and open-source RTOS specifically designed for embedded systems requiring
deterministic real-time behavior. It is highly regarded in the aerospace industry due to its robust
performance, extensive hardware support, and compliance with industry standards. RTEMS
supports a wide range of architectures, including SPARC, and provides APIs based on POSIX
and other real-time standards [10]. Its proven reliability in safety-critical environments—such
as ESA and NASA missions—makes it the preferred RTOS for space applications. Additionally,
RTEMS offers long-term support, extensive documentation, and deterministic behavior,
which are vital for spaceborne systems operating without the possibility of maintenance or
reboot.

Based on the architectural constraints, hardware interaction needs, and the simulation
capabilities offered by TSIM3, the following firmware modules were successfully ported and
verified in the LEON3 environment:

• COBS (Consistent Overhead Byte Stuffing) encoding and decoding

• SPP packet construction and parsing

• PUS packing and unpacking

• Incoming OBC message processing task

• Outgoing OBC message transmission task

• PUS Service 3 – Housekeeping and Diagnostic Data Reporting

• PUS Service 8 – Function Management

• PUS Service 17 – Test Services

All porting work was performed using the RTEMS API, which closely resembles the
POSIX API used in standard Linux development. This familiarity significantly eased the
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migration process, as most task management, synchronization primitives, and inter-process
communication mechanisms remained largely consistent.

One critical architectural difference encountered during porting was the endianness of the
processor. The original COTS platform used a little-endian ARM Cortex-M7 processor, while
the LEON3 processor follows a big-endian memory model. Since most of the firmware’s data
serialization routines—such as COBS, SPP, and PUS operations—were implemented using
byte-level indexing, they were inherently endian-agnostic and required minimal adjustments.
However, issues did arise in modules that relied on ‘memcpy()‘ for copying structured binary
payloads. These operations led to incorrect data interpretation due to the mismatched byte order.
To resolve this, the relevant memory copy operations were modified to explicitly invert the byte
order when transferring multi-byte values, ensuring compatibility and correctness.

To build the ported firmware for the LEON3 platform, we utilized the toolchain provided by
the RTEMS cross-compiler suite. In order to streamline the setup process for future developers
and ensure repeatability, two helper scripts were created: a configuration script and a build
script.

The configuration script is responsible for exporting the necessary environment variables,
including paths to the toolchain binaries and manual pages, as well as commonly used compiler
and debugger commands. This ensures that the development environment is properly set up
regardless of the host system’s state.

1 #!/bin/sh
2

3 export PATH=/opt/rcc-1.3.2-gcc/bin:$PATH
4 export MANPATH=/opt/rcc-1.3.2-gcc/man:$MANPATH
5

6 export GCC=/opt/rcc-1.3.2-gcc/bin/sparc-gaisler-rtems5-gcc
7 export FLAGS='-g -mcpu=leon3 -qbsp=leon3 '
8

9 export GDB=/opt/rcc-1.3.2-gcc/bin/sparc-gaisler-rtems5-gdb

The build script is implemented as a simple Makefile, which compiles the firmware source
files using the configured RTEMS cross-compiler. The build flags used in the build script are
the ones defined in the previous configuration bash file.

• -g: Enables debugging information, useful when analyzing the program with tools like
gdb.

• -mcpu=leon3: Specifies the target CPU architecture as LEON3 (a SPARC V8 core).

• -qbsp=leon3: Selects the appropriate RTEMS Board Support Package (BSP).

1 CC := /opt/rcc-1.3.2-gcc/bin/sparc-gaisler-rtems5-gcc
2 CFLAGS := -g -mcpu=leon3 -qbsp=leon3
3 SRC := main.c PUS_3.c General_Functions.c PUS.c

Space_Packet_Protocol.c COBS.c PUS_1_service.c PUS_17_service.c
4 OUT := main
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5

6 all: $(OUT)
7

8 $(OUT): $(SRC)
9 $(CC) $(SRC) -o $(OUT) $(CFLAGS)

10

11 clean:
12 rm -f $(OUT)

Overall, this successful partial port of the firmware to the RTEMS/LEON3 environment,
even in the absence of real hardware, validates the flexibility and portability of the software
architecture.

3.2.6 Testing Platform - Juliet
To provide a comprehensive and user‐friendly interface for communicating, monitoring, and
debugging data from the DataHub platform over a serial connection, JULIET was developed.
It is a desktop application written in Python using the Qt5 framework, thus providing the
user a Graphical User Interface (GUI) through which communication with the experiment is
easier. Rather than exposing operators to raw byte streams and protocol overhead, JULIET
automates packet framing (COBS), PUS/SPP header construction, and periodic links checks,
while presenting high‐level controls and visualizations. This section presents its overall design,
core modules, and typical usage.

Figure 3.2.8: Juliet GUI

Figure 3.2.8 shows the graphical user interface (GUI) of the JULIET application. The top
section features a row of buttons, each corresponding to a specific menu. When clicked, these
menus reveal various command buttons that allow the user to send predefined instructions to
the experiment—specifically, to the DataHub via its UART interface.

Beneath the command panel is the command log window, which provides real-time feedback
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on communication activity. Each entry is color-coded based on its origin and purpose:

• Green messages represent telecommands sent from JULIET to the DataHub.

• Blue messages indicate telemetry data received from the DataHub and intended for the
OBC—processed here by JULIET for visualization.

• Purple messages are also responses from the DataHub, but specifically correspond to
PUS Service 1 acknowledgements. These are automatically generated by the firmware if
the original command requested them through the PUS header flags.

• Red messages are responses from the FPGA that have been received and processed by
the ARM Cortex M7 microcontroller and forwarded to the OBC.

The most important command menus that can be accessed from the buttons in the top layer are
the House Keeping Commands menu and the Funciton Management Command menu, which
contain all the commands supported by the PUS 3 and PUS 8. These menus can be seen in
Figure3.2.9.

Figure 3.2.9: PUS 3 and PUS 8 Commands

Another key feature of the JULIET GUI is the left-hand column, which serves as a decoding
panel for sent and received messages. When the user clicks on any message in the log, the
application automatically parses and displays its contents in this panel. For all messages,
the decoded contents include the full SPP and PUS headers, providing details such as APID,
sequence count, service type, and subtype. In addition, for certain message types—particularly

45



CHAPTER 3. FIRMWARE DEVELOPMENT AND SYSTEM INTEGRATION

those with structured payloads—JULIET also displays decoded payload fields in a human-
readable format. Examples include housekeeping messages that report system metrics from
the MCU and FPGA, as well as responses containing specific FPGA parameter values. This
feature significantly improves readability and debugging, enabling users to quickly interpret
the state and behavior of the system without manually inspecting raw byte arrays.

As mentioned earlier, the JULIET application is implemented in Python and is designed to
simplify the process of interacting with the DataHub platform. Its primary purpose is to provide
an intuitive interface for users to construct and send commands, as well as to receive and decode
telemetry messages from the DataHub. To support scalability and future development, the
application was structured in a modular and extensible way, allowing new commands or message
types to be added with minimal effort.

The definitions of supported commands are centralized in the Command_Data.py file. This file
organizes command construction in a clean and structured format, making it easy to maintain
and extend. Each command described in Table 2.3.1, is implemented as a Python function that
returns a list of bytes representing the properly formatted payload, ready for inclusion in a PUS
telecommand.

Below are a few representative examples from the file:

1 def get_FM_SET_CONSTANT_BIAS_VOLTAGE():
2 return [
3 Function_ID.SET_CB_VOL_LVL_ID.value,
4 0x02,
5 Argument_ID.PROBE_ID_ARG_ID.value,
6 Global_Variables.LANGMUIR_PROBE_ID & 0xFF,
7 Argument_ID.VOL_LVL_ARG_ID.value,
8 (Global_Variables.CB_MODE_VOLTAGE >> 8) & 0xFF,
9 Global_Variables.CB_MODE_VOLTAGE & 0xFF

10 ]
11

12 def get_FM_SET_VOLTAGE_LEVEL_SWEEP_TABLE():
13 return [
14 Function_ID.SET_SWT_VOL_LVL_ID.value,
15 0x04,
16 Argument_ID.PROBE_ID_ARG_ID.value,
17 Global_Variables.LANGMUIR_PROBE_ID & 0xFF,
18 Argument_ID.STEP_ID_ARG_ID.value,
19 Global_Variables.STEP_ID & 0xFF,
20 Argument_ID.VOL_LVL_ARG_ID.value,
21 (Global_Variables.SWEEP_TABLE_VOLTAGE >> 8) & 0xFF,
22 Global_Variables.SWEEP_TABLE_VOLTAGE & 0xFF,
23 Argument_ID.GS_TARGET_ARG_ID.value,
24 Global_Variables.TARGET
25 ]
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These functions abstract the complexity of manually assembling command packets, allowing
higher-level GUI components or automation scripts to use them as modular building blocks
for generating PUS Service 8 telecommands. When the user interacts with a GUI button, the
corresponding function is called to generate the command payload. This payload, along with
the appropriate PUS service and subservice identifiers, is then passed to the send_command
method, which is implemented in the Juliet_App.py file.

1 def send_command(self, service_id , sub_service_id ,
command_data):

2 cobs_msg = build_msg_SPP_PUS_Data_CRC(service_id ,
sub_service_id , command_data)

3

4 hex_str = " ".join(f"0x{b:02X}" for b in cobs_msg)
5 self.ser.write(cobs_msg)
6

7 self.messages.append(cobs_msg)
8 item = QListWidgetItem(f"Sent: {hex_str}") # Create a list

item
9 item.setForeground(QBrush(QColor("green"))) # Set text

color to blue
10 self.msg_list.addItem(item)

As shown in the snippet above, this function takes care of wrapping the payload in the
appropriate PUS and SPP headers, computes the required CRC, and encodes the entire message
using the COBS framing protocol. The resulting byte stream is transmitted over the serial
interface to the DataHub. Additionally, the command is logged in the live message console,
with the text color-coded in green to indicate that it was initiated from JULIET.
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Testing

The testing process in this thesis represents a significant improvement over that of the previous
work, primarily due to two key advancements. First, the development of a new testing
platform—JULIET—has enabled faster, more flexible, and more comprehensive validation
of system functionalities. Its graphical interface and support for real-time communication
and decoding greatly streamline the testing workflow. Second, the current firmware is far
more interactive and capable of handling multiple concurrent tasks, unlike the previous
implementation, which was limited to a fixed test scenario with a narrow set of supported
features. As a result, more complex testing scenario and more stress testing has been done
to the entire system.

In this chapter, we present the validation of a wide range of functionalities integrated into the
both DataHub and LEON3. Testing is carried out primarily using the JULIET application,
which plays a central role in verifying communication correctness and system behavior. For
the DataHub, the test setup follows a Hardware-in-the-Loop (HIL) approach, where the On-
Board Computer (OBC) is emulated by the JULIET application running on a Windows machine.
Communication with the DataHub platform is established via a USB-to-UART converter,
allowing real hardware to be tested in a controlled and reproducible environment. Regarding the
LEON3 firmware, the test setup is fully simulated, with Juliet again as the OBC replacement,
and LEON3 core being simulated using the TSIM3 environment. For this setup the connection
is facilitated thourgh the virtual Linux ports to which Juliets connects and both sends and
receives data from the LEON3 core.

4.1 PUS 1, PUS 3, and PUS 17 Validation
Using JULIET, we verified the correct operation of three key PUS services: PUS 1 (Service
Management), PUS 3 (Housekeeping), and PUS 17 (Test Services). The test sequence began
with the transmission of a PUS 17 ”ping” request, followed by a PUS 3 command to activate
periodic housekeeping reports for the FPGA. Subsequently, another PUS 17 request was issued,
and finally, a PUS 3 command was sent to stop the periodic reporting.

The resulting behavior is illustrated in Figure 4.1.1. The first green message represents a
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command that includes a PUS 1 request, which is complemented correctly by the expected
response. This is followed by the activation of periodic PUS 3 housekeeping reports, which
result in continuous telemetry messages from both the MCU and FPGA. While the periodic
data is being transmitted, another ping request (PUS 17) is sent and correctly completed,
demonstrating that the system can handle concurrent PUS services without conflict. The
sequence concludes with a PUS 3 request to terminate periodic reporting, which is also
successfully processed.

This test confirms the proper implementation and interaction of PUS services 1, 3, and 17, as
well as the system’s ability to process multiple service requests in parallel while maintaining
communication integrity.

Figure 4.1.1: Correct behavior of PUS 1 & 3 & 17

4.2 PUS 8 Validation
PUS Service 8 represents the most complex functionality implemented in the current firmware,
as it involves operations across multiple hardware components, including the FRAM and the
FPGA’s internal RAM, and across multiple processing steps, on both the MCU and FPGA. The
test scenario covers several of these operations to validate end-to-end functionality and system
robustness.

First, we tested the ability to write a value to one of the FRAM sweep table entries, followed by
a read-back operation to confirm the value was correctly stored and retrieved (Figure.4.2.1).
Similarly, we tested the same procedure, but this time having as target the sweep tables
stored in the FPGA RAM modules (Figure.4.2.2). Finally, the test consisted of configuring
one of the FPGA parameters using a dedicated PUS 8 command, and then issued a request
to retrieve its current value, verifying that the FPGA responded correctly and consistently
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(Figure.4.2.3).

Figure 4.2.1: Correct behavior of setting and retrieving a voltage level in the MCU’s FRAM

Figure 4.2.2: Correct behavior of setting and retrieving a voltage level in the FPGA’s FRAM

Figure 4.2.3: Correct behavior of setting and retrieving the value of an FPGA parameter

Figure 4.2.4: Correct behavior of the buffer mechanism for Constant Bias Mode
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Additionally, the Constant Bias (CB) Mode buffer mechanism was tested (Figure.4.2.4). Since
the current FPGA implementation supports only single-shot measurements (i.e., it does not yet
generate measurements periodically), we temporarily configured the firmware to collect only
four measurements for easier testing. The CB mode was activated and deactivated four times.
Once four measurements were acquired, they were correctly packed into a single SPP packet
and sent back to the OBC, as expected. To test concurrent service handling and command
prioritization, we also attempted to request a PUS 1 response while CB mode was active. As
designed, this request was rejected, demonstrating correct enforcement of resource protection
during ongoing high-priority tasks.

For the Sweep Bias Mode, as described in the previous chapter, activation initiates a sequence
of measurements based on preconfigured parameters. These parameters—whose correct setup
was validated in earlier tests—govern the behavior of the sweep operation. In its intended
functionality, each measurement is processed and temporarily stored in the FPGA’s internal
FIFO. Once the FIFO reaches half capacity, its contents are transferred to a dedicated buffer
in the MCU’s RAM. However, since the complete sweep functionality has not yet been
implemented on the FPGA side, a dummy ASIC logic was created to facilitate testing. This
placeholder logic periodically writes data into the FIFO, with each data point simply consisting
of an incrementing counter value starting from zero. The purpose of this setup was to verify,
on the MCU side, that all samples were correctly received and stored in order within the sweep
buffer. Due to time constraints, a mechanism to automatically transmit the full sweep data back
to the OBC upon completion was not implemented. Therefore, validation of the Sweep Bias
Mode was performed by running the MCU firmware in debug mode and inspecting the contents
of the buffer directly in memory once the sweep was complete. The results confirmed that the
data was acquired in the expected order, validating the end-to-end integration of the buffering
and transfer mechanism. The correctly stored data is shown in the Figure.4.2.5.

4.3 LEON3 Testing
For testing the LEON3 implementation, the JULIET application was configured to connect
to a virtual serial port exposed by the TSIM3 simulator. This port emulated the UART
communication link between the On-Board Computer (OBC) and the Langmuir Probe
experiment. Since the simulation environment provides only basic UART support and does not
emulate additional hardware components such as FRAM or FPGA peripherals, tests involving
sweep table configuration, constant bias and sweep bias data acquisition, or FPGA parameter
updates could not be performed. Moreover, these functionalities were not yet implemented on
the simulated platform. Despite these limitations, the ported firmware successfully supported
and executed PUS Services 1, 3, and 17. This confirms the successful migration of the
core firmware logic, protocol handling, and RTOS integration to the LEON3 platform. The
test scenario involved establishing a stable connection between JULIET and the simulated
environment, sending PUS 17 ping commands, and issuing PUS 3 commands to start and
stop periodic housekeeping reports. All actions completed successfully, demonstrating the
robustness and portability of the firmware across hardware platforms (Figure.4.3.1).

51



CHAPTER 4. TESTING

Figure 4.2.5: Correct retrieval of Seep Bias Mode measurements form the FPGA’s FIFO
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Figure 4.3.1: Correct behavior of PUS 1 & 3 & 17
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Discussion, Conclusion and
Outlook

This thesis has presented the development of a modular, fault-tolerant, and feature-rich
embedded software system for the Langmuir Probe payload onboard the ROMEO satellite.
The work consisted of refactoring legacy firmware, introducing a RTOS-based architecture,
implementing advanced data acquisition modes, and supporting robust in-flight firmware
updates. The final system demonstrates strict compliance with aerospace communication
protocols, while also providing high scalability, performance, and portability.

5.1 Development Challenges
One of the primary challenges addressed in this work was the transition from a monolithic, bare-
metal firmware implementation to a multitasking, RTOS-based architecture using FreeRTOS.
While the original firmware was sufficient for validating isolated functionality, it became
increasingly difficult to maintain and extend once multiple asynchronous subsystems—
such as communication with the OBC, communication with the FPGA, housekeeping, and
measurement control—had to operate concurrently. Introducing an RTOS required careful task
decomposition, explicit prioritization of real-time operations, and the management of shared
resources without introducing race conditions or unpredictable timing behavior.

Supporting multiple measurement modes with fundamentally different runtime characteristics
posed another significant challenge. Constant Bias Mode required sustained, low-throughput
operation over extended periods, whereas Sweep Bias Mode demanded high-throughput, burst-
style data acquisition synchronized with precise voltage stepping. Supporting these opposing
requirements within a single firmware architecture stressed both the scheduling model and the
data buffering mechanisms, particularly given the limited bandwidth and framing constraints
imposed by the UART-based communication link.

The implementation of aerospace-standard communication protocols introduced further
complexity. Implementing SPP and PUS over a UART physical layer required careful handling
of framing, error detection, and packet validation. Failures at lower protocol layers could easily
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propagate and cause undefined behavior if not detected early. Additionally, limited observability
during debugging made protocol-level issues time-consuming to diagnose.

Ensuring safe and reliable in-flight firmware updates represented a critical challenge due to
the irreversible consequences of failed updates in orbit. The system needed to guarantee that
a valid firmware image would always remain available, even in the presence of power loss or
unexpected resets during the update process.

Finally, portability across heterogeneous platforms introduced both technical and tooling
challenges. Porting the firmware from an ARM Cortex-M7 platform running FreeRTOS to a
LEON3 softcore running RTEMS exposed implicit dependencies on platform-specific features.
Validation using simulation environments further complicated performance analysis and fault
diagnosis.

5.2 Implementation Details and Design Decisions
To address the architectural challenges introduced by multitasking, the firmware was
restructured into a set of independent RTOS tasks, each responsible for a well-defined
subsystem. Inter-task communication was primarily implemented using message queues,
reducing shared-state complexity and improving fault isolation. Task priorities were
carefully assigned to ensure that time-critical operations, such as measurement control and
communication handling, were not preempted by lower-priority activities.

The differing requirements of Constant Bias and Sweep Bias modes were handled through
distinct data handling strategies. Constant Bias Mode relied on incremental data processing with
minimal buffering, whereas Sweep Bias Mode employed burst buffering and synchronized task
activation to accommodate higher data rates. This separation enabled both modes to operate
concurrently without compromising real-time performance and while also simplifying future
extensions.

Robustness in communication was achieved through strict protocol layering, with early
validation performed at each layer. Corrupted frames or packets were discarded as soon as
possible to prevent error propagation. Although this approach introduced additional processing
overhead, it improved system reliability and reduced debugging effort later on.

To reduce the risk associated with in-flight firmware updates, a dual-image update strategy
with watchdog supervision was implemented. A new firmware image is only activated after
its integrity has been verified, ensuring that a previously validated image remains available
in the event of an update failure. Although a complete over-the-air update protocol was not
implemented within the scope of this work, the mechanisms developed here establish the basis
for a reliable update process.

Portability was achieved by enforcing a clear hardware abstraction and limiting system-
specific implementations. Platform-dependent functionality was isolated behind well-defined
interfaces, allowing the core application logic to be reused across different targets. The
successful execution of the firmware on both the ARM Cortex-M7 platform and the LEON3
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platform using the TSIM3 simulator confirms the effectiveness of this approach.

Testing and validation were supported by a flexible development environment combining
Software-in-the-Loop and Hardware-in-the-Loop testing. The Juliet application played a central
role by enabling interactive communication with the firmware, real-time protocol inspection,
and scenario-based testing.

5.3 Future Work
Three areas have been identified for future development:

Full integration and testing on hardware: The LEON3 port was validated using the TSIM3
simulator. Full hardware-based validation with the NanoXplore FPGA should be conducted to
identify hardware-specific issues, evaluate timing behavior, and optimize performance under
realistic conditions.

Completion of Sweep Bias Mode: While Sweep Bias Mode has been implemented on
the FPGA–MCU side, the firmware currently does not forward the acquired measurement
data to the On-Board Computer (OBC). Future work should define and implement a data
segmentation and transmission strategy, allowing large datasets to be transmitted reliably using
multiple Consistent Overhead Byte Stuffing (COBS)-encoded frames wrapped in SPP and PUS
packets.

Completion of Firmware Update Capability: The firmware update mechanism has been
partially validated, demonstrating reliable activation of a new firmware image once it is
present in memory. However, the protocol for transmitting the firmware image from the OBC
remains undefined. Future work should focus on designing an end-to-end over-the-air (OTA)
update protocol, including packetization strategy, transmission rate control, and error recovery
mechanisms.

5.4 Final Words
This project has demonstrated that robust, RTOS-based embedded software architectures can
be successfully applied to spaceborne scientific payloads. Beyond meeting the functional
requirements of the Langmuir Probe experiment, the work highlights the importance of careful
architectural design, explicit handling of failure cases, and thorough validation strategies when
developing software for space environments. The resulting system provides a solid foundation
for future payload development at the Division of Space and Plasma Physics at KTH, supporting
both commercial and radiation-hardened platforms.
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Appendix A

First Appendix

The source code described in this thesis can be accessed here:

• ARM Cortex M7: https://github.com/KTH-ROMEO/LP-Software-uC-SP-MThesis-
2025

• LEON3: https://github.com/KTH-ROMEO/LP-Software-LEON3-SP-MThesis-2025

• FPGA: https://github.com/KTH-ROMEO/LP-Software-FPGA

• Juliet: https://github.com/KTH-ROMEO/JULIET
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