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Figure23: lllustration of different positions of . 5  the resulting lateral acceleration due to

rotational motion, and the combined effect of translational lateral acceleration with the added
rotational contributionRotation points at head poirt,(left) and at roughly the roll axis (right).

Figure obtainedrom Paper A, modified from JamsofB2] andFischerandWerneke57].

Figure24: Acceleratiormeasuredising an IMU at the head poiint the simulator cockpiduringa
slalommanoeuvreSetting A- AoR close to vehicle roll axi@op) and Setting BAoR close to
head point1.,(bottom). FromPaper A.
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Figure 25: Bode plots for the reference point at vehicle roll axis (a) and the reference point at head

point (b) illustrating vehicle lateral acceleration a,, to perceived simulator lateral acceleration @, for

simulator settings S1 (only translation), S2 (with roll feedback) and S3 (including tilt coordination),
in comparison to the reference vehicle. From Paper A.
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7 Gaze model for cueing evaluation

The proprioceptive reflexes involved in gaze stabilisation, and the way these mechanisms
can lead to a systematic discrepancy between vehicle motion and head motion during
driving, were introduced in Section 3.4. During active driving, the assumption of a cockpit-
fixed vestibular system does not hold, and this chapter therefore examines the implications
for yaw and pitch cueing. Since the assumption of a cockpit-fixed vestibular system is
embedded in state-of-the-art motion cueing methodologies, often as an optimisation target
in conjunction with MPC, an investigation of its validity is warranted. The purpose of this
chapter is thus to examine the consequences of gaze stabilisation for motion cueing in driving
simulators.

In Paper C, data from a driving simulator session were used to evaluate the relationship
between modelled driver head rotation in yaw and the corresponding vehicle yaw motion. A
driver gaze model based on one of the models presented by Van Leeuwen [28] was used, in
which the gaze was directed toward a preview point located at a distance proportional to the
braking distance ahead of the vehicle while fixation shifted toward the apex during corner
entry. From the gaze vector, the resulting gaze angle and gaze angular rate were computed.
The model is illustrated in Figure 26 showing the nominal view, i.e. the view distance when
no apex is present inside the window defined by apex window long and apex window short.
If an apex is present inside these two distances, the gaze focus on that.

View distance setting

Apex window long
Apex window short
Nominal view

40 50 60 70 80 90 100 110 120
Speed [km/h]

Figure 26: Driver gaze model with corner apex window (left). Preview distances in the gaze model
used in the study (right). From Paper C.

The comparison of vehicle yaw rate and estimated gaze yaw rate, illustrated in Figure 27,
shows substantial discrepancies throughout the lap. During slalom and double lane change
(DLC) manoeuvres, which are characterised by high-frequency transients, this effect is more
pronounced. Throughout the lap, the head yaw rate generally had a phase lead relative to the
vehicle yaw rate while simultaneously attenuating high-frequency content. Since neither the
gaze nor the vehicle exhibits frequencies above 2 Hz in this case, the gaze angle can be
assumed to be roughly the same as the head angle. This shows that gaze fixation toward a
forward point on the path stabilises the head relative to the vehicle motion.
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Figure 27: Global yaw rate of the driver’s head and vehicle yaw rate (Paper C).

These results point in the same direction as the findings of Land and Tatler [29], Land and
Lee [30] as well as van Leeuwen et al. [55], showing that the vehicle body is a poor proxy
for the head motion for vehicle dynamics manoeuvring. This observation has direct
implications for motion cueing strategies that rely on vehicle-fixed vestibular references. If
the head motion experienced by the driver already differs systematically from the vehicle
body motion in real driving, then using vehicle yaw rate or pitch rate as a proxy for the semi-
circular canals stimulus introduces a structural modelling error. In such cases, the motion
cueing algorithm is effectively optimising towards a reference signal that the driver
performing vehicle dynamics-related manoeuvring does not experience.

This highlights the important limitation of using vestibular-error minimisation as an
optimisation objective in motion cueing. When head stabilisation is driven by active gaze
fixation and proprioceptive reflexes, the vestibular stimulus at the head becomes a
consequence of the interaction between visual feedback and simulator motion rather than a
quantity that can be prescribed directly from vehicle states. Under these conditions, motion
trajectories based on a minimised vestibular response error cannot necessarily imply
optimised perceptual fidelity since the dominant source of error lies in the mismatch between
vehicle motion, simulator motion and their coupling through the visual feedback. As a result,
the role of the vestibular system as an indicator of vehicle motion should therefore be re-
evaluated. This is motivated by the measurements of Keshner and Peterson [49] [50], which
show that the SCC is acting as a gyro stabiliser during rotation.

The visual system should therefore be accounted for when introducing gaze as a human state
in a driving simulator framework. Modelling all the possible effects of the visual system is
a very complicated task, so the work within this thesis focuses primarily on the rotational
degrees of freedom. As the VCR and the VOR are operating relative to a globally fixed
reference, the gaze rotation is stabilised relative to the global frame of reference. The relation
between simulator rotation and visual flow was shown in Section 3.4, and it is restated here
that for any rotational direction j, the visual slip during pure rotation can be modelled by
€pis = Wjs + Wj . It should be clear that this only occurs when w;; = —wj ;s since the
visual representation of rotation is normally a scaled version of the negative vehicle motion
-Kyiswj, (the visual camera is fixed to the vehicle body frame). This only happens when the
simulator moves exactly as w; ; = Ky,;;w;. The effect is the following: the gaze reflexes of a
driver compensate up to roughly 20 Hz for the simulator motion. If the visual system shows
a different motion than the simulator performed, the visual field moves as é,;,, and visual
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slip should occur since the VCR and VOR expected the visual field to be globally fixed (as
it normally is). In conclusion, in order to have the most realistic head rotation in a simulator,
the simulator should move as closely to the actual vehicle motion as possible. This should
produce the most realistic SCC responses. What seems like a truism is in fact an effect of
the strong visual stimuli present in ground vehicle dynamics and motion simulators. If this
is true, the target should not be to optimise vestibular response, but rather to optimise
simulator-vehicle motion correlation.

Analysis of gaze behaviour during slalom manoeuvring (Paper C) revealed that vestibular-
model-based motion cueing produced larger visual slip errors compared to simpler
algorithms using only vehicle states. Moreover, the results showed that cueing algorithms
that avoided filtering the slip rate f and only filtered the kinematic yaw rate y had
significantly lower visual slip compared to cueing algorithms filtering the whole yaw-state
1, thus showing that a partitioning of this state to reduce filtering, as suggested by /9],
provides more realistic gaze behaviour. The separation of slip (only filtering y) compared to
pure yaw-filtering was examined during a subjective assessment presented in Paper D. From
the perspective of the yaw gaze model, state-partitioned cueing, which is called the CR
(consistent path radius) strategy (see Paper D), is expected to produce less visual slip than
filtering the entire yaw-state, which is called the FS strategy (FS=Filtered slip, see Paper D
for full details). The CR strategy was described as much easier to position and felt more
natural, while FS felt more challenging to drive and predict. Gaze behaviour thus provides a
plausible explanation for the more natural subjective experience reported for CR.

In Paper F, a model based on Keshner and Peterson’s measurement results [49] was
developed. The gaze model is described as a spring damper model between the head angle
and the gaze vector and as a spring and damper element between the trunk and the head, all
of which are illustrated in Figure 28. In this model, it is assumed that 8y, is equal to the
vehicle pitch angle. The resulting Bode plot also presented in Figure 28 shows qualitative
behaviour similar to the results from [49] when analysing the transfer function from trunk
motion to head motion. The Bode plot is represented in a similar way as in [49], with the
magnitude and phase represented as head relative to trunk. Thus, a magnitude of 1 and phase
shift of 180 degree means that the head compensates fully for the trunk motion, i.e. the head
is still when the trunk moves.

To simulate gaze performance, a simple manoeuvre was designed in which the vehicle was
driven over a crest and then braked at 6 m/s?. The gaze angle was calculated in the same
manner as in Paper C, with a velocity dependent preview. The manoeuvre is illustrated in
Figure 29.
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Figure 28: VCR model based on Keshner and Peterson’s results [49] [50]. Bode diagram for the
VCR model with the trunk as the input and head pitch angle as the output, which shows qualitative
similarities between the VCR model presented here and the data published by Keshner and
Peterson.
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Figure 29: Track and acceleration input for pitch simulation (Paper F).
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The resulting vehicle pitch and driver gaze angle and rate are illustrated in Figure 30 along
with the head motion estimated by the VCR model. What can be seen is that the gaze exhibits
small angular rates, thus showing the stabilising effect. The VCR head motion exhibits more
oscillations as a result of disturbances occurring due to trunk motion. The change in steady
state gaze and VCR after the brake phase shows how the steady state gaze changes due to
reduced preview distance after a reduction in longitudinal velocity.
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Figure 30: Simulated human response for gaze, gaze rate and vestibular response (without
accounting for longitudinal acceleration).

The pitch simulation further supports the conclusions drawn from the yaw analysis. Even
under simplified longitudinal manoeuvring, the inclusion of a VCR-like head stabilisation
mechanism leads to head motion that differs significantly from the vehicle pitch motion; this
is because the head motion is globally more stabilised than the vehicle motion, which
manifests in the pitch rate. The difference between the head pitch rate and vehicle pitch rate
in this case is roughly 0.15 rad/s (8.6 deg/s). Furthermore, the gaze angle is significantly
more stable compared to the vehicle. These pitch results are consistent with the yaw findings,
confirming that gaze stabilisation has a significant effect in the context of human motion
perception. Specifically, retinal slip can occur when the simulator loses correlation and/or
amplitude relative to the vehicle since this creates a mismatch between visual cueing and
motion cueing.

Taken together, the yaw and pitch analyses indicate that the vehicle/cockpit-fixed vestibular
model in rotational motion provides, at best, an incomplete description of the perceptual
stimulus experienced by the driver during active driving. This suggests that motion cueing
strategies should focus on replicating vehicle motion rather than optimising a cabin-fixed
vestibular response. As shown by Bruschetta et al. [9] and further analysed in Paper D and
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Paper F, the separation of states to avoid filtering helps improve simulator-to-vehicle
correlation. In the case of the separation of ¥ and g, the kinematic yaw rate is dominated by
low-frequency content while slip angle 8 and slip rate 8 contain both low- and high-
frequency components, albeit with limited amplitude (and hence can be retained). This is
useful when it comes to gaze stabilisation because retinal slip is not noticed below 2-3 deg/s;
however, the visual acuity continually degrades as the retinal slip increases [38]. By retaining
B, the simulator-to-visual feedback should be improved across the frequences. This
observation supports using the state-partitioned motion cueing approach, which extends to
more states besides yaw feedback, as introduced in the following chapter.
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8 State-partitioned motion cueing

Motion cueing strategies for driving simulators have traditionally dealt with vehicle motion
by filtering each degree of freedom, primarily in order to satisfy workspace constraints. This
stems from the fact that the global motion of the vehicle in general does not fit into the
constrained workspace of a driving simulator. Classical motion cueing is an example of this.
To avoid perception errors and fit the motion into the simulator workspace, it is necessary
to filter out the global vehicle roll and pitch angle as well as the vehicle yaw rate with
washout filters [32] [34]. While this approach is practical, it implicitly assumes that all the
motion components in each DOF are equivalent in terms of vehicle characteristics. As shown
in both Paper C and the preceding chapter of this thesis, gaze models indicate that this
assumption does not hold for active driving. In particular, it is possible to apply the fact that
vehicle motion can be seen as the sum of the path motion and the relative motion to the path.
The advantage of considering vehicle motion as the sum of two parts is that the relative
motion is amplitude limited in a practical sense, meaning that it can be replicated to a high
degree in the context of a driving simulator, while the path motion is a global motion and
must be filtered.

An important step toward this distinction was introduced by Bruschetta et al., who proposed
separating the yaw feedback into kinematic and slip-related components [9]. By retaining
the slip-related states and applying filtering only to the kinematic yaw component, their
approach resulted in improved subjective performance. It also reduced false cues compared
to filtering the total yaw motion while still keeping the motion within platform constraints
[9]. This strategy relies on the fact that under normal conditions, the body slip state is limited
in amplitude while the global yaw state is not. Other researchers, such as Garret et al. [58],
showed that slip was possible to feed without filtering, while Bruschetta et al. [9] showed
that the yaw dynamics could be fed as a filtered global motion and an unfiltered state which
is relative to the path.

Building on the work of Bruschetta et al. [9] and Garrett et al. [58], Paper D further
investigated state partitioning in the context of motion cueing. The results showed that a
decomposition of lateral acceleration into components in the form of a,, = Ve + Vy is not
suitable since both terms contain a mixture of path-related and vehicle-related dynamics.
Partitioning these components therefore introduces artefacts rather than reducing them.

In contrast, the yaw state 1 can be meaningfully partitioned into ¢ = y — 8 provided that
the gains applied to the kinematic yaw-rate component y and slip-rate component £ are
equal. Deviating from this condition was shown to introduce artefacts, whereas equal gains
preserve the physical consistency when combining the two parts of the yaw cue [50].

A subjective assessment was conducted on a virtual winter test track to evaluate the
perceptual effect of separating slip feedback in motion cueing. The comparison focused on
two cueing strategies: a state-partitioned strategy retaining the path radius with separated
slip feedback (CR), and an otherwise identical strategy in which the slip-related yaw
component was filtered as a single yaw signal (FS). The experimental setup, manoeuvres,
and assessment procedure are described in detail in Paper D and are therefore not repeated
here.

The pairwise comparison, presented in Figure 31, showed a preference for the CR strategy,
which was rated higher than the FS strategy by the majority of drivers across all evaluated
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metrics, including transient slip feedback, vehicle positioning, yaw feedback in both limit
and below-limit handling, and steady-state behaviour. For the positioning-on-track metrics,
all the drivers preferred the CR strategy, although in a small number of cases no preference
was shown between the strategies. Importantly, no metric showed a systematic preference
for the FS strategy over the CR strategy. When asked to provide an overall preference, all
the participating drivers favoured the CR strategy over the FS strategy.
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Figure 31: Ratings between the CR Setting (retained radius, separated slip) and the FS Setting
(retained radius, filtered slip). From Paper D.

The qualitative feedback further supports the quantitative ratings. Drivers described the CR
strategy as providing more realistic behaviour during grip loss, improved predictability
during corner exit and clearer feedback during oversteer and counter-steering manoeuvres.
In contrast, the FS strategy was consistently described as hard to control and sluggish, with
delayed responses and reduced steering feedback, particularly in scenarios involving large
slip angles and transient yaw dynamics. These observations were reported independently by
all the drivers participating in the assessment.

The benefit of state partitioning from a human reflex point of view was investigated in Paper
C, in which a gaze model was applied to the same slalom manoeuvre used in the subjective
assessment. The evaluation showed reduced gaze errors compared to the full filtering of the
yaw state, as well as improved gaze correlation. Combining the conclusions from Paper D
and Paper C, the partitioning of yaw improves the correlation between simulator motion
and vehicle motion. Additionally, human gaze behaviour was improved, which in turn
improves the overall motion perception. This could also explain the improved feedback for
state partitioned yaw rate determined by Bruschetta et al. [9].

Partitioning the states of vehicle motion into path-related and vehicle-related states is not
only possible for the yaw degree of freedom. It was shown in Paper D that translational
acceleration should not be partitioned. The acceleration states are related to both path and
vehicle position relative to its path, challenging a meaningful partitioning. However, it is
possible to partition the body position in roll 8y, pitch 8, and vertical positions z¢,¢ into a
partitioned state of body position relative to ground and ground position, as suggested in
Paper E. The paper shows that the vehicle’s velocity vector in the XZ-plane can be used as
a proxy for road inclination, i.e. the path, and the vertical slip angle ¢ = tanV,/V,, giving
the vehicle pitch relative to the path. This approach is only limited to pitch, however. The
process for pitch partitioning is illustrated in Figure 32.
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Figure 32: Partitioning of vehicle pitch states. A car brakes in a downbhill and pitches forward (1) In
the conventional approach (2), a high-pass filter is applied to the total pitch motion, thereby
filtering both ground pitch and suspension-induced pitch. By separating total pitch into ground
inclination (3) and body-to-road pitch (4), only the ground inclination is filtered, thus allowing the
body/suspension pitch to be passed 1:1 to the simulator (5) (Paper E).

Roll relative to the path and CoG height relative to the road cannot be inferred from the CoG
velocity. These states, together with pitch, are limited in amplitude relative to the road plane
due to limited suspension travel. For a typical passenger car, the amplitude of these states
for regular driving is well within the normal workspace of a driving simulator, on the order
of +4 deg/g for roll and +0.1 m for vertical displacement. As shown in Paper E, it is possible
to estimate these three states by considering the road as a plane and determining this plane
by sensing the wheel contact points as illustrated in Figure 33, along with a simple least-
square fit to calculate the three road plane states in roll ay, pitch a,, and vertical zg,q. As
these states are not necessarily continuous in their derivatives, performing low-pass filtering,
denoted LP, before calculating the vehicle relative to ground states in roll ¢, pitch ¢ and
vertical hg,.q is appropriate:

Hx - Lanx =9
9y - LPya'y =¢
ZcoG — LPngrd = hgrd

(8.1)
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Figure 33: Illustration of a four-wheeled vehicle driving on a road with road roll angle ,., road

pitch angle a,, and height z,,.4 at the point of interest (in this case, the CoG). From Paper E.

By implementing the strategy in the simulator, the framework proposed initially by [9] was
adapted, and each ground-related state was therefore high-pass filtered while the vehicle
relative to ground states were simple pass-through.

The cueing strategy was compared for the manoeuvre presented in Figure 29 in order to
evaluate the pitch using a full-car vehicle model. The resulting pitch cueing is shown in
Figure 34, in which the velocity-based and ground sensing-based methods produced similar
results and obtained significantly improved cueing for vehicle-induced pitch, i.e. pitch
caused by vehicle acceleration, while also obtaining similar performance as a classical
washout for ground induced pitch.
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Figure 34: Pitch feedback for a full-car running down a hill and subsequently braking at 6 m/s?
(Paper E)
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The roll cueing was further evaluated by letting the simulated vehicle drive over a road step
on the left side of the car followed by a left turn at 6 m/s>. The road profile and manoeuvre
are shown in Figure 35, and the results of the simulations are shown in Figure 36. The roll
state basically shows behaviour similar to that of the pitch simulation, with the ground-
induced roll behaving similarly to that of the classical filtered roll. For the vehicle-induced
roll, the strategy is able to reproduce the vehicle motion without significantly increasing the
peak roll angle of the simulator. The partitioned strategy exhibits a maximum simulator roll
angle similar to that of the classical filtered strategy, with a peak roll angle at approximately
0.1 rad.
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Figure 35: Manoeuvre with a road step on the left side of the car followed by a left turn at 6 m/s?
(Paper E)
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Figure 36: Roll rate and roll angle during road-step manoeuvre followed by a left turn (Paper E).

To further evaluate the strategy, the state-partitioned strategy was compared to an MPC-
based strategy using vestibular models and tilt coordination, as shown in Paper F. The VCR
model introduced in Figure 28 was used together with a look-ahead gaze model to
objectively evaluate the state partitioning, state-of-the-art MPC and classical washout with
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regards to head motion and visual slip for the manoeuvre presented in Figure 29, where a
vehicle drives over a crest into a downhill segment and then brakes at 6 m/s.

The resulting vehicle and simulator pitch angle and rate are shown in Figure 37, illustrating
the tilt coordination effect of the MPC and the washout effect of the classical cueing. It also
shows that the MPC exhibits a significant phase delay compared to the state partitioning and
classical filtering, which should be apparent in the pitch rate plot in Figure 37. This is partly
explained by the inclusion of an SCC model which attenuates high frequency content [47].

The resulting head angle response from the VCR model is illustrated in Figure 38. While the
head position offset was not the main target of the investigation, it is interesting to note that
the classical washout, without any tilt coordination, in fact causes a tendency for the driver
to look upwards during the brake manoeuvre, thereby inducing a head tilt opposite to what
is sought in such a manoeuvre. This can be imagined as follows: when a vehicle pitches,
such as 2 degrees in the positive direction, the driver must compensate with -2 degrees of
head movement relative the vehicle’s body to keep the head orientation still globally and to
keep looking at the foveal point forward on the road. In a driving simulator, the road is
represented on a screen in front of the driver. The visual cueing gives a cue that the vehicle
pitches positively 2 degrees, i.e. moving the foveal point -2 degrees relative to the simulator
cockpit. If the simulator does not pitch (i.e. no motion cue is applied), this causes the visual
flow to go upwards in the global frame. To track the visual field, the driver will shift their
gaze to follow their chosen foveal point, i.e. they will tilt their head backwards to follow the
visual flow.
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Figure 37: Vehicle and simulator cockpit response for different cueing strategies (Paper F).
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Figure 38: VCR head angle response (Paper F).

The head pitch rate for the downhill and brake manoeuvre in Figure 39 shows that the three
cueing strategies differ substantially from each other. The classical cueing and the state
partitioning follows the reference in phase; however, the classical cueing shows a significant
error in the head rate since it lacks tilt coordination. The phase shift of the MPC controller
is also evident in this case. The state-partitioned case follows the driver in the vehicle
reference since it does not alter the vehicle signal for vehicle induced pitch.
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Figure 39: Head pitch rate according to the VCR model (Paper F).

The visual slip results presented in Figure 40 show that all the cueing strategies exhibit
similar performance over the crest, with general low amplitude visual slip in the range of 2-
3 deg/s, which should not be noticeable [38]. During vehicle-induced pitch, the MPC has the
highest visual slip, indicating that the phase shift observed in the MPC controller causes
gaze-related errors. The classical washout is lower in this case, mainly because it exhibits
lower phase shifts. The state partitioning does not exhibit visual slip in this case, once again
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because it replicates the vehicle motion as pass-through cueing. Paper C and Paper F
conclude that the visual system should be included in the analysis of the motion cueing, and
an increased correlation between simulator motion and vehicle motion reduces visual slip.

Estimated retinal slip
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Figure 40: Simulated retinal slip for a driver in a vehicle (ref) and different motion cueing
strategies (Paper F).

Furthermore, humans are sensitive to errors in the direction of the acceleration, as shown in
Paper A. As the state-partitioned strategy does not include tilt coordination, this was
important to evaluate. To illustrate the difference between motion cueing relying on tilt
coordination for steady state roll or pitch as opposed to state-partitioned cueing, roll feedback
was used as an example. In steady-state cornering on a banked road, the specific force acting
on the driver is determined by the combined effect of gravity and lateral acceleration,
resulting in a net force aligned with the vehicle roll angle, as illustrated in Figure 41 (left).
In a driving simulator, this specific force is reproduced by rolling the cabin, as shown in
Figure 41 (right).

In classical motion cueing, the simulator roll angle is obtained by high-pass filtering the total
roll motion and augmenting it with tilt coordination generated by low-pass filtering the
lateral acceleration:

O,s = G(s)0y + Ktilts (8.2)

—a
+ Wy

where 8, is the simulator roll angle, G(s) is the motion cueing filter of vehicle roll angle,

the tilt cut off frequency is named wgy; = 1/27nf. (see Equation 4.10 for further details).

This produces a steady-state lateral acceleration in the simulator cockpit frame of reference
proportional to the tilt angle defined as

(K
ay,s = gsin w—ay (8.3)
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Under state-partitioned cueing, the high-pass filter instead acts on the road-induced roll
component, while the steady-state simulator roll angle corresponds to the vehicle roll relative
to the road. This roll can be described by a roll pendulum model:
" 1
= a
52 + 28 WS + Wl

(8.4)

which yields a steady-state vehicle roll angle ¢ = a,,/ w2, and as 0, s = ¢ with partitioned
cueing, this yields a a lateral acceleration (in the cockpit frame of reference):

ays = gsin ¢ (8.5)

For a vehicle with a roll centre below the centre of gravity, the vehicle will roll such that it
induces a specific force in the same direction as the specific force from the translational
acceleration. Both approaches can reproduce a steady-state lateral specific force within
simulator constraints and in the correct direction.

Therefore, the state-partitioned cueing induces specific forces aligned with what an MPC or
classical cueing would produce at steady state, but the amplitude is limited to that of the roll
and pitch of the vehicle. An advantage of partitioning cueing is that it avoids the tuning of
tilt coordination filters. The tuning involved is only related to the path filtering and possible
scaling.

Figure 41: Accelerations of a vehicle undergoing cornering to the right in a positively banked
corner in steady state (left). The corresponding accelerations of the vehicle in a driving simulator,
in steady state (right).

The results presented in this chapter show that motion cueing for driving simulators can be
treated as a problem of filtering global motion and replicating local motion rather than as a
uniform filtering problem across all vehicle states. Both subjective evaluations and gaze-
based analyses demonstrate that certain motion components are critical to preserving vehicle
behaviour and driver control, while others primarily reflect global path geometry and must
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be modified to satisfy simulator workspace constraints. These findings support a state-
partitioned view of motion cueing in which motion components are classified according to
their role in describing vehicle characteristics or path geometry rather than by degree of
freedom.

This structure can be summarised by expressing the simulator state vector as the
superposition of a filtered path-dependent component and an unfiltered vehicle-relative
component,

XS = GMC(S) Xp + X-,; (86)

where X, contains motion components associated with the driven path and X,, contains
vehicle-relative motion components that are amplitude-limited and important for conveying
vehicle dynamics. The operator Gy (s) represents the motion cueing filters required to
enforce simulator constraints.

The states contained in X,, are defined with the goal of decoupling them from the path.
Consequently, X,will be similar for two different vehicles moving along the same path at
the same velocity, while X, will primarily describe the differences between the vehicles. The
advantage in this case is that the states related to vehicle characteristics remain unfiltered.
This should be seen as a step towards a more objective motion cueing strategy. In practice,
this cueing strategy places requirements on the driving simulator hardware since it needs to
be able to reproduce X,,, and it might be necessary to limit the amplitude of £, for example,
to avoid extreme values since  is normally limited in amplitude.

For a passenger car, which is the focus of this thesis, the suggested partitioning of states is
the following:

. T
X, = av. ay, 7, @y, @y, Zgral

XU = [0,0; ﬁ; (P: ¢l hveh]T

For other vehicles, other partitioning strategies might be more suitable. For an airplane for
example, the pitch angle could possibly be partitioned into the angle of attack and the
kinematic pitch rate, while for the roll, the coordinated turn angle and the offset from that is
possible. This requires that the states in X, are position states normally bounded in amplitude
relative to the path. The contribution of this chapter is to show that the idea from Bruschetta
et al. [9] extends to more states and that it is possible to decide scale factors via the use of
vehicle dynamics and human reflex modelling. Vehicle-induced roll should be based on the
work in Section 6, while future work should focus on determining the rotation centre for the
ground-induced rotation states. The strategy of state partitioning has been implemented for
body slip and roll at the driving simulator at KTH, Stockholm. Initial testing showed that an
AoR for ground-induced roll at ground level produced subjectively realistic results;
however, the relationship in this case must be established in future work.

(8.7)

Having established this structural formulation, the remaining challenge is to apply the
partitioned motion cueing strategy within the finite workspace of a driving simulator. The
following chapters thus address motion scaling and reachable-set-based methods, which
enable the path-dependent motion to be constrained while maintaining the faithful
reproduction of vehicle-relative dynamics.
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9 Motion cueing scaling for vehicle dynamics

Driving simulators operate under workspace constraints, so it is necessary to use a motion
cueing algorithm which filters out the low-frequency parts of the motion. Simply keeping
the motion cueing gain at unity is not necessarily a viable option. Berthoz et al. [13] showed
that the preferred gain is often below unity and somewhere within the range of 50% to 75%.
The reason for this could be an underestimation of visual stimuli [59] as well as an
overestimation of motion due to jerk relative to acceleration amplification [32] [60].
Nonetheless, scaling is often required to avoid filtering out too much of the motion feedback
with cut-off filters. Studies to analyse how different cues should be scaled relative to each
other have been conducted. Berthoz et al. [13], for example, studied motion scaling for lateral
acceleration and yaw in a subjective sense, letting test subjects rate different cueing gains
across the different degrees of freedom, while Kusachov et al. [15] used a model-based
approach and devised a method for lateral and yaw-specific cueing derived from a single-
track model.

Kusachov et al.’s work showed interesting prospects, although the model-based approach
limited its validity to the linear range of vehicle dynamics [15]. Berthoz et al.’s work
produced a sensitivity map of perceived differences between different cueing gains [13]. In
the scope of this thesis work, the goal was to develop a cueing scaling strategy based on
vehicle dynamics and human motion perception. An important objective was to avoid
vehicle modelling in the motion cueing itself since the motions of the driver and vehicle are
already represented in the vehicle simulation software containing the full vehicle model,;
therefore, these motions should be represented as accurately as possible in the driving
simulator and not reinvented in the cueing strategy. Such an approach could at first glance
lead to a simple assumption, which is that the most reasonable scaling is “isometric”, i.e.
using the same scaling for both lateral cueing and yaw cueing. Based on experience,
however, this approach is not always perceived well subjectively. A further approach could
be to tune the lateral cue to something perceived subjectively well, and if there is still some
workspace remaining in the yaw direction, it can be maximised to a certain value. This could
in many cases be well-received subjectively as the driver gets fed more cueing and higher
sensory stimuli while the proneness of visual slip is reduced, as shown in Paper F. The
visual system in combination with the simulator motion platform thus affects the perception
of cues, and if the motion system runs with significantly different gains compared to the
visual system, the subjective evaluation of the cueing is not only a motion evaluation but a
simulator system evaluation. If a smaller visual gain (i.e. smaller screen) could be used in
that case, a different result might arise. In any case, the relationship between cues such as
lateral acceleration and yaw is not well defined in the body of driving-simulator literature,
and the effect of cue scaling on perceived vehicle dynamics remains an open question, to the
author's knowledge. Hence, this relationship, dictating planar dynamics warranted an
investigation from a vehicle dynamics and human driver perception perspective.

Human perception of planar vehicle motion is strongly influenced by visual feedback as
shown by [30] as well as [28] [29] [51]. In a driving simulator, visual cues can be reproduced
with high fidelity, thus providing a strong indication of vehicle speed. However, drivers tend
to underestimate their own driving speed even in real-world conditions, with reported
underestimations at about 20% [61] [62], and this tendency has been shown to transfer to
driving simulators as well [63]. As a result, drivers are generally less sensitive to errors in
the velocity and temporal domain than to errors related to spatial cues.
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During cornering, drivers obtain information about path geometry from multiple sources.
Steering input provides information about radius R through the Ackermann steering angle
6, for a vehicle with wheelbase L [30]:
L L

§=p+Kuay, S=5 .1
with the understeering factor Ky;a, acting as an offset based on the lateral acceleration
utilised. Thus, in the linear region under similar lateral accelerations, it is mainly the
Ackermann angle that determines the effective steering angle. Head gaze angle helps the
driver deduct the corner radius and thus acts as a feedforward term for the driver to set the
steering angle according to the Ackermann angle. These cues allow drivers to judge path
radius reliably even when speed perception is biased. As a result, consistency between
steering input, gaze behaviour and perceived path geometry plays an important role in the
subjective evaluation of vehicle motion.

When motion cueing is scaled due to simulator workspace limitations, errors must be
introduced either in the spatial domain, affecting perceived path geometry, or in the velocity
and temporal domain as described in Paper D. Given the reduced sensitivity to speed errors
and the strong reliance on spatial cues during cornering, a scaling strategy that preserves
path geometry while allowing errors in velocity was expected to be perceptually
advantageous in many driving situations. This observation motivated an analysis of motion
cueing scaling strategies that explicitly considers how lateral acceleration and yaw cues
influence perceived path radius and speed.

The scaling of the lateral cues can be performed by analysing curved motion during quasi-
static conditions. By applying a gain K,, to the radial acceleration a and a gain K;, to the
kinematic yaw rate y, the simulator radius R, and velocity V; can be expressed as a function
of vehicle radius R and velocity V. The resulting relationship between acceleration, radius,
and velocity is given as follows:

Kya = (Ky7)?Rs

K,a K,
4 ¥y 9.2)

. .
Vs = KyVRs = Ky)’RK—)g =X,

Defining these relationships allows for an analysis of how the simulator path radius R; and
simulator velocity V; are adjusted when undergoing scaling in a driving simulator with
feedback of planar dynamics. The following error equations can be defined as a description
between simulator quantities relative to vehicle quantities (Paper D):

K
V,=V,—V=V(Z-1) (9.3)
Ky

Ky
R, =R,—R=R(=%—1) (9.4)
K;
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Equation 9.2 show the mapping from the lateral gain and yaw gain (K, K;) to effective
simulator radius and speed. For a given lateral acceleration gain K,,, different yaw gains K;,
correspond to different combinations of radius and speed errors as shown by Equations 9.3-
9.4. In Figure 42, the two error functions are plotted. Apparent from the plot is that the

velocity error is zero at K, =K, and the radius error is zero at K = ,/K,,; both the errors
grow outside the region of:

K, <K, <K, 9.5)

Given that the problem was formulated based on quasistatic assumptions, it is possible to
analytically determine a constraint range of the yaw rate gain in relation to the lateral
acceleration. As lower scaling factors are applied, the trade-off between velocity and radius
becomes increasingly difficult to manage, and vice versa. What follows is that both these
error functions can only be zero when Kf = K,, = 1, showing that scaling the simulator
motion relative to the simulated vehicle’s motion will introduce errors either in V,, or R,, or
both. This can be shown by formalising a cost function J, based on the two error functions:
A% R\

o= () + (%) ©6)
where the cost factors @y, and Qr denote how much weight should be applied to radius versus
velocity. The cost function for Q, = Qr = 1 for R = 100 m and V,, = 30 m/s is shown in
Figure 42. It should be apparent that the cost function has a minimum in the range of K,, <

K, < ,/K,, and that it grows outside of the region. It is also evident that the cost function

does not have a zero cost, i.e. scaling in motion cueing always introduces errors. This,
together with the imposed constraints, represents one of the more important findings
presented in this work.
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Errors: Ve and Re at Ky=0.50, R=100 m, Vx=30 m/s
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Figure 42: Velocity and radius errors V, and R, plotted for a fixed K, = 0.5 and a range of yaw
rate scaling K;,, with the actual errors (top) and the relative errors as well as the cost function
(bottom). Adapted from Paper D.

To complement the analytical investigation of motion cueing scaling, a subjective evaluation
was conducted to assess how different scaling strategies are perceived during dynamic
driving (Paper D). The purpose of the test was to evaluate whether the theoretically derived
scaling relationships resulted in perceptually relevant differences during driving. The test
was carried out in a moving-base driving simulator on a virtual winter test track including
slalom manoeuvres and an open double lane-change. These manoeuvres were selected to
induce both rapid transients and large body slip angles. Six professional vehicle test drivers
participated, all of whom regularly conduct subjective vehicle dynamics assessments in both
simulators and real vehicles. A pairwise comparison procedure was used wherein drivers
evaluated two cueing configurations back to back.

The results of this comparison are found in Figure 43, with CV denoting the setting for V, =
0,i.e. K; = K,,, and CR, denoting the setting for R, = 0, i.e. K;, = \/K,:
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Figure 43: Comparative ratings between the CV Setting (retained velocity) and the CR Setting
(retained radius). From Paper D.

The results showed a general preference for the strategy retaining consistency in path radius
(CR) over the strategy retaining consistency in vehicle velocity (CV). The CR strategy was
particularly favoured during cornering and corner exits, for which drivers reported improved
predictability and more natural slip behaviour.

Overall, CV was perceived as offering a precise and realistic turn-in response, with better
onset precision, while CR was perceived as more yaw responsive but less precise at turn-in,
becoming more realistic at mid-corner and corner exit, where the path radius is small. This
indicates that the CR setting is favourable when the Ackermann angle and gaze are important
cues and low frequency performance is of interest, while the CV setting is more realistic
when the initial yaw and acceleration cue are more important and the Ackermann angle and
gaze are less relevant, such as in straight-ahead and turn-in events, when high frequency
content around zero input is more important.

One likely explanation for this feedback is the effect a higher yaw gain versus lateral
acceleration gain has during an initial turn in. The lateral acceleration as a function of
longitudinal position during a turn-in event is illustrated in Figure 44.

ay +3Pd =0

Figure 44: Illustration of the point of zero acceleration during an initial turn-in event.
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The lateral acceleration at any longitudinal position in this case can be approximated by the
following equation:

ay +Px = a,(x) 9.7)

where x is the longitudinal distance from the CoG to the point of interest and v is the yaw
acceleration. The acceleration centre, located behind the vehicle during a turn-in event, is
found by making the acceleration a, (x) = 0:
" a,
ay,+yPd=0->d=—= (9.8)
14
By applying the same approach as in Section 6 for the geometric acceleration centre during
turn in, it is possible to estimate d when a force is applied to the front wheel at a distance f
in front of the centre of gravity:

N L (9.9)
J. 7 om
The dg¢ can be then found based on basic vehicle parameters:
_]z
deec =— .
o=t (9.10)

For a passenger car, this relationship is of the order of 1 m, i.e. the acceleration centre when
force is only applied to the front axle (and not on the rear), is roughly at the rear axle
(typically during the initial phase of a turn-in event such as a step-steer manoeuvre).

If the motion is then scaled in a simulator due to motion cueing, the distance at onset
becomes:

Ky,a —K.
sEm A ©.11)
Ky Kymf

Consequently, the distance ds = d is only correct if K), = K, while dg¢ moves towards the
motion application point (driver, CoG) if K;, becomes larger than K,,. This is an artefact of
motion scaling. In a setting where the corner radius is small, the solution K, = \/K_y works
reasonably well; however, during the first transient, this tuning will skew the turn-in
behaviour, thus making the car seem to build up forces more slowly at the rear axle since
distance d will be smaller. In conclusion, for straight ahead driving while evaluating
transients and high frequency inputs, K;, = K,, is most likely the better option for perceiving
vehicle dynamics in the correct way. When driving around a track with steady-state
cornering — the Ackermann angle, gaze angle and low frequency input are dominant — a gain
closer to K;, = \/K_y is likely to be the better option. In the end, however, it will be a
compromise when motions are scaled. For combined manoeuvres, a certain yaw feedback
gain somewhere inside the range defined by Equation 9.5 will likely be the better
compromise. This effect offers a possible explanation for the feedback obtained from the
test drivers during the simulator test. To illustrate how d is affected by scaling during
transients, a step-steer manoeuvre was conducted with a two-track full vehicle model,
including tyre and axle relaxation. The results are illustrated in Figure 45 and show that
during onset, the acceleration centre is well approximated by the geometric centre d;.. The
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results also show that the different scaling on lateral and yaw cues will affect this distance
at onset. As the yaw-acceleration is reduced towards steady state, the distance grows.
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Figure 45: Step-steer manoeuvre for a two-track full vehicle model (top). Resulting acceleration
centre distance d at onset (bottom).

Establishing which cueing should be used when, which corresponds to tuning the weights of
cost function J,, is a matter of future work. One possibility for obtaining cueing that is a
compromise between the two extremes is to have a frequency-dependent lateral cue trim
since the yaw acceleration is high mainly for fast transients (as illustrated in Figure 45). By
moving the motion application point either forwards or backwards by Ax in the simulator,
the lateral cue can be described by the following equation:

ays = Kya, + AxK;, 9.12)

In this case, a,, ; = K, a,when yaw acceleration 1 is small, which is sought in order to retain
the correct radius in the simulator after turn in when the Ackermann angle is significant,
such as when the vehicle is close to mid-corner and corner exits. To obtain dg = d at turn in

when yaw acceleration 1) is large, the longitudinal offset of the motion application point
should be:

WKy, — Ky)ay, = AxK; ) (9.13)
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which corresponds to a trimming of the lateral acceleration. Assuming that turn-in events
and steering correction is dominated by high frequency content closer to that of the vehicle’s
yaw response bandwidth while the high Ackermann angle manoeuvres tend towards lower
frequencies, then in a simulator setting this extra term should mainly act at onset. A simple
filtered formulation for motion cueing such as this is therefore:

S
ag = (Kyay + (1/1(3, - Ky) m ay> Gy(S) 9.14)

where G,,(s) is the nominal lateral cueing transfer function and s /(s + Wy ) is a first-order
high pass filter acting only on the trim factor. For high frequencies, the net onset gain tends
towards \/K_y, matching the yaw onset gain; for low frequencies, the trim vanishes and the
low-frequency behaviour remains governed by K. Thus, for high frequencies, the distance
of zero acceleration should tend to dg ~ d when the ratio of K, and K;, tends to 1, according
to Equation 9.11. For low frequencies, it will tend to ds = \/K—yd. An illustration of the
proposed strategy is shown as a Bode plot in Figure 46 using the reference strategies
introduced in Equation 9.13. The lateral cueing filter G, (s) in this case is a second-order
filter, Gipim (S) is a first-order high-pass filter as in Equation 9.14.

a, — a,: baseline vs onset trim, K, = 0.5, w, = 0.65 Hz, wyin = 1.5 Hz
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Figure 46: Bode plot of cueing with trim factor, with two standard motion cueing strategies as
references.

The trim-based strategy has been implemented on a compact driving simulator, but it has not
been through structured tests — this is left to address in future work. The purpose of including
it in this work is to highlight it as a candidate for a cueing strategy which is a compromise
between the two extremes in the range.

Overall, the subjective evaluation and analytical findings point in the same direction. The
preference for different scaling strategies in varying driving situations aligns with the
derived constraints on yaw rate scaling relative to lateral acceleration scaling, and it can be
concluded that no single fixed scaling strategy provides optimal perception across both
transient and steady-state manoeuvres.
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10 Reachable sets for workspace adaptation

The challenge of motion cueing tuning stems directly from the constraints imposed by the
robot used for the task of producing the motion cueing. Driving simulators often consist of
parallel robots such as hexapods. These types of robots have nontrivial workspaces since
actuators are strongly coupled to each degree of freedom. Although the coupling of each
DOF to each actuator makes the hexapod a challenging case for motion cueing tuning, it also
allows the hexapod to produce motion in six degrees of freedom. Furthermore, most
hexapods are not able to produce large horizontal and yaw motions at the same time. To get
around this, the hexapod is often combined with another robot such as an XY table, which
is a 2-DOF robot that can produce horizontal motion. This allows the hexapod to mainly
produce the other four degrees of freedom without wasting workspace on horizontal motion.
Other platform options, such as the tripod [33] and wire-driven DiM-400 platform by VI-
Grade, are capable of producing yaw as well. Additionally, simulators such as Dynisma
solve this problem with an XY table and a rotating table. Workspace constraints are one of
the main reasons for choosing the MPC cueing approach. However, this is challenging in
practice, partly because the workspace constraints are nonlinear and the workspace itself is
nonconvex [8], thus making it necessary to conduct nonlinear optimisation in real time. This
is computationally expensive at high control frequencies. In practice, this is often solved by
introducing linear constraints on the motion in each degree of freedom and using linear
optimisation. This is still costly compared to a classic cueing strategy using only filters, but
it is possible to run linear MPC hundreds of times per second. In any case, MPC has more
limitations in practical usage. First, the horizon of acceleration and velocity reference
forward is unknown and normally assumed to be zero for the samples after sample t = 0,
i.e. only the first input sample of the optimised trajectory is used. This signifies that the
solution is not necessarily optimal. Moreover, MPC deals with constraints relative to the
output of the motion cueing. Since constraints are imposed as linear box constraints and
workspaces are generally not boxed shaped, washout is often introduced to avoid actuator
constraints similar to those of classical washout. This washout effect has some drawbacks;
first and foremost, it creates false cues since it moves in opposite direction of the onset cue
and also reduces the available workspace for the onset cue.

The drawback of setting the washout to neutral can be shown by simulating two onset cues
in a row, as shown in Figure 47. The reference acceleration is limited to 50% of the vehicle
acceleration, and for the initial step of -5 m/s? at t = 0 s, the simulator performs roughly at -
4 m/s?. When the acceleration steps from —5 to +5 m/s? at t = 3 s, the required cue is twice
as large as the first. The washout approach can only use roughly half of the available
workspace for this second onset due to the washout to neutral. Another approach, presented
in Paper G and denoted as quasistatic positioning (QSP), uses the knowledge of the
vehicle’s acceleration limits. When a vehicle is utilising all its acceleration capacity ay, min
in, for example, a negative Y direction, it is in theory safe to position the simulator close to
the workspace limit in the negative Y direction since the vehicle cannot generate further
acceleration such that a, < @, s, and thus cannot generate a further cue in the negative
direction. In principle, the input of the cueing is constrained, and for a stable cueing filter,
so is also the output. Both the washout and QSP approaches generate an onset cue, but the
washout begins returning the platform toward neutral immediately after the onset whereas
QSP holds the position at the workspace boundary. QSP, having kept the full workspace
available for the next cue, performs the onset without hitting constraints and produces a

65



smaller false cue. By knowing the limits of the input, it is possible to position the simulator
such that space is left proportional to the size of the expected acceleration input.
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Figure 47: Simulated response of a washout-to-neutral strategy and a strategy which has a steady-
state offset (Paper G).

This approach was used in Paper G to generate target positions in steady state for an MPC
controller operating a tripod with X, Y and Z rotation as DOFs. The target positions in 3D
form a set of positions derived from the acceleration envelope and optimised to the
workspace, as shown in Figure 48. See Paper G and Appendix C for more information.
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Figure 48: QSP set adapted to the workspace (Paper G).

The QSP approach shows that the workspace necessary to achieve the cueing could be
reduced by 20% while at the same time reducing false cues by 10%. This is possible because
QSP achieves closer reference tracking compared to a washout approach. The improved
cueing performance is illustrated in Figure 49, and the reduced workspace usage is presented
in Figure 50. QSP can be used as a modification to existing MPC strategies to make the
positioning more intelligent, or it can be implemented with a classic second-order filter for
automatic tuning with regards to the workspace to obtain offsets and scaling. It can also be
extended to a 6-DOF robot since vertical position, pitch and roll are also limited within its
range for normal vehicle dynamics manoeuvres.

For vehicle dynamics manoeuvres, the inputs to motion cueing are in fact possible to
estimate using standard methods such as logging data from a driver in the loop, lap-time
optimisation, and generation of the performance envelope as shown in Paper H. This
includes acceleration, acceleration-induced heave, roll and pitch, as well as the steady-state
yaw rate.
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Figure 49: False cues for perceived a, (top) and perceived longitudinal acceleration during brake
and acceleration manoeuvres (bottom). Further details can be found in Paper G.
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Figure 50: Platform position in the XY-plane (Paper G).
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10.1 Minkowski addition

Since it is possible to estimate the admissible inputs into motion cueing, it is possible to use
reachability analysis of the cueing to calculate the reachable position set and not simply rely
on steady-state approximations.

Minkowski summation is a method which enables the use of set-based reachability analysis
if given a motion cueing and admissible input set. The Minkowski summation method is
described in detail in Paper H and Appendix D. This is one method that can be used to
calculate the reachable set. Other methods such as brute force simulation to sample random
points from the admissible input set and simulate the cueing response further enable
reachable-set calculations for nonlinear motion cueing strategies [64]. This enables
reachable sets to be used not only for evaluating linear cueing strategies, but also for
nonlinear strategies, although at the expense of computational cost.

10.2 Reachable motion cueing set

Forward reachability for motion cueing tuning can adapt offline objective motion cueing to
the workspace constraints at hand. This provides some opportunities since it reduces the
need to conduct online constraints evaluation during cueing, which is the big motivator for
model predictive control. This is possible to know a priori because an admissible input set is
known. An admissible acceleration input set can be generated as described in Paper H,
which is shown for a race car for some different velocities in Figure 51. In principle, a linear
quadratic control could thus be used as cueing algorithm for example, and the reachable
position set for this cueing for a given input set can be calculated and positioned in the
workspace to avoid constraints. This signifies that even for cueing without explicit
workspace constraints, it is possible to avoid the constraints even when using a non-washout
to neutral algorithm. As shown in the quasi-static methodology, it is also possible to optimise
the overall gain of the reachable set such that it maximises the use of the workspace. In this
work, the methodology is presented using a LQR regulator in X and Y as a double integrator
from acceleration to position, without washout to neutral, as shown in Paper H. Roll and
pitch are estimated from the input set, in this case using a second-order filter for roll with
acceleration as input, and a first-order filter for acceleration to kinematic pitch as mentioned
in Section 4.1.
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Figure 51: Acceleration envelope for a racing car at different velocities (modified from Paper H).

The reachable position set SP is adapted by utilising the same method as presented in
Appendix C. The same workspace that was used in Paper G and Paper H was used as the
example, generated from a sliding tripod robot. The gain is used to scale the motion cueing
gain for an LQ-regulator, or the cut-off frequency, or both, and the principle is the same as
presented in Appendix C. The gains and offsets can be obtained from Paper H. Workspace
adaptation for performance envelopes (PE) for three different velocities are presented in
Figure 52.
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Figure 52: Reachable position sets from LQR-based motion cueing (LQ-NW) adapted for
workspace constraints (adapted from Paper H).
By computing the union of the sets, a complete reachable set for motion cueing can be
established. The full reachable set, workspace and resulting platform positions for a
simulation using the resulting cueing is shown in Figure 53.
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Simulation: LQ-NW
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Figure 53: Resulting motion cueing trace for a LQ-NW strategy for a simulation with a complete
reachable set from the LQ-NW regulator (Paper H).

The 2D case described visualises this approach. Motion cueing algorithms in general do
produce 6D motion. The extension of the methodology is analogous to that of the 2D and
3D cases shown. To highlight this, the motion cueing system is formulated as a discrete-time
linear system driven by admissible accelerations from the vehicle acceleration envelope:

T
fk+1 = AMC-’?k + BMCdy a= [ax, ay, az] S lla, (101)

with the state vector:

i=[xxyyzippddyy] (10.2)
The system matrices were constructed from the translational and rotational cueing filters
together with simplified vehicle rotational dynamics since the PE did not contain roll and

pitch degree of freedoms. The filter definitions, yaw-rate approximation, roll-pitch model,
and parameter ranges used to construct Aycand By are provided in Appendix E.

The recursion to find the reachable position set S? (described in Appendix D) based on the
input set U, is performed analogous to the 2D case. The last step is to include potential
disturbances such as road roll angle a, and road pitch angle a,, i.e. disturbances from the
road or additional slip angle disturbance f, to take into account slip angles above PE-
generated slip angles to have margins for evasive slip angles. The ranges are applied as a
Minkowski summation such that:

Shic = SP @ Wyc (10.3)
where Wy, is the disturbance vector and is defined in Appendix E. The resulting set of

o . . .. s 7 71T
positions is the simulator position set Sﬁ,c:[xs,ys,zs, 0,0y, 92] represented as vertex
points.
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The resulting cueing reachable position set is illustrated in Figure 54 and Figure 55.
Generating the full set took 6.23 seconds on a standard laptop with an 17-6820HQ processor.
The interior points in the position set stem from the 6D convex hull projection down to the
3D representation and are not true interior points of the complete set. The parameters for this
cueing can be found in Table 2.

XY-¢ reachable set (full 6D set projected) XY-z reachable set (full 6D set projected)
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Figure 54: Reachable position set for pitch over cabin xy coordinates in the cueing frame of
reference (left), and vertical reachable set projected from 6D (right).
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Figure 55: Yaw reachable position set over cueing X coordinates (left), and roll reachable set
(right).
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Table 2: Motion cueing parameters for reachable set calculations

Parameter Value Unit Description
dt 0.1 ] Sampling time
Ky, Ky, K, Kp, KoKy, [0.50.50.1,1,1,/0.5] - Cueing gains
W,y 0.65 Hz Cueing frequency
[Bmin,Pmax] [-5 5] deg Yaw / sideslip band
Vertical acceleration
[az,min,Qzmax/ [-55] m/s? bounds
Wy, Wep 2.5 Hz Eigen-frequency roll, pitch
2
Roll gradient 0.3 deg/(m/s?) Roll per 1 m/s* lateral
acceleration
. . Pitch per 1 m/s?
2
Pitch gradient 0.2 deg/(m/s?) longitudinal acceleration
[@xmin, Xx;max/ [-33] deg Roll band
[ay,min,ay,max] [-33] deg Pitch band

10.3 Workspace adaptation for cascaded robots

The next step is to fit the reachable set into the workspace of the simulator while maximising
the use of space. Once again, this is similar to the methodology already shown, but some
differences arise in this case. The scale of the reachable set could be applied isometrically
across the cueing degrees of freedom, and this would arguably be valid if roll and pitch were
downscaled to that of lateral and longitudinal acceleration for example. As Section 7 showed,
the roll and pitch cueing arguably benefits from being scaled similar to K,,;,, i.e. these should
be constrained to that of the visual gain. Moreover, the cascading of a hexapod and tripod
system requires particular care for workspace adaptation since the relationship between the
hexapod and tripod is nontrivial. In this case, a scaling rule is applied to distribute motion
between the hexapod and tripod. The entire formulation of this problem involving workspace
adaptation is outlined in Appendix E.

The resulting reachable set adaptation is presented in Figure 58. The projection of the
reachable set (RS) onto a 3D shape shows the effect of parallel robots, where the RS does
not reach the limit for the projected 3D case; however, since each vertex point of the RS
corresponds to a 6D motion, the actuators are in fact constraints. This explains why the RS
seemingly fills a small part of the workspace when projected onto 3D space.

To evaluate the RS set adaptation, the motion cueing was simulated with an input trajectory
generated by the use of the admissible input set. The motion cueing output is presented in
Figure 56, and the resulting actuator lengths are presented in Figure 57.
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Figure 56: Motion cueing output data for the logged data.
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Figure 57: Actuator lengths for the simulated data. Dashed lines show constraints.
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The simulated results shows that the actuators are close to their constraints, but they do not
deviate outside of their admissible range. The resulting trajectories are also presented in
Figure 58 in the 3D projection. The simulated trajectories show that they are well described
by the RS for this manoeuvre.

Workspace + Trajectory (Yaw)
Workspace + Trajectory (Pitch) [ Iworkspace

Roll [deg]

° o ¥ [m]

05
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Figure 58: Reachable set adaptation projected to pitch (top left), yaw (top right), roll (bottom left)
and Z (bottom right). The trajectories from a simulated run using the cueing are also included.

This methodology could be extended and applied in a number of different ways. First, the
results show that at a minimum, it is possible to use forward reachability to tune motion
cueing for a given workspace in 6D for a cascaded system. This enables constraints to be
embedded into the tuning of a linear motion cueing, as described in this section. Furthermore,
the resulting RS is a convex or close-to-convex shape, and its constraints could therefore be
used for explicitly constraining linear filters online as well as constraints for a linear MPC
controller without a significant increase in computational cost. Solving this for only a
hexapod or tripod is a subproblem of the problem described in this section. The RS could be
used for many other different purposes than shown here. The methodology should be seen
as step towards objective motion cueing tuning rather than a completely finished framework.
Several improvements could be made in terms of describing the input set and how the
cascaded system operates together. In this case, both the hexapod and tripod are based on
the same RS such that the tripod position in X, Y and yaw is proportional to the hexapod
position in X, Y and yaw. The tripod position could, for example, be an independent part of
the optimisation problem to maximise the use of the workspace even further.
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11 Summary of appended papers

This section presents a summary of the results presented in the appended Papers A-H. Paper
A is an analysis of the positioning of the longitudinal axis of rotation (AoR) for roll feedback
in a driving simulator. The use of linear models for vehicle dynamics and human motion
perception enables classical control theories to show the effect of different AoR positions.
The AoR positioning was further optimised via nonlinear optimisation based on logged data
and assessed using subjective assessment. Paper B investigates the use of tilt coordination
for low frequency acceleration feedback during electric power assisted steering (EPAS)
tuning in winter conditions. This investigation was motivated by a shift towards lower
frequencies during winter testing compared to summer testing. Paper C investigates how
human gaze behaviour can be used to evaluate and develop yaw cueing feedback in a driving
simulator and how partitioning of yaw states enhances human gaze behaviour. Paper D is
an in-depth study on the scaling of lateral acceleration and yaw feedback for vehicle
dynamics. The study rendered a framework that relates acceleration to yaw rate in
downscaled cueing, and it further investigated how partitioning the yaw cue avoids filtering
vehicle-specific cues. The partitioning strategy was further developed for roll, pitch and
vertical degrees of freedom in Paper E, and its evaluation during standard manoeuvres
demonstrated its advantages over existing strategies. In Paper F, the strategy of partitioning
was applied to pitch feedback and evaluated using human gaze models for pitch during
different manoeuvres. During the evaluation, it showed improved human motion perception
and visual perception compared to existing strategies. In Paper G, a methodology to reduce
false cues in driving simulators was developed using the vehicle performance envelope. This
strategy, which positions the simulator within the workspace according to where the vehicle
is operating in the performance envelope, reduces the need to blindly wash out to neutral,
thus minimising false cues and improving workspace usage while enhancing cueing
performance. The strategy was further developed in Paper H by performing a reachability
analysis with the vehicle performance envelope to adapt and optimise motion cueing for a
workspace. Altogether, the work resulted in the creation of a framework for objective motion
cueing tuning for general cueing in a simulator workspace, thereby creating an automated
process for cueing tuning that takes into account workspace constraints and vehicle
characteristics while ensuring workspace utilisation and enabling a more efficient virtual
development process.

11.1 Paper A: Enhancing perception of vehicle motion by objective positioning of
the longitudinal axis of rotation in driving simulators

This study investigates how the longitudinal axis of rotation (X4,z) in a driving simulator
should be positioned in the vertical/lateral plane to improve the perceived fidelity of vehicle
motion. The analysis combines objective offline modelling with logged driving data
optimisation and subjective evaluation by professional test drivers.

A linear vehicle-simulator driver model based on a classical motion cueing algorithm was
developed to evaluate the effect of the X,,;z position. Two reference points were
investigated: one AoR located on the vehicle roll axis, and one AoR located at the driver’s
head. The model was used to assess the transfer of vehicle acceleration and yaw rate to
perceived acceleration at the driver’s head.

The linear analysis indicated that using the driver’s head as the reference point provides a
more accurate relationship between vehicle motion and perceived motion in terms of both
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acceleration magnitude and the coupling between perceived yaw rate and lateral
acceleration. To further investigate the optimal axis placement, a nonlinear offline
optimisation procedure was performed using recorded simulator data. Both the linear model
and the optimisation favoured positioning the X,,r close to the driver’s head since this
reduces false motion cues arising from roll feedback during transient manoeuvres.

A subjective study was conducted to validate these findings. Three simulator configurations
were compared: Setting A, with the X,,r at the vehicle roll axis; Setting B, with the
Xaor placed slightly below the driver’s head based on the optimisation procedure; and
Setting C, which incorporated transport delays into the optimisation procedure and placed
the X4,r closer to the eye position. IMU measurements at the driver’s head were recorded
to support the subjective evaluation.

The results showed clear differences in motion behaviour between the configurations.
Setting A produced noticeable phase shifts and false jerks during rapid direction changes,
followed by overshoots in lateral acceleration. In contrast, Settings B and C exhibited
reduced phase lag, lower jerk levels, and peak accelerations closer to the reference vehicle’s
response.

Subjective ratings were largely consistent with the objective results, with drivers generally
preferring configurations in which the axis of rotation was located near the head. However,
some disagreement remained between drivers when comparing Settings B and C. This
variation was attributed to the small differences between the two configurations, the potential
order effects in the testing procedure, differing levels of simulator adaptation and variations
in simulator experience among the drivers.

11.2 Paper B: Motion cueing for winter test conditions

This work investigated an adaptation made to the motion cueing algorithm in order to
improve EPAS tuning in winter test conditions. This adaptation was developed and
supported using the logged data collected during physical vehicle tuning sessions in both dry
and low-friction environments showing an increased weight in low frequency content.

The motion cueing adaptation focused on modifying tilt coordination and onset filter tuning.
The parameters governing coordinated tilt were optimised offline using a nonlinear
optimisation procedure based on the recorded data. This optimisation process was guided by
a linear model and produced two candidate configurations: Setting B, in which false motion
cues were not penalised, and Setting C, in which false motion cues were included in the cost
function. Setting C was selected for further subjective evaluation and compared against
Setting A, which did not use coordinated tilt.

A subjective assessment involving six expert drivers was conducted using pairwise
comparison. An objective analysis was also performed that showed a better correlation
between vehicle and simulator lateral acceleration when tilt coordination was enabled along
with a reduction in false lateral acceleration cues at the driver’s head.

Despite these objective improvements, subjective responses were mixed. Two drivers
reported negative effects associated with tilt coordination, and most drivers detected
noticeable changes in roll behaviour. One driver remarked that “the car/sim was doing stuff
when I wasn’t,” indicating that the tilt motion was perceptible and that the build-up of tilt
angle introduced phase lag in the lateral acceleration cue. Several drivers also commented
on changes in perceived vehicle balance, thus highlighting the strong coupling between
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lateral acceleration feedback and yaw response, which directly influences perceived slip
angle development.

The foremost contribution of this study is its demonstration that tilt coordination not only
affects perceived acceleration levels but also perceived roll behaviour and vehicle balance,
even with low tilt rate limits. This underlines the trade-off between increasing motion
realism and preserving accurate vehicle dynamics perception. The results suggest that tilt
coordination is problematic when applied in driving simulators intended for vehicle
dynamics evaluation and chassis tuning since it affects the perceived vehicle characteristics.

11.3 Paper C: Driver gaze model for motion cueing yaw feedback optimisation

Paper C describes the development of a driver gaze model intended to support the evaluation
of yaw motion cueing in driving simulators. The model is grounded in established research
on gaze stabilisation reflexes during trunk motion as well as empirical observations of driver
gaze behaviour during cornering.

The purpose of the gaze model is to provide a more representative reference signal for yaw
motion cueing and to establish a stronger link between motion feedback and the simulator’s
visual system. By incorporating apex fixation behaviour, the model reproduces the tendency
of drivers to focus on specific points during cornering. The results demonstrate a clear
discrepancy between vehicle yaw rate and global head yaw rate, with head motion exhibiting
a phase lead relative to vehicle motion.

Using the predicted head motion as a reference, the model was applied to evaluate four yaw
cueing strategies. Two of these strategies relied on vestibular modelling combined with high-
pass filtering, while the remaining two used only high-pass filtering. In addition, the study
investigated the effect of separating body slip angle from the high-pass filtering typically
applied in motion cueing. This separation was motivated by the observation that slip angle
and slip rate contain both low- and high-frequency components but remain bounded in
magnitude, thus enabling them to be reproduced directly by the simulator without filtering.
This approach relies on the fact that the yaw rate can be decomposed into a kinematic
component describing instantaneous path curvature and a body slip component describing
vehicle yaw angle with respect to the path, with the slip angle being amplitude-limited during
driving. The evaluated strategies were:

e MC-SCC: yaw rate processed through a semicircular canal model and a high-pass
filter

e MC-SS-SCC: kinematic yaw rate processed through a semicircular canal model and
high-pass filter, combined with an unfiltered slip angle scaled by a gain

e SMC: yaw rate filtered only through a high-pass filter

e SMC-SS: kinematic yaw rate filtered through a high-pass filter, combined with an
unfiltered slip angle scaled by a gain

Among these, the SMC-SS strategy produced the best correlation between the reference and
simulated head motions, indicating improved fidelity in reproducing driver head dynamics.

This work concluded that the gaze model provides a more suitable reference for evaluating
yaw motion cueing than traditional vestibular models alone. The results highlight systematic
differences between vehicle yaw rate and head yaw motion, suggesting that fixed vestibular
models are an oversimplification when used for yaw feedback in vehicle dynamics
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simulations. The findings also indicate that retaining the slip angle as an unfiltered signal
improves yaw cueing performance regardless of whether a vestibular model is included.

Overall, this work increases the understanding of driver gaze behaviour and demonstrates its
relevance in motion cueing design. It also points to the need for more detailed human motion
perception models when simulators are used for limit handling and low-friction vehicle
dynamics evaluation.

11.4 Paper D: Motion cueing scaling for planar vehicle dynamics and body slip
feedback

Paper D investigates the scaling of planar motion cues and lateral slip feedback in driving
simulators to improve the fidelity of vehicle stability evaluation under transient and low-
friction conditions. The study addresses the necessary motion scaling caused by workspace
limitations, which in turn distorts the relationships between lateral acceleration, yaw rate and
body slip dynamics.

A theoretical framework based on quasi-steady circular motion was developed to analyse
how scaling affects the coupling between planar vehicle states. Two motion cueing strategies
were formulated, one preserving path radius (CR) — implying reduced velocity — and one
preserving velocity (CV) — implying an increased path radius. The results show that these
two strategies place suitable constraints on the admissible scaling of yaw rate relative to
lateral acceleration. Furthermore, the results highlight that scaling introduces errors in both
the spatial and temporal domains, which exist due to the scaling itself.

The handling of lateral slip feedback was also examined. It was shown analytically that
separate states could be created for yaw feedback but not for acceleration. Hence, yaw rate
was separated into kinematic yaw rate and body slip feedback. By not filtering the slip rate,
phase errors and false cues during transients were successfully reduced. The results indicate
that slip rate should not be high-pass filtered but should only be scaled consistently with yaw
rate to preserve correct dynamic relationships and avoid perceptual artefacts.

A subjective evaluation was conducted using a moving-base driving simulator that compared
the two scaling strategies (CR and CV) as well as separated versus filtered slip feedback. Six
professional test drivers performed pairwise comparisons in winter test scenarios involving
transient manoeuvres. The results show a general preference for the radius-preserving
strategy (CR), which provides more consistent spatial cues and improved controllability,
particularly during corner exit and large-slip conditions. The velocity-preserving strategy
(CV), however, performed better at turn in and smaller amplitude inputs. Additionally, a
clear and unanimous preference was expressed for separating slip feedback over classical
filtered approaches due to improved predictability, more realistic grip-loss behaviour and
reduced false motion cues.

Overall, the study demonstrates that maintaining geometric consistency in path radius,
combined with unfiltered and consistently scaled slip feedback, improves the fidelity of
motion cueing for vehicle stability assessment in winter conditions. These findings provide
a theoretical basis for tuning motion cueing algorithms in simulators in which scaling is
necessary due to workspace constraints.

11.5 Paper E: Leveraging driving simulator advances in early phase vehicle
development - Partitioning of vehicle states for enhanced motion feedback

In this article, a motion cueing methodology based on the partitioning of vehicle states was
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proposed to improve motion fidelity in moving-base driving simulators. The approach
addresses the limitations of conventional high-pass filtering, which attenuates important
vehicle dynamics and decreases the realistic nature of simulator feedback.

The method breaks down vehicle motion into terrain-induced and vehicle-induced
components, thereby enabling the selective filtering of global motion while preserving local
vehicle dynamics. Two partitioning strategies were investigated: a velocity-based approach
for pitch, and a more general method using tyre contact points to estimate the ground plane,
which extends to roll and vertical motion. The simulation results demonstrate that the
partitioned approach maintains vehicle-relative motion with near one-to-one correspondence
during what can be seen as driver-induced acceleration such as braking and cornering, while
conventional filtering removes or distorts these cues. Partitioning leads to improved
simulator-to-vehicle motion correlation both in transient and steady-state conditions for
these events.

The findings indicate that the partitioning of vehicle states provides a simple and effective
means of improving motion cueing fidelity in order to produce more reliable subjective
evaluations in early-phase vehicle development.

11.6 Paper F: Pitch motion cueing in driving simulators: Effects of head
stabilisation on vestibular and visual responses

In Paper F, the influence of motion cueing on human head and gaze dynamics was
investigated, with evaluations based on retinal slip and vestibular stimulation. The study
expands on the common assumption used in modern motion cueing algorithms that the
driver’s head is rigidly fixed to the simulator cabin by instead incorporating a simplified
model of the vestibulo-collic reflex (VCR) to account for realistic head stabilisation.

A modelling framework was developed by combining a linear vehicle pitch model, a VCR-
based head-neck model, a gaze model based on a moving foveal point, and a semicircular
canal (SCC) model. This framework was used to evaluate three motion cueing strategies: a
classical washout filter, a model predictive control (MPC) approach using a fixed vestibular
model, and a state-partitioned strategy separating terrain-induced pitch from vehicle body
pitch. The evaluation was conducted for a crest-and-brake manoeuvre representative of
combined low- and high-frequency pitch dynamics.

The results show that the dominant differences between cueing strategies arise from their
phase characteristics. The MPC approach performs well for low-frequency terrain excitation
due to tilt coordination, but it introduces significant phase delay during braking transients.
This delay leads to incorrect timing between visual and inertial cues, thus producing elevated
gaze rate errors and increased retinal slip. The classical washout algorithm maintains phase
alignment but fails to preserve steady-state pitch behaviour and exhibits worse overall
motion correlation compared to the other two strategies. In contrast, the state-partitioned
strategy preserves vehicle-related pitch motion while filtering only terrain-induced
components, which results in accurate tracking during vehicle-induced transients, consistent
gaze behaviour and lower retinal slip.

Incorporating VCR-based head dynamics reveals that vestibular input differs substantially
from predictions based on cabin-fixed models. The head motion induced by trunk dynamics
alters the SCC response, and comparisons show that fixed-head vestibular models
overestimate the actual vestibular stimulus during pitch. When longitudinal acceleration
effects are included, acceleration-induced head dynamics dominate the vestibular response,
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further reducing the relevance of cabin-fixed assumptions.

The results show that accurate phase alignment and the preservation of vehicle-to-simulator
motion correlation are more critical than embedding detailed vestibular models within the
cueing algorithm. The results support the use of state-partitioned cueing strategies, highlight
the limitations of fixed vestibular representations and provide a more physically relevant
basis for motion cueing design in high-performance driving simulators, all while reducing
online computational costs by avoiding online optimisation.

11.7 Paper G: False cue reduction in motion cueing utilising the vehicle
performance envelope

In this work, a novel method was presented for reducing false cues and improving workspace
efficiency in model predictive control-based motion cueing. Conventional MPC algorithms
in which future vehicle trajectory is unknown typically return the motion platform to a
neutral position after an onset cue to avoid hardware constraints. This "washout to neutral"
strategy causes false motion cues and results in an inefficient use of the simulator's
workspace.

To address this limitation, a quasi-static positioning (QSP) strategy was developed that
utilises the vehicle's quasi-static performance envelope to generate reference platform
positions. The core principle of QSP is to position the platform based on the current vehicle
state and its maximum reachable acceleration in any given direction rather than simply
returning it to a neutral centre. To implement this strategy, the vehicle’s performance
envelope was first generated across different velocities. This envelope was then mapped to
the simulator’s workspace using a nonlinear optimisation procedure to maximise the
operational set within the physical constraints of the platform. Finally, this QSP reference
was integrated into an MPC framework designed to track both vestibular and position
references.

This proposed QSP method was evaluated against a standard washout strategy using lap-
time simulation data. The results demonstrated that the QSP method provided improved
tracking performance along with a notable reduction in false cues. Specifically, false cues
were cumulatively reduced by approximately 10% for longitudinal acceleration, 20% for
lateral acceleration and 25% for yaw acceleration over the course of the simulated lap.
Despite achieving closer reference tracking, the QSP method also reduced peak-to-peak
translational space usage by about 20% in both the X and Y directions, demonstrating
significantly more efficient use of the simulator's workspace.

11.8 Paper H: Objective motion cueing tuning based on reachability and vehicle
performance envelope

In Paper H, the objective tuning of motion cueing was investigated by integrating vehicle
performance envelopes with reachability analysis. Traditional algorithms often rely on
manual tuning and position washout to manage platform constraints, which can lead to
inefficient workspace utilisation and the introduction of false motion cues. To address these
limitations, a methodology was developed that replaces the standard "washout to neutral”
strategy with a robust, set-based positioning approach that considers the vehicle’s physical
acceleration capacity.

The methodology utilises a velocity-dependent acceleration envelope to define a closed set
of admissible vehicle inputs. By propagating this input set through the motion cueing
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dynamics, a reachable position set is estimated that represents all potential platform
displacements for a given configuration. This reachable set is then mapped to the physical
workspace using nonlinear optimisation. This process automates the selection of gains and
prepositioning, thus ensuring that the platform remains within hardware limits while
maximising the available motion space.

The performance of the proposed objective tuning method was evaluated against manual
tuning and standard washout strategies using track data. The results indicate that the method
significantly improves workspace utilisation. By eliminating the need for constant position
washout, the approach reduces false cues during steady-state manoeuvres while maintaining
high-fidelity acceleration feedback. This framework provides a computationally efficient
offline alternative to complex real-time optimisation, enabling motion feedback that is better
suited to the unpredictable manoeuvres required in vehicle chassis development.
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12 Conclusions and scientific contributions

The purpose of this thesis work was to develop a framework for motion cueing that supports
vehicle dynamics evaluation in driving simulators while explicitly accounting for human
motion perception and simulator constraints. Within this context, two research questions
were posed.

The first question concerned how objective methods for motion cueing evaluation can be
used to enhance virtual vehicle dynamics development. This has been addressed by
enhancing human models for motion cueing evaluation purposes, specifically head/neck
dynamics such as gaze models. Additionally, offline evaluations focusing on perceptual false
cues have been considered as evaluation metrics allowing the relationship between vehicle
states, perceptual cues and simulator limitations to be analysed systematically.

The second question concerned how state-of-the-art motion cueing strategies can be
improved to better represent vehicle dynamics. This has been addressed by introducing a
perception-aware, vehicle-centric formulation of motion cueing wherein vehicle motion is
broken down and selectively filtered based on its physical and perceptual role rather than by
the degree of freedom. This question is also addressed by showing that motion cueing tuning
can be done objectively based on vehicle performance capacity and workspace constraints.

The main conclusion of this work is that motion cueing should be treated as a representation
problem related to vehicle dynamics characteristics rather than a simulator control problem.
A key finding is that filtering motion uniformly by degree of freedom is not appropriate for
active driving. Motion components within a single degree of freedom can have different
physical and perceptual roles, and treating them equivalently leads to a loss of vehicle
characteristics or false cues.

Vehicle motion can be broken down into path-related and vehicle-related components. Path-
related motion is unbounded and must be constrained to satisfy simulator workspace
limitations, while vehicle-related motion is bound by amplitude and can be reproduced with
high fidelity. This breakdown thus necessitates a state-partitioned formulation of motion
cueing, in which filtering is applied to path motion while vehicle-related states are retained,
in order to improve simulator-vehicle correspondence and reduce the number of false cues.
This enhances relative validity, since vehicle-motion-relative-to-path remains unfiltered,
meaning that parameter changes and their subsequent effects are preserved rather than
attenuated, thereby becoming more representative of real-life behaviour and easier for the
driver to distinguish. Furthermore, this increases the absolute validity — as these states
become less skewed, they should be easier to relate to real-life vehicles as well.

Since constrained workspaces require high-pass filtering in motion cueing, human motion
perception was a key challenge to address. Consequently, efforts have been made in this
thesis to expand on the existing state-of-the-art cueing strategies, which assume cabin-fixed
head and vestibular organs. It is also shown that human motion perception, in particular gaze
stabilisation reflexes such as VCR and VOR, imposes constraints on the rotational degrees
of freedom by connecting the visual stimuli to the motion stimuli. By taking these reflexes
into account, it is possible to show that consistency between visual and rotational cues is
necessary to avoid visual slip. These connections are not captured by cabin-fixed vestibular-
targeted cueing alone. The conclusion is that consistency between visual and rotational
motion cues is critical for realistic motion representation during active driving.
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In addition, the choice of motion reference point is studied by the use of linear models and
optimisation. The results show that the choice of motion reference point has a first-order
influence on perceived onset acceleration, signifying that it is essential to position the motion
reference point in such a way that the perceived vehicle characteristics are altered as little as
possible when vehicle motion is propagated via motion cueing. For planar vehicle dynamics,
placing the reference point close to the driver’s head yields onset cues that better correspond
to those of the real vehicle and reduce rotational-induced artefacts.

The thesis takes further steps to objectively tune motion cueing based on vehicle dynamics
characteristics. By investigating the kinematics and dynamics of a vehicle undergoing
circular motion, it is shown that motion scaling requires a careful selection of gains, which
constrains the possible scaling combinations between lateral cues and yaw cues. Suitable
scaling depends on the relationship between translational and rotational cues and varies
between transient and steady-state manoeuvres; transient manoeuvres benefit from cueing
that strives for consistency in the velocity coupling of yaw and lateral acceleration, while
steady-state- and low-radius cornering should strive for cueing with more consistency in the
corner radius coupling of yaw and lateral acceleration.

Finally, this work shows that simulator workspace constraints can be managed explicitly by
using forward reachability-based methods. This enables offline evaluation of cueing
feasibility, avoids unnecessary wash-to-neutral behaviour, and reduces false cues in onset
scenarios without relying on real-time optimisation. Due to this improvement, it is possible
to adapt the cueing for workspace constraints automatically offline based explicitly on
vehicle performance knowledge. The result is cueing adapted to the simulated vehicle and
the workspace of the simulator itself, thereby ensuring faster and more objective tuning
methodology while reducing false cues and increasing workspace efficiency.

In summary, by physically modelling vehicle motion using simulator motion and human
perception together, this thesis contributes to a transparent vehicle dynamics-centric
framework for objective motion cueing that combines vehicle dynamics and human
perception-aware design choices. This promotes more consistent use of driving simulators
for vehicle dynamics evaluation.

12.1 Future work

The work presented in this thesis establishes a vehicle-centric and perception-aware
framework for motion cueing in moving-base driving simulators. While the core structural
principles of the framework have been demonstrated and validated, several avenues for
research remain open and constitute natural extensions of this work.

One avenue concern human motion perception modelling. The thesis demonstrates that
cabin-fixed vestibular models are insufficient for representing rotational motion during
active driving and that gaze stabilisation reflexes impose first-order constraints on motion
cueing design. However, the perceptual models used remain intentionally simplified. Future
work should aim to refine these models. Refinements to the gaze model and development of
enhanced models such as haptic models for cueing design could provide important insights
into motion perception in vehicle dynamics. Quantitative identification of gaze and head
motion behaviour across different manoeuvres and driving tasks would allow for more
precise bounds on acceptable cueing discrepancies while still preserving the interpretability
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of the motion cueing design. Importantly, such refinement should remain grounded in
physically interpretable models rather than black-box optimisation in order to maintain
transparency and traceability to vehicle dynamics.

Another avenue of future research concerns the extension and generalisation of state
partitioning. The thesis shows that partitioning vehicle motion into path-related and vehicle-
related components is an effective structural principle for planar vehicle dynamics and yaw
motion, and that this principle can be extended to roll, pitch and vertical motion by separating
road-induced and vehicle-induced components. While the feasibility of this approach has
been demonstrated, some modelling choices remain open. The precise definition of rotation
centres for ground-induced roll and pitch, along with their dependence on road geometry,
vehicle configuration and driving task, require further investigation. Additionally, the
partitioning strategies developed in this work are tailored to passenger cars; extending the
framework to other vehicle classes such as heavy vehicles or off-road platforms may require
different boundedness assumptions and alternative state decomposition. Furthermore, the
vertical direction was not studied in this thesis, and ride-related cueing was not generally
studied either. This is a natural next step in the course of motion cueing research.

Although this work has only scratched the surface of the use of forward reachability in
driving simulator motion cueing design, it could be used to enhance the work in linear MPC
as well as adapt time-invariant motion-cueing algorithms to the workspace. Simple box
limits for some DOFs are also used in this work. Future work should focus on more precise
descriptions of limits that are of interest to vehicle dynamics evaluation and investigate how
forward reachability could be implemented to let motion-cueing algorithms such as MPC
make more informed optimisation decisions.
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Appendix A: Inverse kinematics

This appendix describes briefly the inverse kinematics problem, which is arguably the most
common kinematics used in simulator control today.

A parallel robot such as that depicted in Figure A.1, can be described with base and platform
positions according to A and B, where each is a 3 X j dimensional matrix and each column
is the X, Y, Z-coordinates for the j-th actuator. To calculate the j-th actuator’s length for a
given platform orientation, the problem ideally regards calculating a vector length ||LJ||
between two points /TJ and Ej in a 3-dimensional Euclidian space, which thus requires no
derivatives. If this calculation is performed at a high enough frequency, the motion will be
rendered smooth enough for the purpose of driving simulators.

Figure A.1: A representation of a parallel robot, in this case a hexapod platform, with actuators
represented as vectors and base A and platform B, which gives the actuator coordinates in space.

A is normally fixed when no subsystem is used, and B is obtained such that:
El = EO + ﬁ + RzyxEO (Al)

where B, is the geometry of the platform relative to the point of where translational motion
is applied on the platform in the coordinate system X, Y, Z and is a static matrix, p is the
translational position fed to the robot, and Ry, is the rotation matrix for rotation around the
X, Y, Z-axes. The formula for calculating the j-th actuator length is thus:

Il = (B - 4) = [Bex —4e)’ + (Bre, — 4,) + (Be. ~ 4je)”  (42)

Different types of parallel robots exist, such as robots utilising sliding sleds along a track on
the base instead of telescopic actuators. In this case, L; is a fixed and known quantity, and
the problem instead is to find the sled position A;e,, A;e,, A;e, along the track which fulfils

Equation A.2, and thus becomes a root solving problem. The principle of inverse kinematics
still stays the same.

For one actuator A’(j), with a linear or curved track, the actuator length can be calculated
by first solving the equation for k;:
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v(Dk; +AG) = A'()
(B:() —A'(N)? = df

where d; is the stay length for the j-th actuator, giving the fixed distance from one linear
stage to the platform. The position of the j-th actuator at zero length is denoted A(j) =

(A.3)

T . . . . .
[Xj0 Y}-O Z ]-0] , and the orientation of the actuator’s workspace is described by the unit vector,

. . . T . .
for a linear slider v(j) = [cxex, i Cyey i Cz€5 ]-] such that ||v(j)||=1. The factor k; is a scalar
which is solved for to obtain the correct actuator position such that the distance between the
actuator position A’(j) and the platform position B’ (j) equals d;.

By expanding Equation A.3 it is possible to rewrite it to solve for k;:
G =B"()—AQ)

: . A4

C} = 2v(Nk;C; + v(j)*kf —df = 0 (A4)

This is a second order root solving problem. Only one root is valid, which is normally the
root closest to the zero-length position of the actuator, given that there is hardware constrains
limiting the platform to be oriented to more than one side of the actuator. This corresponds
to the k; which is lowest, such that:

2v(j)k;C; b = C]-2 - djz

4 = () O
12 _ 9 i (A.5)

The length of the j-th actuator is then simply the magnitude of the unit vector times the scalar
solving the root problem:

L = |[v(Dk;] (A.6)
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Appendix B: Motion application point

This appendix describes the motion application point in a driving simulator and how it affects
the motion cueing. The motion application point is defined as where the motion cueing is
applied in the cockpit, or alternatively, the point of which the cockpit is rotated during
translation.

The motion application point is the point in the platform-fixed cabin frame (X, Y5, Z;) at
which the commanded translations and rotations are defined. To distinguish the cabin-fixed
frame from the axes about which platform rotations are executed, three axes of rotation
(AoR) are introduced: (X4or, Yaor, Zaor)- The corresponding translational application points
are defined as:

- lateral: intersection of the X, ,r axis with the YsZg plane,
- longitudinal: intersection of the Y, axis with the XgZg plane,
- vertical: intersection of the Z,g axis with the XsYs plane.

In a general 6-DOF robot, the three AoR axes do not necessarily intersect at a single point,
as illustrated in Figure B.1. This occurs, for example, if the roll AoR is chosen to coincide
with a vehicle roll axis, the pitch AoR with a pitch centre, and the yaw AoR with the vehicle
CoG.

ZADR’- =

Ax,sim .,

\YADR

Figure B.1: Illustration of the simulator platform fixed reference frame (X;, Y;, Z) and the axes of
rotation (X4or, Yaor, Zaor) Within this frame of reference, with each translational motion
application point on each AoR, as well as the driver head point 05, and the vector from each AoR to
the head point, denoted Proiy, Ppitcn and Dyqw-

Calculating the acceleration of the driver’s head point O, in the cabin frame of reference for
the case with AoR that does not intersect requires each contribution to be calculated
separately:
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ax,sim
Tsim = |:ay,sim],(1—JX'5 = [wys 00],@y5 = [0 w5 0], @5 = [00 w,]

Az,sim
Ao [[ex,s 0 0] : (éy,s X Ppitch + @z5 X Pyaw + @y,5 X (By,s X ﬁpireh) + W, X (az,s X ﬁyaw))l (B 1)
YD
[ay,ou] = G +[[0 €5 01 (B X Prou + Brs X Pyaw + B X (Bas X Brou) + By X (s X Byaw))
Az0p

[00e,]- (j’x,s X Drot + @y, X Dpiten + D5 X (D X Pron) + By,s X (@5 X ﬁpitch))J

where ey, e, and e, are the base components spanning the platform fixed frame of
reference and Proy1, Dpitcn and Pyq,y are orthogonal vectors from each AoR to the point Op.
For the case when three AoR intersect at one point, the vector p is the vector from the
intersecting point to the Op and thus the acceleration at Op, can be calculated as:

Ws = [wx,s Wy s wz,s]r P = Prou t+ Ppitch T Pyaw
ax,OD . (B2)
Ay,0p | = Agim + W5 X P + W X (@5 X P)
aZ,OD

The choice of application point and placement of the AoR have an important effect on the
cueing, while ag;,,, describes the acceleration at the point where all the AoR intersect in the
cabin frame at point Py, = Op — P.

Consider an ideal simulator reproducing the vehicle motion exactly at the point of interest.
If @ = Wyen and the head-point acceleration is required to match the vehicle head-point
acceleration, then:

Ay, = Asim + @5 X P+ @5 X (@5 X P) (B.3)
— — g _S; — — _s
ayeh = ag, + @ x pyr + @ x (@ X p,r) (B.4)
since the simulator acceleration is equal to the acceleration at the sampling point, Gg;,= Agp
for the ideal simulator; these can be substituted in Equation B.4:
— — - _S| — — _s — ER _S| — — _S]
ayeh =g, + @ X pop + @ X (B X Ppr) = Asim + @ X Por +@ X (@ X Pyr)  (B.S)
If agg’l = d,,, the vector between the head and the sampling point ﬁjg must be the same as
P, which fixates the sampling point in (X,,,Y,, Z,,) to the same coordinate as the application
point in (X, Y5, Z5) when the frames coincide relative to the head. Since p = Op — Py, the
acceleration ag;;,, must describe the acceleration at the point of AoR intersection:

aoD - w;s Xp— s X (@, x ﬁ) = aoD + w;s X (_ﬁ) + w; X (65 X (_ﬁ)) = dgim  (B.6)

where —p = Pip: — Op, which is the vector from the head point to the point of intersection
of'the AoR. This implies that to avoid deterministic kinematic artefacts at the point of interest
(here Op), the vehicle sampling point and simulator application point must coincide relative
to the head, and further, the sought cueing is applied only at the intersection point. The rest
will be a function of distance from the application point and the rotational cueing.

It is now meaningful to define one reference point, which location from the driver’s head
point O can be described by the vector p. This reference point is therefore treated as the
common cueing reference in both the vehicle and cabin frames.
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Appendix C: Quasistatic positioning

This appendix describes the quasistatic positioning strategy in driving simulators and shows
how it is possible to find a optimal quasistatic position of a simulator given simple
assumptions of the motion cueing.

For any asymptotically stable linear time invariant (LTI) system, a change in constant input
Aa,, produces an output trajectory whose amplitude scales linearly with Aa,,. Accordingly,
there exists a scalar K > 0 such that:

AP =K Aa,, (C.1)

where APdenotes the peak transient deviation from a stable asymptote. Linearity of the LTI
system ensures that the output amplitude is proportional to the input amplitude.

Let P denote the set of achievable positions for a given MCA under lateral acceleration input
a, (Figure C.1). The total span of the set is AP, where the left-hand portion AP, is
proportional to the maximum leftward acceleration change Aa,, ;, via

APL = CMC Aay’L (CZ)
and similarly on the right,
APR = CMC Aay,R. (C3)

These correspond to the peak position amplitudes of a linear cueing strategy. The set P lies
inside the 1-DOF workspace Lg, of extent ALg, and is positioned according to the steady-
state simulator position P;. The unused space between P and the workspace boundary
defines the margin ¢.
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Figure C.1: Acceleration envelope (top) and positioning of P inside the set L; (bottom)

The workspace can then be written as a function of the cueing:

AL; = AP + &= AP, + APy + ¢
ALS = CMc(Aay’L + Aay,R) + &
ALg = Cyc (ay,max —ay+a,— ay‘min) +¢
Setting € = 0 gives AP = AL;. The resulting expressions for Py and Cy;c becomes,

ALs; = Cyc (ay,max - ay,min)

AL AL
Ps=+ 25 - CMC(ay,max - ay) =- 2S + CMC(ay - ay,min)
a +a i
Py = Cye (ay _w)’po = P (a, = 0)

AL,
Cuc =
ay,max - ay,min

(C.4)

(C.5)

This gives a reference position Py that depends on the current acceleration and places the
MCA steady state asymptotical position proportionally to the a, within the acceleration
envelope. A standard second-order cueing filter with an offset Cyc(@jmax + @jmin)/2

exhibits exactly this mapping for acceleration:

2
Cryc Wyc jmax T Ajmin

P(s) = a; —C
) S+ 20yes +whe ¢ 2
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and its steady-state output matches the derived P;s. The key takeaway is that, under these
assumptions, the most space-efficient acceleration cueing corresponds to a simple critically
damped second-order filter without any washout.

For simulator yaw-feedback, a first order filter has the appropriate mapping:

Wyc Wz max Wz min
P(s) = Cye——— w, — Cyyo ———mMm———,
MC Z Mmc
S+ wyc 2

(C7
Where w;min and w, gy is the expected maximum and minimum yaw rate, typically
occurring at a, mqy at the slowest longitudinal velocity occurring during simulation. These
are typical motion cueing filters without washout. For a vehicle in quasi-static conditions,
these filters produce their steady state response, hence the name given to the strategy is
quasistatic positioning (QSP). The offset and Cy can easily be calculated for a 1-DOF
cueing in a 1-DOF workspace given that the acceleration limits from the vehicle is known
(yaw-rate limits can be estimated). This can be obtained from the acceleration envelope. For
nontrivial workspaces and nontrivial performance envelopes, the situation is not as simple.
As parallel mechanisms such as a tripod or a hexapods positioning affects the positioning in
another, the calculation of the gain and the offsets is a nonlinear problem, dependent on the
workspace constraints and the shape of the cueing envelope. Nonetheless, the approach
describes for 1-DOF extends naturally to more degrees of freedom.

By using the acceleration envelope to calculate the shape of the steady state cueing envelope,
a set of steady state positions can be obtained such as:

Cx
Gosp=Gpg Cy (C.8)
Co,

where Gpgp = [C_lx, ay, ‘;—y], i.e. the performance envelope including corresponding steady
X
state yaw rate, and the bar indicates that these are numeric arrays of vertices. An example of

Gpr(V, = 15 m/s) is illustrated in Figure C.2.
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Performance envelope

w_ [radis]

z

a, [mis?]

Figure C.2: Performance envelope at 15 m/s

To utilise the maximum of the workspace, the cueing steady state positions can now be
adapted to the workspace by formulating the optimisation problem of maximising the overall
cueing gain:

maximise: Cyc
subject to:

Pgim = GospCuc + Po
L= f(Psim) (C.9)

Zmin < Z < Zmax
emin <6< emax
&min <a< amax

where P, is the offset in X, Y and yaw direction, f(Ps;,,) is the nonlinear kinematic function
and L, and L, are the lower and upper bounds of actuator lengths, 8,,;, and 8,45
constraints of the yaw angle, and @, @mqy 18 interference constraints of the actuators. The
bars indicate that these are arrays for each point of the position set Pg;p,,. The key idea is
unchanged from the 1-DOF derivation: each admissible input [ax, ay, wz] corresponds to a
steady-state platform position P;,,,, and the complete admissible input set generates a steady-
state position set that should be placed within the platform workspace. Such that the
simulator is used to its maximum. P, for each input is now a steady state position of the
simulator, the target to track for the MPC-controller.
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Appendix D: Minkowski summation

This appendix describes the process of Minkowski summation in the context of motion
cueing reachability analysis. Furthermore, it describes how Minkowski summation can be
simplified by assumptions of the convexity of the input set, i.e. the performance envelope.

For a linear time-invariant system:

Xk+1 = Axk + Buk (Dl)

The reachable set describes all states that can be attained from an initial state under all
admissible inputs. Assuming the initial state is x, = 0 and the admissible disturbance or
input set w is convex, compact, and contains the origin, the one-step reachable set is

S1=Axo @ w (D.2)

where @ denotes Minkowski addition. If the disturbance set is constant and the matrix A is
strictly stable, the reachable set propagates according to

Sk+1 = AS, @ w (D.3)

In the context of motion cueing, the acceleration input acts as the disturbance, so w = Bu,
where u lies in a closed and compact set U of admissible inputs. The acceleration envelope
obtained from vehicle performance therefore defines U, and Equation D.3 yields the
reachable set of all states that the motion-cueing algorithm can produce under all admissible
accelerations.

In this work, the goal is to determine the reachable positions, not the full state. Since the
MCA dynamics for translation can be modelled as a discrete integrator, the state consists of
at least position and velocity, and the reachable position set is obtained by projecting Syonto
the position coordinates:

S}f = projpos(sk) (D~4)

Propagation continues until the position set converges, i.e.

sk, cs? (D.5)

or until steady state is considered reached based on the response time of the system.

It is important to note that Sj guarantees constraint satisfaction only if the actual input u
remains inside U during operation. When U is convex, this condition can be enforced by
representing U with linear inequalities Mu < b. In the present work, this explicit constraint
is not required, as the same acceleration data used to construct U (from the acceleration
envelope and lap-time simulation) is also used as input when evaluating the cueing
performance.

The full Minkowski summation is an inefficient algorithm because it generates all interior
points of the set, while only the boundary is relevant for checking workspace feasibility. A
more compact representation is obtained using support functions.
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The Shapley-Folkman theorem [65] provides intuition that Minkowski sums of many sets in
low dimension tend to become nearly convex. In the present application, the reachable set is
formed by repeated Minkowski addition of the input contribution, and the resulting boundary
was found to be only marginally affected by replacing the admissible input set U with its
convex hull conv(U). As Minkowski summation has the following property:

conv(S; @ S,) = conv(S;) @ conv(S,) (D.6)

For linear dynamics and Minkowski summation, convexification commutes. Hence it is
possible to replace the admissible input set U by its convex hull given that k is sufficiently
long for the reachable set to converge:

K-1 K-1

Sk =~ @A"B conv(lU), Sk = @A"B’u (D.7)

k=0 k=0

Therefore conv(U) was used instead of U to obtain a tractable boundary description. For
horizons sufficiently long, convexifying U was found to have minor impact on the boundary.
This enables the use of support functions. For a convex set S, its support function is defined
as:

hs(p) = maxp'x. (D.8)

XES
Support functions have two key properties for this purpose:

has(p) = hs(ATp), hs,@s,(P) = hs,(p) + hs, (D). (D.9)

Applying these identities to the reachable-set recursion

Sk+1 = ASk @ w (DIO)

gives the support-function update:

hspeer @) = hs, (ATP) + hyy (D) (D.11)

The reachable position set is obtained by projecting onto the position coordinates. The set
vertex can be reconstructed as follows: For each adjacent pair of support vectors (p;, pis1),
the supporting lines:

plx=hy plax=hi (D.12)

are intersected to obtain a boundary point s; with the linear system h; = [h;, h;1]" and p; =
[p! pial"
pisi = h

Sk = {81 .5y} (D.13)

where N is the number of sampled support vectors (in this work, the number is equal to the
number of vertices of the convex hull of U, however it can be chosen).
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Using support functions eliminates interior-points during Minkowski summation and
provides a boundary-only description of the reachable positions, which is the part required
for workspace adaptation. Without the convex approximation, this would not be practically
feasible to generate a motion cueing reachable set for 6D over several steps.

To analyse the difference between the full Minkowski summation and the boundary only
approach, the reachable set for the LQ-regulator in a 2D is presented in Figure D.1 top right
with the acceleration envelope at V,=15 m/s for a simulated result for full Minkowski and
support function method. The simulation is conducted by sampling random points from the
exterior of the acceleration envelope and simulate the response, and then calculating the
boundary. This is done for a discretisation of 0.5 seconds. The reason for the crude
discretisation is that the full Minkowski summation explodes for many steps, and the
reachable set would not converge if fewer steps were done, as seen in Figure D.1 where the
Minkowski summation is shown for all steps up to 4.0 seconds. The comparison between
the three methods show that the support function (SF) methodology produces similar results
to the full Minkowski and simulated results (where no assumption of convexity is done),
even for as low as 8 steps, showing that the SF method is usable without loss of performance
but increasing computational speed from 20 mins (simulation) and 2 hours (Minkowski sum)
to 0.07 seconds (SF) for a input set of 720 points. Making the reachable set method feasible.

sets: Si i i i, Support function setLQ
e Simulated results == = t=0.5s 8-step RS = = = 4t=0.5s 8-step RS SF == ==i=055 =====: St=15s mmmmmmit=3s == m§t=3.55 = it=4.0s
04 B 04t
03F 1 03
0.2} 1 02F
0.1 1 0.1F
E 5
c of c or
2 S
2 2
g 01 g -01
x <
02 -0.2
03[ 0.3
0.4 -0.4
0.5 -0.5
06 . . . N . . . 06 L L L
0.8 0.6 0.4 0.2 0 02 0.4 0.6 0.8 0.8 0.6 04 02 0 0.2 04 06 -0.8
Y-position [m] Y-position [m]

— = 15 ms _m— = 20 mis V= 30 mis me— = 40 mis s— = 47 s V= 55 mis

04 =

X-position [m]

X-position [m]

g Y-position [m] 0.8
1 1 P ml 08 06 0.4 02 0 02 04 0.6 08
Y-position [m]

Figure D.1: Resulting reachable position sets for a LQ-regulator, from Paper H.
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Appendix E: Motion cueing for reachable set simulations and workspace adaption

This appendix provides the filter definitions, auxiliary models, and parameter ranges used
to construct the motion cueing system matrices described in Section 10.

The cueing system is driven by accelerations taken from the admissible vehicle
acceleration envelope:

a = [ay, ay,a,]" €U, (E.1)

The acceleration signals are processed using second-order filters of the form:
C,s?

s — - n 000
an = G(s)an, G(s) 524+ 2{w,s + w?

(E.2)

a, was included in the admissible set as a range of [—5, 5] m/s? which is generally obtained
from simulations on the intended track. The simulator yaw-rate is calculated as:

S

9; y+ ﬂ | B € [Bmin: Bmax] (E.3)

s+ wy

where y = z—y, 63 is the simulator yaw rate, f is the body slip angle, and Bmin, Bmax 1S the

min and max of the admissible body slip angle 8. The range of vehicle roll and pitch angles
can be obtained from the acceleration envelope. The road induced roll and pitch angles can
either be obtained from the planned manoeuvre or decided explicitly. As the acceleration
envelope did not contain all vehicle states necessary in this work, a roll pendulum model
was used in this case to obtain the vehicle roll angle ¢ and the pitch angle ¢ from the
acceleration envelope. Further, a range of road-inclinations in pitch and roll, ay, a, of
interest to simulate was included such as:

9:? = ¢+ ay, ay € [ax,min’ ax,max]

E.4)

The cueing can now be described as a complete system with the state-vector: X = [x
Xyyzzopo ¢ P )'/] and the input set a € U, i.e. the input lies within the acceleration
envelope. The system is thus:

K1 = AycE + Bycd (E.5)
where
Ayc = blkdiag(Ay, Ay, Az, Ay, Ay, Ay) (E.6)
and
Byc = |{blkdiag(B,B,, B,)}, {blkdiag(By, B, By)}]" (E.7)

where each A, and B, is the matrix form of each cueing filter.

To include road disturbances and additional margins of safety in the slip angle, these
disturbances were represented by the following disturbance set:
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_ T
WMC = [0' 0' Ov [ax,min! ax,max]' [ay,minﬂ ay,max]l [ﬁ,minr .Bmax]] (ES)

This disturbance set is incorporated into the reachable set computation through a Minkowski
summation as described in Appendix D.

After obtaining the initial position set S¥*, either from the process above by a priori
knowledge of the vehicle performance and cueing strategy, or by simply logging the
resulting simulator cueing output for the intended manoeuvre, the next step is to maximise
the usage of the simulator. This is done by adapting S¥ to the simulator workspace.

It is advisable to keep vehicle induced roll and pitch close to that of the visual gain K,,;5. In
this case assumed to be K,,;; = 1, and further, due to tilting effects, the offset in roll and pitch
must be zero. For a 6-DOF simulator, the resulting set, in global coordinates S¥, to be
optimised is now:

op _ [Re@)S"(1:3,)]7 (E.9)
* LR, (i) S (46,07

Rz(SF*(6,:)) is the rotation vector around Z, such as the positions of the cueing reachable
set is transformed from platform coordinates to global coordinates.

The gain matrix, with scaling factors for the adaption Cy is applied for all DOFs except
pitch and roll, which is fixed at 1 and thereby given as:

G = diag(Cuc, Cuc: s 11, Cinc) (E10)
which results in the equation for the effective simulator set as:
SP =P, +GSF (E.11)

= T . L .
where P, =[x0 frsets Yoffsetr Zoffsetr 0,0, 870 ffset] , which are optimisation variables
together with Cyc.

In this work, the tripod forms the subsystem of a cascaded tripod-hexapod system. The
hexapod base configuration AY¢* is related to the tripod configuration as:

Atiex = I‘TgexRZ(pTrip(@) + PTriP(1:2) (E.12)

where R, is a rotation matrix around global Z, A§¢* is the nominal geometry of the hexapod
base, PT"? is the tripod position in X,Y,Z and @,, 0y,6,. The tripod configuration is
obtained from the same set, such that both robots operate within the reachable set:

pTriv — 130Trlp + GTripgé’ (E.l3)
pTrip _ [ Trip Trip Trip
where PO - [Xoffset' Yoffset’ 0,0,0, ez,offset

N T . .
GTTP = [Cmc’x, Cne,y,0,0,0, Cmc,gz] are independent gains. These are treated as
optimisation variables and allows the optimiser to scale the tripod motion independent of the

-
] , 1s the offset of the tripod. The scaling factor
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total set gain Cyc. It is implemented independent of the hexapod to slack the coupling
between the hexapod position and tripod position, allowing for a larger Cyc.

The hexapod platform configuration is obtained form:

B{-lex =SP(1:3,:) + B(I)'IEXRZ'Y'X(SSP@I-: 6,:)) (E.14)

where SF(1:3,:) are the translational positions from the reachable set, and SF(4:6,:) are
the angle of rotations which is fed to the rotation matrix R,y y. The optimisation problem can
now be formalised as follows:
maximise: Cyc
subject to:

S =Py +GS?
pTriv — F_poT”'p + GTripSf
{ZTrip, ZHex} — f(PTrip,SSP)
(E.15)
ZTripmin < ZTrip < ZTripmaX
LHexmin < LHex < LHexmax
gImP < gTriv < gl
. _ _
e < 0" < Gl

amin <a< amax

The problem was solved with optimisation routine IPOPT using automatic differentiation
in CasADI [66].
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