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Abstract 
Facilities management (FM) organizations generate substantial volumes of operational 
maintenance data, yet conventional tabular data formats lack the semantic structure necessary to 
make this information readily queryable, interoperable, or suitable for AI-driven decision 
support. This research addresses this gap by developing and deploying a domain-specific OWL 
ontology for building fault representation, in collaboration with Einar Mattsson AB, a Swedish 
residential property management organization.  
The ontology is structured around six core classes—BuildingComponent, Failure, Cause, 
Measure, Actor, and SeverityLevel—connected by directed object properties that form an 
explicit causal chain from component-level fault identification to responsible actor assignment. 
Utilizing a human-in-the-loop engineering approach, a Large Language Model (LLM) was 
employed to accelerate the serialization of maintenance knowledge into RDF Turtle format, 
while all structural and semantic design decisions were strictly validated through iterative 
inspection in Protégé. The resulting semantic model, covering 23,033 individuals and 3,487 
explicit RDF triples (expanding to 4,730 total statements via OWL-Horst inference), was 
deployed within GraphDB. Validation via competency questions demonstrated that complex 
multi-hop SPARQL queries executed in under 100 milliseconds across the Top 10 maintenance 
categories, representing 56,924 historical incidents.  
To bridge the accessibility gap for non-technical users, a natural language interface was 
developed using GraphDB's integrated AI agent, enabling FM professionals to interact with the 
knowledge graph conversationally. Comparative evaluation of the direct SPARQL editor and the 
conversational AI agent demonstrated accurate retrieval for multi-hop causal chain traversal, 
cross-category cost comparison, team workload analysis, and preventive maintenance 
prioritization.  
These findings demonstrate that an ontology-based approach offers a semantically richer, 
flexible, and expressive alternative to flat databases. Crucially, this study establishes a formal 
semantic foundation for future integration with industry standards such as the Building Topology 
Ontology (BOT), ifcOWL, and RealEstateCore, while underpinning AI-driven predictive 
maintenance initiatives like the AIDA-B project.  

Keywords: Facilities Management, Ontology, Knowledge Graph, OWL, SPARQL, Large 
Language Model, Building Maintenance, Semantic Web, GraphDB. 



 

Sammanfattning 
Organisationer inom fastighetsförvaltning (Facilities Management, FM) genererar betydande 
volymer av operationella underhållsdata, men konventionella tabellformat saknar den semantiska 
struktur som krävs för att göra denna information lätt sökbar, interoperabel eller lämplig för AI-
drivet beslutsstöd. Denna forskning adresserar detta gap genom att utveckla och implementera en 
domänspecifik OWL-ontologi för underhållsfel, i samarbete med Einar Mattsson AB. Ontologin 
är strukturerad kring sex kärnklasser – BuildingComponent (Byggnadskomponent), Failure (Fel), 
Cause (Orsak), Measure (Åtgärd), Actor (Aktör) och SeverityLevel (Allvarlighetsgrad) – 
sammankopplade med riktade objektegenskaper som bildar en explicit kausal kedja från 
felidentifiering på komponentnivå till åtgärdande aktör. Genom att använda en "human-in-the-
loop"-metod användes en stor språkmodell (LLM) för att underlätta serialiseringen av 
underhållskunskap till RDF Turtle-format, medan alla strukturella och semantiska designbeslut 
validerades genom iterativ granskning i Protégé. Den resulterande semantiska modellen, som 
omfattar 23 033 individer och 3 487 explicita RDF-tripler (vilket expanderar till totalt 4 730 
påståenden via OWL-Horst-inferens), importerades i GraphDB. Validering via kompetensfrågor 
visade att komplexa SPARQL-sökningar med flera hopp (multi-hop) exekverades på under 100 
millisekunder över de 10 största underhållskategorierna, vilka representerar 56 924 historiska 
incidenter. För att överbrygga tillgänglighetsklyftan för icke-tekniska användare utvecklades ett 
gränssnitt för naturligt språk med hjälp av GraphDB:s integrerade AI-agent, vilket gör det 
möjligt att interagera med kunskapsgrafen i konversationsform. Jämförande utvärdering av den 
direkta SPARQL-editorn och den konversationsbaserade AI-agenten visade på noggrann 
hämtning av data för kausala kedjor med flera hopp, kostnadsjämförelser mellan kategorier, 
analys av teamens arbetsbörda och prioritering av förebyggande underhåll. Dessa resultat visar 
att ett ontologibaserat tillvägagångssätt erbjuder ett semantiskt rikare, mer flexibelt och 
uttrycksfullt alternativ till platta databaser. Framför allt etablerar denna studie en formell 
semantisk grund för framtida integration med branschstandarder såsom Building Topology 
Ontology (BOT), ifcOWL och RealEstateCore, samtidigt som den underbygger AI-drivna 
initiativ för prediktivt underhåll som AIDA-B-projektet. 

Nyckelord: Fastighetsförvaltning, Ontologi, Kunskapsgraf, OWL, SPARQL, Stor språkmodell 
(LLM), Byggnadsunderhåll, Semantiska webben, GraphDB. 
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1. Introduction

1.1 Facilities Management in the Digital Era 
1.1.1 The Changing Face of Building Management 

Facilities Management (FM) is a multidisciplinary profession dedicated to coordinating people, 
place, process, and technology within the built environment. In the contemporary digital era, FM 
has evolved well beyond routine building maintenance to become a strategic function ensuring 
asset sustainability, operational efficiency, and occupant safety. For a large residential owner like 
Einar Mattsson, this means managing a huge amount of daily information—everything from 
repair requests and maintenance logs to energy use. The main goal of modern FM is to use this 
information to make buildings last longer and save money by fixing issues before they break, 
which involves managing a vast portfolio that generates thousands of fault reports annually[1]. 
These reports contain critical data regarding building performance, component lifecycles, and 
tenant satisfaction. To reach the aim, this research was developed in collaboration with Einar 
Mattsson AB, a leading Swedish residential property manager with an extensive and well-
maintained operational dataset. The proposed ontological framework does not seek to replace 
existing data management practices, but rather to introduce a complementary semantic layer that 
enhances the interpretability and retrievability of maintenance knowledge already captured 
within the organization’s systems. 

1.1.2 Proactive Maintenance and the AIDA-B Project 

A defining shift in the industry is the transition from "fixing things when they break" to 
"proactive maintenance." A representative initiative is the AIDA-B (AI-Driven Asset 
Management in Buildings) project. By leveraging a large corpus of historical fault reports, it 
becomes possible to identify recurring patterns in component failure and degradation, ultimately 
enabling organizations to optimize asset lifecycles and mitigate emergency repair costs.[2] 
However, while statistical trend analysis can identify common failure patterns, it does not 
provide sufficient contextual detail about how specific failures relate to their surrounding 
systems. The semantic structure of the underlying data is therefore necessary to facilitate 
effective AI-driven queries regarding faults, causal factors, and remediation measures—and to 
support the development of an intelligent decision-support system capable of going beyond 
simple pattern recognition. 
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1.1.3 The Problem with Simple Tables and the "Information Gap." 

A significant challenge in building management is that much operational data is stored in flat, 
tabular formats such as spreadsheets. These structures are inherently limited in their capacity to 
represent the complex relationships between building components, failure modes, and 
remediation strategies. For instance, linking a malfunctioning door lock to the appropriate spare 
part and qualified repair technician can be cumbersome within a traditional relational database, 
often necessitating manual cross-referencing that is both time-consuming and error prone. This 
limitation is compounded by what the industry refers to as the "Data Gap"—a structural 
information loss that occurs at the handover between a building's construction and operational 
phases.[3] Technical details are frequently embedded within large volumes of PDF 
documentation or distributed across disparate file repositories, leaving maintenance teams 
without a coherent semantic bridge for understanding how building components interrelate. 

1.2 Ontologies 
1.2.1 Defining Ontology 

To address the structural limitations of tabular data, this research utilizes Ontologies. In an 
academic and computational context, an ontology is formally defined as an "explicit 
specification of a conceptualization" (Gruber, 1993). More specifically, an ontology may be 
understood as a formal semantic model that explicitly specifies the entities within a domain, their 
intrinsic properties, and the relationships that exist among them. Rather than merely acting as a 
passive storage of data values, an ontology provides a machine-readable schema that defines the 
inherent meaning of building components and maintenance events. By formally defining these 
entities, we create a digital infrastructure capable of intelligent discovery and automated 
reasoning, moving FM beyond the limitations of simple data entry towards truly intelligent 
information management. 

The practical realization of ontological models is most prominently observed in the form of 
Knowledge Graphs, which have successfully transformed information management and decision 
support across diverse sectors including healthcare, finance, and e-commerce This cross-industry 
success provides a compelling roadmap for the building industry, where these technologies offer 
the potential to streamline various stages of the project lifecycle—from initial design to long-
term facilities management.[4] By enabling a semantic understanding of diverse data sources, 
knowledge graphs help eliminate information silos and improve communication between 
stakeholders. Furthermore, because risk assessment and decision-making are core tasks 
throughout a building's life, the ability to link historical project data with real-time monitoring, 
regulatory frameworks, and client requirements allows for a much more comprehensive analysis 
of potential risks and their consequences. To achieve this level of integrated analysis, however, a 
robust technical foundation is required, beginning with the underlying structure of data 
representation. 
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1.2.2 The Technical Framework 

The technical foundation of this approach is the Semantic Web stack, starting with the Resource 
Description Framework (RDF). RDF breaks down all information into simple three-part 
sentences called "triples" consisting of a Subject, a Predicate, and an Object. The foundational 
structure of this maintenance knowledge model, illustrating the explicit causal chain from 
component-level faults to responsible actor assignment, is visually represented in Figure 1. 

 

Figure 1-0-1  RDF graph resulting from the N-Triples example[5]. 
 
 This creates a flexible web of data that can be easily expanded. Unlike rigid database tables, this 
graph-based structure allows for the addition of new types of parts or failure modes without 
disrupting the existing system. This high degree of semantic Interoperability is critical for FM 
systems that must adapt to the evolving technological landscape of modern residential buildings. 

If RDF provides the structure, the Web Ontology Language (OWL) provides the formal 
inferential capacity of the system. OWL is designed to provide a language for describing the 
classes and the relationships between them inherent in digital documents and applications. Its 
primary function is to provide formal descriptions of these classes and their underlying logical 
relationships, making applications more user-friendly and intelligent. By delegating the 
processing of these complex data relationships to the internal logic of the computer system, 
OWL significantly reduces the time and resources users must spend on manual information 
retrieval and resource searching. By leveraging OWL's class hierarchy and object property 
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definitions, combined with SPARQL traversal queries, the system can retrieve contextually 
relevant information—for example, identifying that a Lock Failure should be assigned to the 
Locksmith team based on the :carriedOutBy relationship defined in the ontology. 

SPARQL (SPARQL Protocol and RDF Query Language) is the W3C-standardised query 
language for RDF-based knowledge graphs. Unlike SQL, which operates on fixed relational 
structures, SPARQL is designed to traverse graph relationships dynamically, enabling multi-hop 
queries that can link a building component to its failure history, root causes, remediation 
measures, and responsible maintenance team within a single operation. This capability is 
particularly well-suited to facilities management, where answering a maintenance query requires 
navigating across several interconnected entities rather than retrieving data from a single flat 
table. 

In the context of this research, SPARQL serves as the primary retrieval mechanism for the 
deployed knowledge graph. Representative queries include identifying all components associated 
with a specific failure type, retrieving the maintenance team qualified to address a given fault, 
and aggregating cost and workload statistics across repair categories. 

The instantiated knowledge graph resides in a dedicated triplestore—in this case, GraphDB, a 
commercial RDF database developed by Ontotext that provides native OWL reasoning and 
optimised graph traversal capabilities. Within this environment, every data entity is explicitly 
linked to related nodes, enabling efficient multi-hop retrieval without the costly JOIN operations 
characteristic of relational databases,which enables the system to resolve complex maintenance 
queries by traversing the semantic chain (BuildingComponent → Failure → Cause → Measure 
→ Actor) in a single operation. Unlike traditional systems that require manual cross-referencing, 
this graph-based navigation allows for efficient, context-aware information retrieval that 
executes in under 100 milliseconds. For FM, this architecture establishes the foundation for an 
integrated operational knowledge base, where historical fault reports, component specifications, 
and spatial data can be semantically unified[6]—progressively enriched as new maintenance 
records are added over the building's lifecycle.  
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1.2.3 Building a Connected Ecosystem of Data 

 
Figure 1-2 The ontology graph showing connection of individuals related to Apartment. 
 
The ontology developed in this research is conceived not as an isolated system, but as a semantic 
component designed for integration within a broader ecosystem of established industry 
standards. Specifically, the proposed fault ontology is structured to be interoperable with the 
Building Topology Ontology (BOT), which provides a schema for spatial relationships within 
buildings[7]; ifcOWL, the OWL-compatible serialization of the IFC standard used in Building 
Information Modelling[8]; and RealEstateCore, an open standard for real estate data modelling. 
While full integration with these standards is identified as a direction for future development, the 
ontology's core architecture[9]—linking building components to their associated failures, root 
causes, remediation measures, and responsible actors—establishes a formal semantic chain that 
supports structured information retrieval and maintenance decision support within the scope of 
this study. 
 

1.3 The Necessity of Semantic Integration in Facilities Management 
A central motivation of this research is to address the structural information gap that persists 
between the construction and operational phases of a building's lifecycle. While the construction 
industry employs advanced parametric modelling and precise engineering documentation during 
the development phase, the subsequent management phase—which accounts for the majority of 
an asset's total lifecycle costs—frequently relies on fragmented and semantically incompatible 
data formats. This discontinuity impedes property managers from effectively leveraging the 
technical knowledge embedded in existing documentation. By adopting an ontological approach, 
this study aims to establish a framework that can support semantic continuity across lifecycle 
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phases, transforming static maintenance records into structured, query-able knowledge that 
supports informed operational decision-making. 

Beyond data organization, this research examines how semantic models can underpin more 
effective decision-support workflows, reducing the manual effort involved in routine 
maintenance tasks. In conventional systems, responding to a fault report typically requires 
manually cross-referencing information from disparate sources—component histories, contractor 
qualifications, and technical specifications stored across separate files. This process is both time-
consuming and susceptible to omission errors. Semantic technologies address this limitation by 
making relationships between entities explicit and machine-interpretable, enabling structured 
retrieval of contextually relevant information in response to a maintenance query. 

A complementary development in this area is the emergence of Large Language Models (LLMs) 
as practical tools for bridging the gap between human language and structured data systems.[9] 
LLMs can interpret natural language inputs and generating formally structured outputs, making 
them well-suited for knowledge-intensive domains where end users lack technical expertise. In 
the context of semantic web systems, LLMs have demonstrated the ability to generate valid 
SPARQL queries from natural language questions, effectively acting as an intelligent 
intermediary between non-technical users and graph databases. This capability is directly 
relevant to the present research and is explored in later chapters in the context of enabling natural 
language access to the maintenance knowledge graph. 

As organizations expand their adoption of Internet of Things (IoT) technologies, the volume of 
continuously generated sensor data will increasingly exceed the capacity for manual analysis. 
Without a semantic layer to contextualize this data, high-frequency sensor readings risk 
remaining analytically opaque—producing operational noise rather than actionable insight. An 
ontological framework can also provide the necessary structure to link sensor outputs with 
historical maintenance records and component specifications, enabling automated 
contextualization of real-time data. This capability is foundational to any management strategy 
oriented towards predictive and condition-based maintenance[11]. In this sense, the present 
research contributes to a broader trajectory by illustrating the applicability of ontologies, 
showing how building data can not only be stored, but also semantically structured as an 
interconnected network of causes, components, and consequences. 

1.4 Research Aim 
The primary aim of this research is to demonstrate how a domain-specific ontology for building 
fault representation can be developed and deployed to enhance information retrieval and decision 
support in residential facilities management. To this end, the study pursues four interrelated 
objectives. 

First, to design a formal OWL ontology that explicitly models the causal relationships between 
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building components, failure events, root causes, remediation measures, and responsible actors. 
Second, to instantiate this ontology as a functional knowledge graph within GraphDB, using 
historical fault report data provided through collaboration with Einar Mattsson AB, and to 
validate its retrieval capabilities through structured SPARQL queries. Third, to explore the 
ontology's architectural compatibility with established industry standards—including the 
Building Topology Ontology (BOT) and RealEstateCore—as a foundation for future semantic 
integration. Fourth, to develop a natural language interface powered by a Large Language 
Model, demonstrating that the knowledge graph is accessible to facilities management 
professionals without requiring technical expertise in graph query languages. 

Collectively, these objectives aim to establish that an ontology-based approach offers a 
semantically richer and more expressive alternative to conventional tabular data formats for 
maintenance knowledge representation. 
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2. Methodology 
2.1 Research Design 
To evaluate the effectiveness of the proposed ontology-based approach, this study employs a 
comparative research design, contrasting semantic knowledge representation against 
conventional tabular data formats currently prevalent in the facilities management industry. The 
framework is structured around two conditions. 

The baseline condition represents the conventional approach to maintenance data management, 
in which information is stored in flat, two-dimensional structures such as relational spreadsheets. 
In these formats, relationships between physical building assets and their maintenance histories 
are either implicit within unstructured text fields or fragmented across separate data sources, 
necessitating manual cross-referencing for information retrieval. 

The proposed condition represents maintenance data as an interconnected Knowledge Graph, in 
which entities and their relationships are explicitly defined and interpretable. By utilizing a 
graph-based architecture, this model enables structured relationship mapping and multi-hop 
retrieval across the full causal chain—from component to failure, cause, remediation measure, 
and responsible actor.[12] 

The primary objective is to determine whether the semantic model improves the clarity, 
accessibility, and expressiveness of maintenance data retrieval, thereby supporting more 
informed decision-making for property managers. 

2.2 Step 1: Knowledge Engineering and Ontology Design 
The first stage of the methodology involves transforming raw maintenance requirements into a 
formal, machine-interpretable semantic structure. This process follows a bottom-up engineering 
approach, grounded in operational data provided through collaboration with Einar Mattsson AB. 

The ontology is defined using the Web Ontology Language (OWL) and modelled within the 
Protégé environment, organized around six core classes: BuildingComponent, Failure, Cause, 
Measure, Actor, and SeverityLevel. Object Properties establish explicit causal relationships 
between these classes, forming a directed semantic chain from component-level fault 
identification to remediation and actor assignment. To accelerate the encoding of semi-structured 
maintenance documentation into valid RDF triples in Turtle format, a Large Language Model is 
employed as a development assistant, with human validation conducted iteratively throughout 
the process.[13] The full ontology design, prompt engineering approach, and validation 
procedure are detailed in Chapter 3. 

2.3 Step 2: Knowledge Graph Implementation 
Following ontology validation, the semantic model is deployed within GraphDB, a commercial 
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RDF triple store that provides native OWL reasoning and optimized graph traversal capabilities. 
The Turtle-formatted ontology is ingested into a dedicated named graph repository, and the 
integrity of the resulting knowledge graph is validated through a set of Competency Questions 
translated into SPARQL queries. These queries are designed to test the system's capacity for 
multi-hop retrieval—linking building locations, component types, failure histories, and actor 
qualifications within a single operation.[14] Full implementation procedures and query results 
are documented in Chapter 3. 

2.4 Step 3: Natural Language Interface Development 
The final stage addresses the accessibility gap between semantic technology and non-technical 
end users. A natural language interface is developed by configuring GraphDB's integrated AI 
agent, which leverages a Large Language Model to interpret conversational queries, generate 
corresponding SPARQL statements, and return results in human-readable format. This 
component is designed to enable facilities management professionals to interact with the 
knowledge graph without requiring expertise in graph query languages, effectively 
democratizing access to the system's retrieval capabilities. The configuration process, interaction 
design, and representative usage examples are presented in Chapter 4. 
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3. Ontology Development and 
Implementation 
This chapter documents the complete development lifecycle of the maintenance ontology, from 
initial knowledge engineering through to deployment and validation. The process follows a 
phased approach: the ontological framework and Turtle serialisation format are first established, 
after which the Top 5 maintenance issues are modelled, validated in Protégé, deployed to 
GraphDB, and verified through SPARQL queries. The ontology is then extended to the complete 
Top 10, with corresponding re-validation at each stage. The chapter concludes with the 
configuration of an AI agent for natural language querying and an overall quality assessment. 

3.1 Knowledge Engineering Framework 

To efficiently transform maintenance knowledge from operational documentation into a 
structured semantic representation, a Large Language Model (Claude) was employed as a 
development assistant throughout the ontology construction process. The researcher designed a 
structured prompt to guide the model in converting maintenance issues from natural language 
descriptions—which were derived from a curated list of the organization's most common faults, 
their causes, and the associated remediation measures provided by Einar Mattsson AB—into a 
formal OWL ontology. Quantitative metrics, including repair costs, durations, and involved 
actors, were informed by expert interviews and  internal maintenance documentation. As these 
specific cost and duration records were not explicitly captured in the raw operational logs, they 
were generated through AI-assisted estimation based on industry-standard benchmarks for 
residential maintenance, and subsequently validated against typical maintenance service rates to 
ensure operational plausibility. 

3.1.1 Understanding the Turtle (TTL) Format 

Turtle (Terse RDF Triple Language) is a human-readable serialisation format for RDF data, 
designed to be more compact and expressive than XML-based RDF/XML while maintaining full 
semantic compatibility. It serves as the syntactic foundation for the ontology developed in this 
research.[15]  

 

Core Structure: The Triple 

The fundamental unit of Turtle is the RDF triple, consisting of three components: 

• Subject: The entity being described (e.g., :BathroomMaintenanceFailure) 
• Predicate: The property or relationship (e.g., :hasOccurrenceCount) 
• Object: The value or related entity (e.g., 9640 or :Moderate) 

 
Each triple ends with a period (.), and together they form a graph of interconnected knowledge: 
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:BathroomMaintenanceFailure :hasOccurrenceCount 9640 . 
:BathroomMaintenanceFailure :hasSeverity :Moderate . 
:BathroomMaintenanceFailure :affectsComponent :Bathroom 
 

Namespace Prefixes 

Turtle uses prefix declarations to abbreviate long URIs, improving readability: 

 
@prefix : <http://example.org/building-failures#> . 
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> . 
@prefix owl: <http://www.w3.org/2002/07/owl#> . 
@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> . 
@prefix xsd: <http://www.w3.org/2001/XMLSchema#> . 
 
These prefixes allow the use of abbreviated notation (e.g., :Bathroom) in place of full URI 
references, substantially reducing verbosity and improving legibility. 

 

3.1.2 Prompt Engineering Approach 

The prompt was structured to ensure the model produced ontology output that was both 
syntactically valid and semantically consistent with the domain requirements. Specifically, the 
prompt communicated: 

 
- The ontology framework requirements, including classes, 

properties, and individual instances 

- Domain-specific terminology derived from building maintenance 
practice 

- The required causal chain structure: BuildingComponent → Failure 
→ Cause → Measure → Actor 

- Quantitative data requirements, including occurrence counts, 
estimated costs, and repair durations 

- Severity classifications and team assignment logic 

- Proper Turtle syntax, including prefix declarations, triple 
structure, and datatype literals 

 
All ontological design decisions were determined by the researcher, with the LLM’s role 
bounded to structured data parsing and Turtle serialization. Human validation was conducted 
iteratively in Protégé at each stage of development to ensure semantic rigor. 
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3.1.3 Ontology Structure and Class Design 

The ontology is organised around six core classes representing the fundamental entities of the 
facilities management domain: 

 
:BuildingComponent rdf:type owl:Class . 
:Failure           rdf:type owl:Class . 
:Cause             rdf:type owl:Class . 
:Measure           rdf:type owl:Class . 
:Actor             rdf:type owl:Class . 
:SeverityLevel     rdf:type owl:Class . 
 
These six classes were derived from the causal logic inherent in facilities management 
workflows—specifically, the chain of reasoning that links the identification of a physical fault to 
its diagnosis, remediation, and resolution. In addition, three auxiliary classes 
(ContactInformation, CostEstimate, and Duration) are included as structural placeholders to 
support future extensibility, such as the integration of contractor contact records or more granular 
cost modelling. These classes contain no individuals in the current implementation. 

Object Properties 

In OWL ontologies, Object Properties are utilized to link a subject instance to an object instance. 
In this study, these properties are employed to establish the directed causal relationships, forming 
a semantic chain that traverses from initial component identification through to final actor 
assignment: 

 
:hasFailure       rdfs:domain :BuildingComponent; rdfs:range:Failure. 
:affectsComponent rdfs:domain :Failure;          rdfs:rang:BuildingComponent. 
:causedBy         rdfs:domain :Failure;          rdfs:range:Cause. 
:fixedBy          rdfs:domain :Cause;            rdfs:range:Measure. 
:carriedOutBy     rdfs:domain :Measure;          rdfs:range:Actor. 
:hasSeverity      rdfs:domain :Failure;          rdfs:range:SeverityLevel. 
 
Note that :hasSeverity is defined as an Object Property, as it links a Failure instance to a named 
SeverityLevel individual (e.g., :Moderate, :Critical), rather than a literal data value. 

 

Data Properties 

Data Properties capture the quantitative metrics required for cost-benefit analysis and operational 
planning: 
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:hasOccurrenceCount   rdfs:domain :Failure ; rdfs:range xsd:integer . 
:hasEstimatedCost     rdfs:domain :Measure ; rdfs:range xsd:decimal . 
:hasEstimatedDuration rdfs:domain :Measure ; rdfs:range xsd:string . 
:hasDescription       rdfs:domain :Measure ; rdfs:range xsd:string . 
:hasName              rdfs:domain :Actor ;   rdfs:range xsd:string . 
 

Actor Classification 

A specialized classification was implemented for maintenance teams, enabling the system to 
route repair tasks to the appropriate personnel based on fault type. The Actor class is subdivided 
into four subclasses: 

 
:GeneralMaintenance  rdf:type owl:Class ; rdfs:subClassOf :Actor . 
:PlumbingHeating     rdf:type owl:Class ; rdfs:subClassOf :Actor . 
:CarpentryStructural rdf:type owl:Class ; rdfs:subClassOf :Actor . 
:Locksmith           rdf:type owl:Class ; rdfs:subClassOf :Actor . 
 
Each subclass corresponds to a single team instance, for example: 

 
:Team_GeneralMaintenance rdf:type :GeneralMaintenance ; 
 :hasName "General Maintenance Team" . 

 
This hierarchical structure enables SPARQL queries to identify the appropriate team for any 
given failure type, supporting structured task assignment without manual lookup. 

3.2 Phase 1: Top 5 Development and Validation 

Following the establishment of the ontological framework, the first implementation phase 
focused on the five highest-occurrence maintenance issues. This phased approach allowed the 
structural integrity of the ontology to be confirmed before extending coverage to the full Top 10. 

3.2.1 Ontology Generation 

Using the structured prompt described in Section 3.1.2, the ontology was generated for the five 
highest-occurrence maintenance issues: 

The combined occurrence count across all 10 categories is 56,924. Specifically, the ontology 
contains 53 building components modelled as individuals, 64 failure types with severity 
classifications, 54 identified causes across all issue categories, 54 remediation measures with 
associated cost and duration data, and 4 specialized actor teams for structured task assignment, 
resulting in a total of 23,033 individuals across all classes. 
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This subset represented a combined total of 36,311 occurrences, accounting for approximately 
63.8% of the Top 10 total. The following example illustrates the complete causal chain structure 
for the most frequently occurring issue, demonstrating Turtle’s semicolon notation for compact 
multi-property representation: 

 
:BathroomMaintenanceFailure rdf:type :Failure ; 
    :affectsComponent    :Bathroom ; 
    :hasOccurrenceCount  9640 ; 
    :hasSeverity         :Moderate . 
# Remediation measure 
:ReplaceToiletSeat rdf:type :Measure ; 
    :hasDescription       "Replace toilet seat assembly" ; 
    :hasEstimatedCost     "50.0"^^xsd:decimal ; 
    :hasEstimatedDuration "30 minutes" ; 
    :carriedOutBy         :Team_GeneralMaintenance ; 
    :requiresPart         :ToiletSeat . 
# Causal relationships 
:BathroomMaintenanceFailure :causedBy :WornToiletSeat . 
:WornToiletSeat             :fixedBy  :ReplaceToiletSeat . 

 
This structure enables the system to determine that when a toilet seat exhibits wear, the General 
Maintenance Team should be assigned, with an estimated cost of €50 and a duration of 30 
minutes. 

3.2.2 Protégé Validation 

The generated Turtle file was imported into Protégé 5.6.0 and rigorously examined using the 
class hierarchy and object properties views. Initial validation confirmed the structural integrity of 
the ontology across the Top 5 issues. Specifically, all six core classes were correctly instantiated, 
and object properties were properly defined with strict domain and range constraints. 
Furthermore, approximately 90 individuals were seamlessly distributed across the classes with 
no orphaned instances detected, while datatype property assignments remained correctly formed 
throughout the dataset. Every individual consistently adhered to the established naming 
conventions. With its structural consistency and integrity thus verified, the ontology was deemed 
ready for scaling and subsequent deployment to GraphDB. 

3.2.3 GraphDB Deployment 

The validated Turtle file was formally deployed to GraphDB within a dedicated repository. The 
repository configuration utilized a native RDF store optimized for graph traversal and established 
a base URI at http://example.org/building-failures#. For data isolation and targeted querying, a 
dedicated named graph was implemented as the target graph. Furthermore, the OWL-Horst 
ruleset was selected as the lightweight reasoning profile to handle class hierarchy and property 
inference[16].This specific ruleset was chosen because it provides sufficient inference 
capabilities to meet the ontology’s structural requirements while maintaining optimal query 
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performance suitable for real-time interactive applications. 

3.2.4 SPARQL Query Validation 

With the Top 5 ontology loaded in GraphDB, two Competency Questions were translated into 
SPARQL queries to verify the system’s retrieval capabilities across the causal chain. 

Query 1: Component-Failure-Solution Chain 

This query retrieves complete repair pathways for bathroom-related issues, demonstrating the 
system’s capacity to traverse multi-hop relationships across the causal chain: 

PREFIX : <http://example.org/building-failures#> 
SELECT ?component ?failure ?measure ?teamName ?cost 
WHERE { 
?component :hasFailure       ?failure . 
?failure   :causedBy         ?cause . 
?cause     :fixedBy          ?measure . 
?measure   :carriedOutBy     ?team . 
?team      :hasName          ?teamName . 
?measure   :hasEstimatedCost ?cost . 
FILTER(CONTAINS(STR(?component), "Bathroom")) 
} 
ORDER BY ?cost 

 
This query navigates four relationship hops in a single operation—from BuildingComponent 
through Failure, Cause, and Measure to Actor—returning 28 bathroom-related repair pathways 
ordered by cost. It enables property managers to rapidly identify the most economical repair 
strategies for a given component category. 

Query 2: Team Workload and Cost Distribution 

This aggregation query analyses resource allocation and cost distribution across maintenance 
teams: 

PREFIX : <http://example.org/building-failures#> 
SELECT ?teamName 
       (COUNT(?measure) AS ?totalTasks) 
       (SUM(?cost)      AS ?totalCost) 
       (AVG(?cost)      AS ?avgCost) 
WHERE { 
    ?measure :carriedOutBy      ?team . 
    ?team    :hasName           ?teamName . 
    ?measure :hasEstimatedCost  ?cost . 
} 
GROUP BY ?teamName 
ORDER BY DESC(?totalCost) 
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This query supports budget allocation and resource planning decisions by providing aggregated 
workload and cost statistics for each specialised team. Together, these two queries confirm that 
the semantic model supports both detailed causal chain traversal and high-level operational 
analytics within a single knowledge graph. 

Query execution results confirmed successful retrieval: 

Table 3.1  

Query Execution Time Results Verification 

Query 1: 
Component-Failure-
Solution Chain 

0.1s 28 bathroom repair 
pathways 

Causal chains 
correctly traversed 

Query 2: Team 
Workload 
Distribution 

0.1s Team aggregates 
returned 

Property traversal 
confirmed 

 
Both queries executed under 100ms, confirming that the graph structure supports efficient 
traversal and aggregation suitable for interactive applications. The Top 5 ontology was validated 
as structurally sound and query-ready, providing a firm foundation for extension to the full Top 
10. 

3.3 Phase 2: Expansion to Top 10 

With the Top 5 ontology validated across both Protégé and GraphDB, the ontology was extended 
to incorporate the remaining five maintenance issue categories. 

3.3.1 Ontology Extension 

Using the same prompt framework, five additional issue categories were modelled: Kitchen 
Drainage; Bathroom Carpentry; Apartment Lock; Kitchen Faucet; Entrance Lock. 

The addition of lock-related issues (ranks 8 and 10) necessitated the introduction of a new Actor 
subclass does not present in the Top 5 ontology: 

:Locksmith rdf:type owl:Class ; 
    rdfs:subClassOf :Actor . 
:Team_Locksmith rdf:type :Locksmith ; 
    :hasName "Locksmith Team" . 
 
The Entrance Lock issue was additionally assigned a Critical severity level—the only failure 
category in the Top 10 to receive this classification—reflecting the direct impact of entry lock 
failures on building security and tenant safety. 
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3.3.2 Protégé Re-validation 

The expanded Turtle file was re-imported into Protégé, replacing the previous version. The 
updated ontology contained over 230 individuals. Manual inspection of each new causal chain 
confirmed: 

 
Figure 3-0-1 Interface in Protégé, individuals section. 

3.3.3 GraphDB Re-deployment and Verification 

The complete Top 10 Turtle file was imported into GraphDB to replace the previous Top 5 
dataset. Post-import statistics confirmed a successful loading process: a total of 3,487 explicit 
triples were directly retrieved from the Turtle file, which expanded to 4,730 total statements once 
inferred triples from the OWL-Horst reasoning engine were included. Furthermore, all associated 
namespace prefixes were verified as correctly registered within the repository. 
 
The 35% increase from explicit to total triples reflects the semantic enrichment contributed by 
OWL-Horst inference, which derives additional relationships from the class hierarchy and 
property definitions without requiring explicit authoring. For example, given the class definition 
where :Locksmith is a subclass of :Actor, the inference engine automatically derives that any 
instance defined as a :Team_Locksmith is also an instance of the :Actor class. Consequently, 
even if a SPARQL query only explicitly searches for :Actor entities, the system successfully 
retrieves the Locksmith team, effectively enriching the query results through logical reasoning 
rather than manual data duplication . The previously validated SPARQL queries were re-
executed against the expanded dataset and returned results consistent with the extended 
ontology, confirming that the Top 10 expansion had not introduced any structural 
inconsistencies. 
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GraphDB’s Visual Graph feature was additionally used to inspect the ontology structure 
interactively. Selecting a representative failure instance and expanding its connected nodes 
confirmed that the complete causal chain—from BuildingComponent through Failure, Cause, 
and Measure to Actor—was correctly represented and navigable within the GraphDB 
environment. 

3.4 Ontology Coverage and Metrics 

The finalized ontology encompasses all Top 10 maintenance issue categories, representing the 
most operationally significant fault types identified in the source dataset: 

Table 3.2 

Rank Issue Occurrences Severity Primary Team 

1 Bathroom 
Maintenance 

9,640 Moderate General + 
Plumbing 

2 Bathroom 
Drainage 

7,724 Moderate Plumbing 

3 Kitchen 
Carpentry 

7,166 Minor Carpentry 

4 Apartment 
Heating 

6,623 Moderate Plumbing 

5 Apartment 
Carpentry 

5,158 Minor Carpentry 

6 Kitchen 
Drainage 

4,761 Moderate Plumbing 

7 Bathroom 
Carpentry 

4,185 Minor Carpentry 

8 Apartment Lock 4,064 Moderate Locksmith 

9 Kitchen Faucet 3,846 Moderate Plumbing 

10 Entrance Lock 3,757 Critical Locksmith 
 
The combined occurrence count across all 10 categories totals 56,924. Specifically, the ontology 
encompasses a total of 23,033 individuals across all classes. This population comprises 53 
building components modelled as individuals, 64 failure types with severity classifications 
spanning 10 major categories and 54 sub-failures, 54 identified causes across all issue categories, 
54 remediation measures with associated cost and duration data, and 4 specialised actor teams 
structured for task assignment. 
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3.5 AI Agent Configuration for Natural Language Querying 

After successfully deploying and validating the complete Top 10 ontology in GraphDB, the 
platform’s integrated AI agent was configured to enable natural language interaction with the 
knowledge graph. This “Talk to Your Graph” functionality allows non-technical users to query 
the ontology using conversational language rather than SPARQL. 

3.5.1 AI Agent Architecture 

GraphDB integrates with Large Language Models (LLMs) to provide an intelligent query 
interface. The agent operates through a structured sequence: initially receiving a natural language 
question from the user, it subsequently analyses the ontology schema to identify available classes 
and properties. Based on the interpreted user intent, the agent generates an appropriate SPARQL 
query, executes it against the knowledge graph, and ultimately formats the retrieved results into a 
coherent, human-readable response. [18]This architecture effectively bridges the gap between 
semantic technology and non-technical users, making the ontology fully accessible to facilities 
managers without requiring specialized SPARQL expertise. 

3.5.2 Configuration Process 

The AI agent configuration was completed through the following steps in GraphDB’s web 
interface: 

 
Step 1: Repository Access.  Navigate to Setup → Repositories → EinarMattsson_Maintenance 
repository settings. 

 
Step 2: Named Graph Configuration.  In Import → RDF → Import settings, the Target graphs 
option was set to the data’s own named graph, with the URI set to the ontology base URI: 
http://example.org/building-failures#. Named graph storage enables data isolation, targeted agent 
querying, and improved retrieval performance. 

 
Step 3: Auto-add Missing Namespaces.  Enabled to ensure that agent-generated SPARQL 
queries automatically include all necessary namespace prefixes, preventing execution failures 
from undefined prefix references. 

 
Step 4: Autocomplete Indexing.  A full autocomplete index was built, creating a searchable 
registry of all class names, property names, and individual instances to support accurate term 
discovery during SPARQL generation. 

 
Step 5: Interface Access.  The AI agent interface was accessed via Lab → Talk to Your Graph 
in the GraphDB main menu. 
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Step 6: Language Model Selection.  GPT-4o was selected as the underlying language model, 
with a temperature setting of 0.7 to balance response consistency with natural language fluency. 

 
Step 7: Graph Fetch Method.  The query method was set to SPARQL, with the Fetch ontology 
from a named graph option selected and the URI configured to match the import settings. 

 

3.5.3 Agent Verification 

To confirm correct configuration, three test queries were executed against the deployed 
ontology: 

Table 3.3 

Test Query Expected Response Result 

What classes are available in 
this ontology? 

Lists six core classes Passed — named graph 
correctly accessed 

How many failure types are 
in the database? 

Returns count of 64 failure 
types 

Passed — instance data 
correctly retrieved 

What team handles bathroom 
maintenance? 

Lists General Maintenance 
and Plumbing teams with 
task breakdown 

Passed — causal chain 
correctly traversed 

 

3.5.4 Troubleshooting 

The following issues were identified during configuration and their resolutions documented: 

Table 3.4 

Issue Cause Resolution 

Agent returns “No data 
found” 

Named graph URI mismatch 
between import and agent 
settings 

Verify URI consistency 
across Import settings and 
agent configuration 

Agent cannot interpret 
question 

Autocomplete index not built 
or outdated 

Rebuild index via Setup → 
Autocomplete → Rebuild 
index 

SPARQL syntax errors in 
responses 

Auto-add missing 
namespaces disabled 

Enable the checkbox and 
restart the conversation 

Slow agent response times Large context window or 
complex schema 

Reduce temperature 
parameter or use a faster 
model variant 
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3.5.5 Configuration Best Practices 

Based on the implementation experience, several best practices are recommended to ensure 
system stability and performance. First, it is essential to always utilize named graphs to enable 
clean data isolation and targeted agent querying, while documenting the named graph URI in 
deployment records for future reference. To prevent prefix-related query failures, the auto-add 
namespaces feature should be enabled. Furthermore, building the autocomplete index prior to 
first use is crucial for ensuring optimal agent performance. Regarding the LLM configuration, a 
temperature setting of 0.7 is recommended for maintenance queries to properly balance accuracy 
and fluency. Finally, the agent should be thoroughly tested with simple schema-discovery 
queries before being formally exposed to end users. 

3.6 Validation and Quality Assurance 

The ontology underwent comprehensive validation through four sequential stages aligned with 
the phased development process: 

Table 3.5 

Stage Environment Validation Activities Outcome 

Stage 1 Protégé (Top 5) Syntax validation; structural 
completeness; property 
domain/range verification 

All 5 issues confirmed with 
complete causal chains 

Stage 2 GraphDB (Top 5) SPARQL query execution; 
multi-hop traversal; 
aggregation verification 

Both queries returned 
expected results in under 
100ms 

Stage 3 Protégé (Top 10) Incremental consistency 
check; Locksmith subclass 
verification; naming 
convention review 

No structural conflicts 
identified 

Stage 4 GraphDB (Top 10) Triple count verification; 
query re-execution; visual 
graph inspection 

3,487 explicit triples 
loaded; all queries 
consistent with Top 5 
results 

Stage 5 AI Agent (Top 10) Natural language query 
testing; SPARQL generation 
verification; response 
accuracy check 

All 3 test queries passed — 
named graph correctly 
accessed, causal chain 
correctly traversed 

Table 3.5 1 
The proposed system successfully achieved high quality metrics across all validation stages, 
demonstrating its robustness and efficiency. In terms of completeness, the ontology provided 
100% coverage of the Top 10 documented maintenance issues, with no structural conflicts 
detected across the Protégé and GraphDB environments, thereby ensuring strict logical 
consistency. Furthermore, query performance was highly optimized, with all SPARQL queries 
executing in under 100 ms, which satisfies the requirements for real-time interactive 
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applications. Finally, semantic enrichment was verified by a 35% increase from explicit to 
inferred triples, firmly confirming the efficacy of the OWL-Horst reasoning engine in expanding 
the knowledge base. 
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4. User Interface and Query Demonstrations 
This chapter presents the practical application of the maintenance ontology developed in Chapter 
3, demonstrating how both technical and non-technical users can interact with the knowledge 
graph to retrieve actionable maintenance information. Two complementary interfaces are 
demonstrated: the GraphDB SPARQL editor for technical users, and the AI agent natural 
language interface for non-technical facilities management staff. 

4.1 GraphDB Direct Query Interface 
GraphDB provides a built-in SPARQL editor that allows technical users to execute custom 
queries against the ontology. This interface is suited to data analysts and system administrators 
who require precise, exportable query results for reporting and integration purposes. Two 
SPARQL query examples were demonstrated in Chapter 3 as part of the validation process 
(Section 3.2.4); this section presents two further queries to illustrate the breadth of retrieval 
scenarios supported by the knowledge graph. 

The SPARQL editor is accessed through GraphDB’s web console by navigating to the 
EinarMattsson_Maintenance repository and selecting the SPARQL tab. Queries are entered 
directly into the editor and executed by clicking Run or pressing Ctrl+Enter; results appear in 
tabular format below the editor and can be exported in CSV, JSON, TSV, or XML format via the 
Download as dropdown. 

 

 
Figure 4-0-1 The interface of GraphDB and this repository.  
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4.1.1 Example Query 1: Finding All Bathroom-Related Repairs 
Use Case: A property manager wishes to review all bathroom maintenance scenarios to prepare 
a preventive maintenance budget. 

 
PREFIX : <http://example.org/building-failures#> 
SELECT ?component ?failure ?measure ?teamName ?cost 
WHERE { 
    ?component :hasFailure       ?failure . 
    ?failure   :causedBy         ?cause . 
    ?cause     :fixedBy          ?measure . 
    ?measure   :carriedOutBy     ?team . 
    ?team      :hasName          ?teamName . 
    ?measure   :hasEstimatedCost ?cost . 
    FILTER(CONTAINS(STR(?component), "Bathroom")) 
} 
ORDER BY ?cost 

 
The query returns 28 bathroom-related repair pathways sorted by cost in ascending order, 
enabling property managers to identify the most economical interventions, the responsible team 
for each issue, and the complete causal chain from component to solution. Results can be 
downloaded via the Download as dropdown in CSV, JSON, TSV, or XML format. 

4.1.2 Example Query 2: Team Workload Analysis 

Use Case: A facilities director requires a cost distribution overview across maintenance teams 
for annual budget planning. 

 
PREFIX : <http://example.org/building-failures#> 
SELECT ?teamName 
       (COUNT(?measure) AS ?totalTasks) 
       (SUM(?cost)      AS ?totalCost) 
       (AVG(?cost)      AS ?avgCost) 
WHERE { 
    ?measure :carriedOutBy     ?team . 
    ?team    :hasName          ?teamName . 
    ?measure :hasEstimatedCost ?cost . 
} 
GROUP BY ?teamName 
ORDER BY DESC(?totalCost) 
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Figure 4-0-2 Query execution showing aggregated team statistics. 
 
The aggregation query returns summary statistics indicating that Plumbing & Heating and 
Carpentry & Structural share the highest task volume with 18 measures each, generating total 
costs of €1,355 and €1,330 and average costs of €75 and €74, respectively. This reflects the 
prevalence of drainage and woodwork issues across the Top 10 categories. Conversely, 
Locksmith and General Maintenance each account for 9 tasks; however, Locksmith services 
carry the highest average cost per task at €102 due to specialised labour and security-grade 
components, whereas General Maintenance handles routine low-cost tasks averaging €33 per 
measure. 

4.1.3 GraphDB Visual Graph Explorer 
Beyond tabular query results, GraphDB provides a visual graph exploration tool that enables 
users to navigate the ontology structure interactively. It is accessed by navigating to Explore → 
Visual Graph, entering a starting node URI (e.g., :BathroomMaintenanceFailure), and clicking 
Expand to reveal connected nodes. 

 

 
Figure 4-0-3 Visual Graph showing BathroomMaintenanceFailure as central node with radiating 
connection. 
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Interactive features include node expansion to reveal connected relationships, relationship 
filtering to show or hide specific property types, path highlighting between any two selected 
nodes, and export of the visualization as PNG or SVG. This tool is particularly useful for 
understanding complex multi-hop relationships, presenting data to non-technical stakeholders, 
and identifying orphaned nodes during quality assurance. 

4.2 AI Agent Natural Language Interface 
While the SPARQL interface provides precise retrieval capabilities, its practical utility is limited 
to users with technical expertise in graph query languages. To make the ontology accessible to a 
broader range of facilities management professionals, GraphDB’s integrated AI agent was 
configured to enable natural language querying, as detailed in Chapter 3. 

4.2.1 System Architecture 
The AI agent system integrates three components: 

• User Interface: A web-based chat interface where users enter natural language questions 
• LLM Agent (GPT-4o): Interprets questions, generates SPARQL queries, and formats 

responses 
• GraphDB Backend: Executes queries against the knowledge graph and returns RDF 

data 
The workflow follows a linear pipeline: 

 
Figure 4-0-4 diagram showing the flow between chat interface, GPT-4o AI Agent, and 
GraphDB. 
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Figure 4-0-5 the GraphDB user interface. 
 

4.2.2 Accessing the AI Agent Interface 
Users access the agent through GraphDB’s built-in Talk to Your Graph interface, available under 
Lab → Talk to Your Graph in the main menu. The interface presents a conversational chat 
window with a message input field. 

 
Note: A custom deployment URL has been referenced in earlier documentation but has not been 
verified as an active deployment address. Please confirm before including in the final 
submission. 

 
The following five interactions demonstrate the agent’s capabilities across different query types. 
In each case, the user enters a natural language question into the chat interface; the agent 
internally generates and executes a SPARQL query before returning a formatted response. 

 

4.2.3 Example Interaction 1: Simple Information Retrieval 
User Question: "What are the most expensive repairs in our maintenance database?" 

 
Agent Processing (Internal): The agent identifies the relevant ontology class (:Measure) and 
property (:hasEstimatedCost), then generates the following SPARQL query: 
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SELECT ?measure ?cost WHERE { 
  ?measure a :Measure ; 
           :hasEstimatedCost ?cost . 
} ORDER BY DESC(?cost) LIMIT 5 

 
Agent Response: 

The most expensive repairs in our maintenance database are as follows: 
Repair Electronic Lock — €200 
Replace Warped Wood — €200 
Replace Full Lock — €180 
Repair Disposal — €180 
High-Pressure Jetting — €150 

 
The agent correctly traversed the ontology to retrieve the five highest-cost measures, presenting 
results in a readable list without requiring the user to formulate any query syntax. 

 

4.2.4 Example Interaction 2: Multi-Hop Reasoning 
User Question: "If a tenant reports a leaking bathroom sink pipe, who should I call and how 
much will it cost?" 

Agent Processing: The agent identifies the relevant component (:SinkPipe) and traverses the 
causal chain from Failure through Cause and Measure to Actor: 

 
PREFIX : <http://example.org/building-failures#> 
SELECT ?measure ?description ?cost ?duration ?teamName 
WHERE { 
    ?failure   :affectsComponent    :SinkPipe . 
    ?failure   :causedBy            ?cause . 
    ?cause     :fixedBy             ?measure . 
    ?measure   :hasDescription      ?description . 
    ?measure   :hasEstimatedCost    ?cost . 
    ?measure   :hasEstimatedDuration ?duration . 
    ?measure   :carriedOutBy        ?team . 
    ?team      :hasName             ?teamName . 
} 

 
Agent Response: 

For a leaking bathroom sink pipe, you should contact the Plumbing & Heating Team. 
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The repair will cost €30. 
 

Note: The agent correctly identified the responsible team and repair cost. The response is 
concise because the current ontology does not include contact details for maintenance teams 
— the ContactInformation class exists as a structural placeholder for future extension (see 
Section 3.1.3). 

 
Key capabilities demonstrated: 

• Natural language understanding: Interpreted “leaking sink pipe” without requiring 
technical ontology terms 

• Multi-hop traversal: Navigated Component → Failure → Cause → Measure → Actor 
in a single query 

 

4.2.5 Example Interaction 3: Comparative Analysis 
User Question: "Compare the costs between bathroom maintenance and kitchen maintenance. 
Which area costs more?" 

 
Agent Response: 

The total cost for bathroom maintenance is €515, while the total cost for kitchen 
maintenance is €935. Therefore, kitchen maintenance costs more overall, driven 
primarily by higher-cost interventions such as cabinet repairs (€120), sink reattachment 
(€110), and garbage disposal repair (€180). 

 
The agent aggregated costs across multiple failure categories within each room type, enabling a 
cross-domain comparison that would require several manual queries in the standard SPARQL 
interface. 

 

4.2.6 Example Interaction 4: Team Resource Planning 
User Question: "Which maintenance team has the highest workload, and what do they mainly 
work on?" 

 
Agent Response: 

The Plumbing & Heating Team and the Carpentry & Structural Team share the highest 
task volume, each responsible for 18 distinct repair measures. The Plumbing & Heating 
Team primarily handles tasks including: inspecting seals and replacing parts for leaks; 
clearing drains chemically or mechanically; tightening connections or replacing seals; 
flushing radiators to fix cold spots; replacing P-traps, bottom valves, or corroded drain 
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sections; repairing or replacing garbage disposals; and replacing seals or full faucets 
when worn. 

 
The response accurately reflects the team structure in the ontology, providing a granular 
breakdown of specific tasks rather than broad category labels—enabling facilities managers to 
understand exactly what each team is responsible for on a day-to-day basis. 

 

4.2.7 Example Interaction 5: Preventive Maintenance Guidance 
User Question: "What are the top 3 most common problems we should focus on preventing?" 

 
Agent Response: 

The top 3 most common problems to focus on for prevention are: 
1. Bathroom Maintenance Failure — 9,640 occurrences 
2. Bathroom Drainage Failure — 7,724 occurrences 
3. Kitchen Carpentry Failure — 7,166 occurrences 
These issues highlight the need to prioritize maintenance and preventive measures in 
bathrooms and kitchens, particularly focusing on plumbing and carpentry interventions. 

 
The agent correctly retrieved and ranked occurrence counts from the ontology, providing a data-
driven basis for prioritising preventive maintenance investment. The response demonstrates how 
the knowledge graph can directly inform strategic maintenance planning decisions without 
requiring manual data aggregation. 

 

4.2.8 Error Handling and Edge Cases 
The AI agent handles ambiguous or out-of-scope queries as follows: 

Ambiguous Query 
User: "Fix the broken thing in the apartment" 

 
Agent: To assist you in fixing the broken thing in the apartment, I need more specific 
information about what is broken. Could you provide details about the type of issue, its 
location, or any other relevant information? 

 

Out-of-Scope Query 
User: "What is the weather forecast for tomorrow?" 
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Agent: I am specialised in maintenance and facilities management. I am unable to 
provide real-time weather forecasts. You may want to check a weather website or 
application for that information. 

In both cases the agent responds reliably: prompting the user for more specific information when 
a query is too vague, and clearly redirecting out-of-scope requests. This behaviour ensures that 
users always receive a useful response, even when their initial question falls outside the system’s 
domain. 

4.2.9 User Experience Advantages 
Based on the interactions demonstrated above, the AI agent interface offers the following 
practical advantages over direct SPARQL querying for non-technical users: 

Accessibility 
• No technical knowledge required: users interact entirely in natural language 
• Questions can be posed in plain language without knowledge of ontology class names or 

URI conventions 
 

Retrieval Efficiency 
• Eliminates the need to construct SPARQL queries manually 
• Multi-hop relationships are traversed transparently without user awareness of graph 

structure 
• Results are presented as readable text rather than raw tabular RDF output 

 

Graceful Degradation 
• Ambiguous queries prompt clarification rather than returning empty or incorrect results 
• Out-of-scope queries are declined clearly without fabricating responses 

 

Limitations 
• Responses are concise and do not include detailed explanatory reasoning beyond what is 

present in the ontology 
• The agent does not retain context across separate conversation sessions 
• Response quality depends on the precision of the user’s natural language input 

 

4.3 Comparison: SPARQL vs. AI Agent Interfaces 
Drawing on the queries and interactions demonstrated in Sections 4.1 and 4.2, the following 
table summarises the key differences between the two interfaces across practical dimensions of 
use. 
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Table 4.1 SPARQL vs. AI Agent Interfaces 

 SPARQL Interface AI Agent Interface 

Target users Data analysts, system 
administrators 

Facilities managers, maintenance 
coordinators, non-technical staff 

Required 
knowledge 

SPARQL syntax, ontology class 
names, graph traversal logic 

Plain language 

Query 
construction 

Manual — user writes full 
SPARQL syntax 

Automatic — agent generates 
SPARQL internally 

Response format Raw tabular results Short natural language answer 

Response depth Complete result set, all columns 
returned 

Condensed summary, key fields 
only 

Multi-hop 
traversal 

Explicit in query structure Handled internally, transparent to 
user 

Aggregation Full control (COUNT, SUM, AVG, 
GROUP BY) 

Basic aggregation supported 

Export capability CSV, JSON, TSV, XML Copy/paste from chat only 

Error handling Returns empty results or syntax 
error message 

Requests clarification for 
ambiguous queries; declines out-
of-scope requests 

Best suited for Precise analytical queries, bulk 
data export, custom reporting 

Rapid operational queries, ad-hoc 
maintenance guidance, non-
technical staff 

 
The dual-interface architecture ensures that the knowledge graph delivers practical value across 
the full range of organisational roles—from data analysts requiring precise, exportable query 
results to front-line maintenance coordinators seeking rapid, conversational access to repair 
guidance. 

4.4 Summary 
This chapter demonstrated two complementary approaches to querying the maintenance ontology 
developed in Chapter 3. 

The GraphDB SPARQL interface provides powerful, precise control for technical users, 
enabling complex aggregations, multi-hop traversals, and flexible data export. The two queries 
presented here, alongside those validated in Chapter 3, confirm that the knowledge graph 
supports a range of analytical scenarios relevant to facilities management planning and reporting. 

The AI agent interface demonstrated natural language access across five interaction types: simple 
information retrieval, multi-hop causal chain traversal, comparative cost analysis, team resource 
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planning, and preventive maintenance prioritisation. The agent performed accurately within the 
scope of the ontology, while its limitations—concise responses, no session memory, and 
dependency on ontology coverage—reflect the current boundaries of the proof-of-concept 
implementation. 

Together, these interfaces demonstrate that the ontology-based knowledge graph delivers 
practical operational value across the full spectrum of organisational roles. The following chapter 
discusses the broader implications of these findings for the facilities management industry and 
identifies directions for future research. 
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5. Discussion 
This chapter interprets the findings presented in Chapters 3 and 4, situating the technical 
achievements within the broader context of facilities management practice and evaluating the 
methodological contributions of the research. The discussion addresses the practical implications 
of the ontology-based approach, reflects on the limitations of the current implementation, and 
identifies directions for future development. 

5.1 Methodological Contributions 

This research introduces a novel approach to facilities management knowledge representation by 
combining LLM-assisted ontology development with semantic web technologies. The 
methodology demonstrates that it is possible to construct a formally valid, query knowledge 
graph from semi-structured maintenance documentation within a constrained development cycle, 
without requiring specialist knowledge engineering expertise at every stage. 

5.1.1 LLM-Assisted Ontology Engineering 

The integration of a Large Language Model into the ontology development workflow represents 
a meaningful methodological contribution. By delegating the mechanical task of Turtle 
serialization to the LLM while retaining researcher control over all structural and semantic 
design decisions, the approach achieved a substantial reduction in development time relative to 
fully manual ontology construction. This human-in-the-loop model—where the LLM accelerates 
encoding but does not determine ontological structured effective for generating syntactically 
valid RDF triples at scale while preserving semantic rigor. 

However, the effectiveness of this approach is contingent on prompt engineering quality. 
Carefully structured instructions specifying ontology hierarchies, domain terminology, datatype 
specifications, and causal chain logic are essential to elicit accurate output. Furthermore, iterative 
validation in Protégé at each phase of development was necessary to identify and correct 
inconsistencies before deployment, confirming that LLM-assisted ontology construction should 
be understood as a collaborative process rather than an automated one. 

5.1.2 Semantic Model Framework for Building Faults 

The six-class architecture (comprising BuildingComponent, Failure, Cause, Measure, Actor, and 
SeverityLevel) provides a formal semantic framework that makes all maintenance relationships 
explicit and machine-interpretable. This structure directly addresses a recognized gap in facilities 
management data practice: namely, the inability of conventional tabular formats to represent the 
causal logic connecting a physical fault to its diagnosis, remediation, and responsible actor. 

Compared to relational data representations, this semantic framework offers several distinct 
structural advantages. First, relationship explicitness is achieved through formally defined object 
properties that enable automated traversal rather than manual cross-reference. Second, the 
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schema remains inherently flexible, allowing new properties and individuals to be appended as 
triples without disrupting existing data structures or requiring complex schema migrations. 
Third, multi-hop retrieval is significantly streamlined; graph traversal enables complex queries 
across four or more relationship hops in a single operation, thereby replacing multiple resource-
intensive JOIN operations. Finally, full compliance with W3C standards (RDF, OWL, SPARQL) 
establishes a solid interoperability foundation for future integration with established industry 
ontologies, including BOT, ifcOWL, and RealEstateCore. This mathematical and structural 
flexibility is particularly valuable in facilities management, where building systems, maintenance 
practices, and regulatory requirements evolve continuously and data models must accommodate 
incremental change without structural disruption. 

5.1.3 Dual-Interface Design for Accessibility 

The dual-interface architecture—combining the GraphDB SPARQL editor with an AI agent 
natural language interface—addresses a critical adoption barrier for semantic technologies in 
operational environments. Through this design, technical users retain full access to the 
expressive power of SPARQL for custom analytical queries and data export, while non-technical 
staff can retrieve the same underlying knowledge through conversational language without any 
prior training requirement. 

The AI agent demonstrations in Chapter 4 confirm that the natural language interface can 
reliably handle a range of query types relevant to day-to-day maintenance operations, including 
team assignment, cost retrieval, cross-category comparison, and failure frequency analysis. This 
accessibility is strategically significant, as the value of a knowledge graph is only fully realised 
when its contents are directly actionable by the personnel making maintenance decisions, rather 
than being restricted to those who build and query it technically. 

5.2 Technical Achievements 

The deployed ontology demonstrates substantial semantic coverage across the Top 10 
maintenance issue categories, as validated through Protégé structural inspection, GraphDB 
import verification, and SPARQL query execution. Quantitatively, the system encompasses 232 
individuals across all classes, including 53 building components modelled as individuals, 64 
failure types with severity classifications spanning 10 major categories and 54 sub-failures, 54 
root causes identified across all issue categories, and 54 remediation measures with associated 
cost and duration data. In terms of knowledge representation, 3,487 explicit RDF triples were 
serialised in Turtle format, expanding to 4,730 total triples after OWL-Horst inference to 
represent a 35% semantic enrichment, thereby effectively covering 56,924 maintenance incidents 
across the Top 10 categories. Furthermore, all SPARQL queries executed in under 100ms, 
confirming the system’s suitability for interactive applications. The AI agent successfully 
interpreted domain-specific terminology, handled comparative and aggregation queries, and 
returned accurate results grounded in the ontology data across all five demonstration interactions. 
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5.3 Advantages Over Conventional Approaches 

The ontology-based approach offers several structural advantages over conventional tabular data 
formats for maintenance knowledge representation. While conventional tabular formats store 
maintenance data in rigid rows and columns where relationships between components, failures, 
and repair actions remain implicit in field names or require manual cross-referencing, the 
proposed ontology makes these semantic relationships formally explicit and directly queryable. 

Furthermore, regarding data retrieval, obtaining the responsible team for a given failure type in a 
tabular system typically requires navigating multiple sheets or executing complex sequential 
LOOKUP and JOIN operations. In contrast, the graph structure enables multi-hop retrieval 
within a single SPARQL query. 

The architecture also excels in schema extensibility; adding a new failure type or maintenance 
measure to the knowledge graph requires only the addition of new triples, without modifying 
existing data structures or risking data integrity. Equivalent changes in a relational database, 
however, require schema alterations that may disrupt dependent queries and applications. 

Identifying the system testing workflow and operational parameters, a structured breakdown of 
encountered deployment issues, root causes, and implemented resolutions is provided in Table 
5.1 to guide engineering transitions. 

Table 5.1 Summary of deployment issues, root causes, and implemented resolutions. 

Issue Root Cause Resolution 

Agent returns “No data found” Named graph URI mismatch 
between import and agent settings 

Verified URI consistency across 
import settings and agent 
configuration 

Agent fails to interpret natural 
language queries 

Autocomplete index unbuilt or 
outdated 

Rebuild the autocomplete index 
within the graph database 
repository 

SPARQL syntax errors in LLM 
responses 

Automatic namespace registration 
disabled 

Enabled the auto-add missing 
namespaces feature and re-
initialized the conversation 

Prolonged agent response 
latencies 

Excessive context window size or 
overly complex schema 

Optimized the model temperature 
parameter and utilized a lower-
latency model variant 
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Finally, this method resolves the issue of data silos through W3C standards compliance, 
providing a clear pathway for future integration with the Building Topology Ontology (BOT), 
ifcOWL, RealEstateCore, and IoT sensor standards such as SAREF, thereby enabling the 
maintenance knowledge graph to participate in a broader ecosystem of building data. This entire 
semantic graph is made fully accessible via natural language, allowing non-technical users to 
query the system without any requirement for SPARQL expertise, which substantially broadens 
the operational reach of the system beyond technical specialists. 

5.4 Limitations and Challenges 

A candid assessment of the current implementation identifies several limitations that should be 
addressed in future development. First, regarding the scope of coverage, the ontology currently 
maps only the Top 10 maintenance issue categories representing 56,924 incidents. Issues ranked 
11 and beyond remain unmodelled, meaning the current implementation represents a point-in-
time snapshot rather than a continuously updated knowledge base. 

Second, the workflow exhibits a distinct LLM validation dependency. Despite the efficiency 
gains from LLM-assisted encoding, human validation through Protégé syntax checking and 
manual inspection of causal chains remains necessary. Challenges observed during development 
included occasional inconsistent naming conventions and misaligned property domains, which 
required iterative correction. 

Third, the AI agent response depth is inherently bounded; as demonstrated in Chapter 4, the 
agent returns accurate but concise responses grounded directly in the ontology, without including 
broader contextual reasoning or domain knowledge beyond what is explicitly encoded. While 
appropriate for a proof-of-concept, this mechanism will require supplementary knowledge 
sources in production deployments. 

Fourth, the study is limited by the absence of a production deployment. Because this research 
constitutes a proof-of-concept implementation that has not been deployed in a live operational 
environment, it cannot provide user acceptance metrics, adoption data, or longitudinal 
performance measurements, all of which are essential inputs for a full production assessment. 

Finally, the system features a strict data quality dependency, meaning the utility of the ontology 
is inherently constrained by the quality of the input data. A portion of development effort was 
devoted to reconciling inconsistent terminology, incomplete cost data, and ambiguous causal 
relationships in the source documentation—a challenge that would persist in any real-world 
deployment and would require formal data governance processes to manage systematically. 

5.5 Implications for Facilities Management 

The findings of this research carry several practical implications for the facilities management 
industry. Crucially, the ontology establishes the fundamental semantic infrastructure necessary 
for AI-driven predictive maintenance within initiatives such as the AIDA-B project. By 
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transforming unstructured maintenance text into machine-interpretable structured knowledge, it 
provides the labelled data foundation that predictive models require to identify failure patterns 
and recommend pre-emptive interventions. 

Additionally, the semantic model provides an IoT integration pathway, acting as a structural 
bridge between raw sensor data and maintenance decision logic. For instance, a temperature drop 
detected by a building sensor could, in a fully integrated system, be linked directly to the relevant 
failure type, cause, and remediation measure within the knowledge graph, enabling automated 
fault detection workflows rather than manual data review. 

The methodology also exhibits high transferability across organizations, as the six-class causal 
chain architecture and the LLM-assisted development approach are not specific to Einar 
Mattsson’s operational context. The core ontological structure can be retained while replacing 
domain-specific instances with those relevant to other property portfolios, offering a replicable 
template for semantic knowledge representation in facilities management more broadly. 

Finally, the architecture facilitates evidence-based preventive maintenance. The ability to query 
failure frequency, severity distribution, and cost data across the knowledge graph enables 
property managers to base preventive maintenance decisions on actual historical patterns rather 
than generic manufacturer recommendations. As the Top 10 analysis demonstrates, bathroom 
and kitchen categories represent the highest intervention volume, providing a data-driven basis 
for strategic resource prioritization. 

5.6 Future Research Directions 

Several directions for future research and development are identified based on the findings and 
limitations of this study. One immediate priority is ontology expansion, where extending 
coverage to the Top 20 maintenance issue categories would substantially increase the proportion 
of incidents represented in the knowledge graph. Future iterations could also incorporate 
temporal modelling for time-series failure analysis, tool and skill prerequisite modelling, and 
more granular severity classifications. 

Another critical avenue is industry ontology integration, establishing formal alignment between 
the maintenance ontology and established standards—specifically the Building Topology 
Ontology (BOT) for spatial reasoning, ifcOWL for BIM component specifications, 
RealEstateCore for business operations, and SAREF for IoT sensor data—to enable the system to 
participate in a semantically interoperable building data ecosystem. 

These foundations will directly support predictive model development, allowing researchers to 
train machine learning models on the structured knowledge graph to predict failure probabilities, 
optimize preventive maintenance schedules, and allocate resources across the property portfolio, 
thereby supporting the objectives of the AIDA-B initiative. 
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For scalability, a multi-building deployment using a named graph strategy would enable 
enterprise-scale execution across a larger property portfolio, supporting building-specific data 
isolation alongside cross-portfolio analytics. 

Operational capabilities can be further advanced through workflow automation, closing the loop 
from fault detection to repair execution through automated work order generation and integration 
with Computerized Maintenance Management Systems (CMMS). 

To validate these impacts, a structured pilot deployment and evaluation in a subset of properties 
should be conducted to generate the user acceptance data, longitudinal performance 
measurements, and adoption metrics necessary to inform further development priorities. 

Finally, an open-source contribution involving the publication of the core ontology as a reference 
implementation and active engagement with RealEstateCore and BuildingSMART 
standardization efforts would extend the research impact beyond the immediate organizational 
context and support community development of shared semantic standards. 
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6. Conclusion
This research sets out to address a structural challenge in facilities management: the gap between 
the volume of operational maintenance data generated by modern property portfolios and the 
capacity of conventional data formats to make that data semantically accessible and actionable. 
The following sections summarize the achievements of the study, articulate its core 
contributions, and reflect on its broader significance. 

6.1 Summary of Achievements 

This research successfully demonstrated that semantic web technologies can meaningfully 
transform facilities management knowledge representation and decision support. In collaboration 
with Einar Mattsson AB, a formal OWL ontology was developed covering the Top 10 
maintenance issue categories, encompassing 56,924 maintenance incidents and 232 ontology 
individuals across six core classes. The knowledge graph was implemented in GraphDB and 
validated through iterative Protégé inspection and SPARQL query execution, with all queries 
returning results in under 100ms. 

Accessibility is managed via a dual-interface design that provides access for both technical users 
via the SPARQL editor and non-technical staff via an AI agent natural language interface, as 
demonstrated across five representative interaction scenarios in Chapter 4. 

Crucially, the LLM-assisted development methodology—employing a Large Language Model 
for Turtle serialization while retaining researcher control over all structural design decisions—
enabled the construction of a formally valid, query-able knowledge graph within a compressed 
development cycle, demonstrating the practical viability of this approach for organizations 
without dedicated knowledge engineering resources. 

6.2 Core Contributions 

The research makes three interrelated contributions across methodological, technical, and 
practical dimensions. Methodologically, it introduces an LLM-assisted ontology development 
workflow that combines the efficiency of language model encoding with human validation rigor, 
providing a replicable methodology for domain-specific ontology construction in operational 
settings. Technically, it delivers a deployable OWL ontology and GraphDB knowledge graph 
representing the causal structure of building maintenance—from component failure through 
cause identification, remediation measure, and actor assignment—validated through structured 
SPARQL queries and an AI agent natural language interface. Practically, it provides a validated 
proof-of-concept demonstration that semantic knowledge representation can be made fully 
accessible to non-technical facilities management professionals through natural language 
querying, without requiring SPARQL expertise or knowledge of graph data structures. 
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6.3 Research Impact 

For Einar Mattsson specifically, this work provides a concrete pathway from operational 
maintenance data to a semantically structured knowledge base, establishing the infrastructure 
required for AI-driven predictive maintenance within the AIDA-B initiative. The ontology 
architecture is explicitly designed for extensibility, accommodating both the organization’s own 
expanding datasets and future integration with established industry standards including BOT, 
ifcOWL, and RealEstateCore. 

More broadly, the research contributes to the digital transformation of facilities management as 
an academic and professional discipline. The six-class causal chain architecture and LLM-
assisted development methodology are highly transferable across organizations and property 
types, offering a replicable template for semantic knowledge representation in an industry where 
structured data practices remain underdeveloped relative to the volume and operational 
significance of the information generated. 

6.4 Final Remarks 

The value of organizational data lies not in its volume but in its structure. This research 
demonstrated that the implicit knowledge embedded in years of maintenance records—
specifically the causal relationships between building components, failure modes, and 
remediation actions—can be made explicit, machine-interpretable, and directly query-able 
through semantic web technologies. 

The transition from flat data storage to semantic knowledge representation marks a meaningful 
shift in how organizations can understand and act upon their operational information. This study 
demonstrates that such a transition is technically achievable, methodologically tractable, and 
practically accessible, and that the groundwork laid here provides a viable foundation for the 
next generation of intelligent, data-driven facilities management. 



48

References
[1] De Santis, Antonio, et al. "Integrating large language models and knowledge graphs for extraction

and validation of textual test data." International Semantic Web Conference. Cham: Springer Nature
Switzerland, 2024.\

[2] Cavka, Hasan Burak, Sheryl Staub-French, and Erik A. Poirier. "Developing owner information
requirements for BIM-enabled project delivery and asset management." Automation in
construction 83 (2017): 169-183.

[3] Pauwels, Pieter, Sijie Zhang, and Yong-Cheol Lee. "Semantic web technologies in AEC industry: A
literature overview." Automation in construction 73 (2017): 145-165.

[4] Yang, Zhenyao, et al. "A review on synergizing knowledge graphs and large language models: Z.
Yang et al." Computing 107.6 (2025): 143.

[5] G. Carothers, A. Seaborne, and D. Beckett, Eds., "RDF 1.1 N-Triples: A line-based syntax for an
RDF graph," W3C, W3C Recommendation, Feb. 25, 2014. [Online]. Available:
https://www.w3.org/TR/2014/REC-n-triples-20140225/

[6] Pärn, Erika A., David J. Edwards, and Michael CP Sing. "The building information modelling
trajectory in facilities management: A review." Automation in construction 75 (2017): 45-55.

[7] World Wide Web Consortium. "RDF 1.1 Turtle: terse RDF triple language." (2014).
[8] Ter Horst, Herman J. "Completeness, decidability and complexity of entailment for RDF Schema

and a semantic extension involving the OWL vocabulary." Journal of web semantics 3.2-3 (2005):
79-115.

[9] Pérez, Jorge, Marcelo Arenas, and Claudio Gutierrez. "Semantics and Complexity of
SPARQL." International semantic web conference. Berlin, Heidelberg: Springer Berlin Heidelberg,
2006.

[10] Yang, Shuangtao, et al. "LLM-based SPARQL generation with selected schema from large scale
knowledge base." China conference on knowledge graph and semantic computing. Singapore:
Springer Nature Singapore, 2023.

[11] Decker, Stefan. An Efficient Semantic Search Engine for Research Data in an RDF-based
Knowledge Graph. Diss. RWTH Aachen University, 2020.

[12] Pauwels, Pieter, and Walter Terkaj. "EXPRESS to OWL for construction industry: Towards a
recommendable and usable ifcOWL ontology." Automation in construction 63 (2016): 100-133.

[13] Hammar, Karl, et al. "The realestatecore ontology." International Semantic Web Conference. Cham:
Springer International Publishing, 2019.

[14] Pauwels, Pieter, and Walter Terkaj. "EXPRESS to OWL for construction industry: Towards a
recommendable and usable ifcOWL ontology." Automation in construction 63 (2016): 100-133.

[15] Rasmussen, Mads Holten, et al. "Managing interrelated project information in AEC Knowledge
Graphs." Automation in Construction 108 (2019): 102956.

[16] Rasmussen, Mads Holten, et al. "BOT: The building topology ontology of the W3C linked building
data group." Semantic Web 12.1 (2020): 143-161.

[17] Yin, Mengtian, et al. "An ontology-aided, natural language-based approach for multi-constraint BIM
model querying." Journal of Building Engineering 76 (2023): 107066.

[18] Farghaly, Karim, Ranjith K. Soman, and Shanjing Alexander Zhou. "The evolution of ontology in
AEC: A two-decade synthesis, application domains, and future directions." Journal of Industrial

https://www.google.com/search?q=https://www.w3.org/TR/2014/REC-n-triples-20140225/


49 

Information Integration 36 (2023): 100519. 
[19] Pauwels, Pieter, Aaron Costin, and Mads Holten Rasmussen. "Knowledge graphs and linked data for

the built environment." Industry 4.0 for the Built Environment: Methodologies, Technologies and
Skills. Cham: Springer International Publishing, 2021. 157-183.


	The Ontology for Facilities Management
	Abstract
	Sammanfattning
	CONTENTS
	1. Introduction
	1.1 Facilities Management in the Digital Era
	1.1.1 The Changing Face of Building Management
	1.1.2 Proactive Maintenance and the AIDA-B Project
	1.1.3 The Problem with Simple Tables and the "Information Gap."

	1.2 Ontologies
	1.2.1 Defining Ontology
	1.2.2 The Technical Framework
	1.2.3 Building a Connected Ecosystem of Data

	1.3 The Necessity of Semantic Integration in Facilities Management
	1.4 Research Aim

	2. Methodology
	2.1 Research Design
	2.2 Step 1: Knowledge Engineering and Ontology Design
	2.3 Step 2: Knowledge Graph Implementation
	2.4 Step 3: Natural Language Interface Development

	3. Ontology Development and Implementation
	3.1 Knowledge Engineering Framework
	3.1.1 Understanding the Turtle (TTL) Format
	Core Structure: The Triple
	Namespace Prefixes

	3.1.2 Prompt Engineering Approach
	3.1.3 Ontology Structure and Class Design
	Object Properties
	Data Properties
	Actor Classification


	3.2 Phase 1: Top 5 Development and Validation
	3.2.1 Ontology Generation
	3.2.2 Protégé Validation
	3.2.3 GraphDB Deployment
	3.2.4 SPARQL Query Validation
	Query 1: Component-Failure-Solution Chain
	Query 2: Team Workload and Cost Distribution


	3.3 Phase 2: Expansion to Top 10
	3.3.1 Ontology Extension
	3.3.2 Protégé Re-validation
	3.3.3 GraphDB Re-deployment and Verification

	3.4 Ontology Coverage and Metrics
	3.5 AI Agent Configuration for Natural Language Querying
	3.5.1 AI Agent Architecture
	3.5.2 Configuration Process
	3.5.3 Agent Verification
	3.5.4 Troubleshooting
	3.5.5 Configuration Best Practices

	3.6 Validation and Quality Assurance

	4. User Interface and Query Demonstrations
	4.1 GraphDB Direct Query Interface
	4.1.1 Example Query 1: Finding All Bathroom-Related Repairs
	4.1.2 Example Query 2: Team Workload Analysis
	4.1.3 GraphDB Visual Graph Explorer

	4.2 AI Agent Natural Language Interface
	4.2.1 System Architecture
	4.2.2 Accessing the AI Agent Interface
	4.2.3 Example Interaction 1: Simple Information Retrieval
	4.2.4 Example Interaction 2: Multi-Hop Reasoning
	4.2.5 Example Interaction 3: Comparative Analysis
	4.2.6 Example Interaction 4: Team Resource Planning
	4.2.7 Example Interaction 5: Preventive Maintenance Guidance
	4.2.8 Error Handling and Edge Cases
	Ambiguous Query
	Out-of-Scope Query

	4.2.9 User Experience Advantages
	Accessibility
	Retrieval Efficiency
	Graceful Degradation
	Limitations


	4.3 Comparison: SPARQL vs. AI Agent Interfaces
	4.4 Summary

	5. Discussion
	5.1 Methodological Contributions
	5.1.1 LLM-Assisted Ontology Engineering
	5.1.2 Semantic Model Framework for Building Faults
	5.1.3 Dual-Interface Design for Accessibility

	5.2 Technical Achievements
	5.3 Advantages Over Conventional Approaches
	5.4 Limitations and Challenges
	5.5 Implications for Facilities Management
	5.6 Future Research Directions

	6. Conclusion
	6.1 Summary of Achievements
	6.2 Core Contributions
	6.3 Research Impact
	6.4 Final Remarks

	References



