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Abstract

The Particle Mesh Ewald (PME) method is used for efficient long-
range electrostatic calculations in molecular dynamics (MD).

In this project, PME is implemented for a single GPU alongside
the existing CPU implementation, using the code base of an open
source MD software GROMACS and NVIDIA CUDA toolkit. The
performance of the PME GPU implementation is then studied.

The motivation for the project is examining the PME algorithm’s
parallelism, and its potential benefit for performance scalability of MD
simulations on various hardware.
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Implementering av Particle Mesh Ewald
metoden p̊a en GPU

Aleksei Iupinov

Referat

Particle Mesh Ewald (PME) metoden används inom molekyldy-
namiken (MD) för effektiva elektrostatiska beräkningar med l̊angdistans-
potentialer.

I detta projekt, PME implementeras för ett enda GPU tillsammans
med en redan existerande CPU implementation. Här används ko-
den av den fri tillgängliga MD mjukvaran GROMACS samt NVIDIA
CUDA programmeringsomgivningen. Hädanefter, prestandan av PME
GPU implementationen studeras.

Motivationen bakom projektet är att undersöka PME algoritmens
parallelliserbarhet. Detta kan medföra en potentiell fördel för skalbar-
heten av prestandan för MD simulationer p̊a olika h̊ardvaror.
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Chapter 1

Introduction

In this chapter the project domain, objective and scope are outlined.

1.1 Domain

Molecular dynamics (MD) is a computer simulation field for studying the
physical movements of atoms and molecules. The atoms and molecules are
allowed to interact for a fixed period of time, giving a view of the dynamical
evolution of the system. In the most common version, the trajectories of
atoms and molecules are determined by numerically solving Newton’s equa-
tions of motion for a system of interacting particles, where forces between
the particles and their potential energies are calculated using interatomic
potentials or molecular mechanics force fields.

High performance is important in MD simulations, as they are commonly
used for modelling complex organic molecules and structures on various
scales. System sizes may vary from hundreds to millions of particles. Time
scales may vary up to trillions of time steps - a single time step is usually
on the order of femtoseconds while the duration of processes being modelled
might range from nanoseconds to milliseconds.

The main computational effort of a MD simulation time step is the cal-
culation of the electrostatic forces, which, if implemented naively (each to
each), would scale as the square of the number of particles O(N2).

Particle Mesh Ewald (PME) is a long-range interactions computation
algorithm for periodic systems. It is based on the Ewald summation, first
described in 1921 [7]. Originally it was used for the ionic crystals’ energy
calculation. The method requires periodic boundary conditions and charge
neutrality of the molecular system in order to accurately calculate the total
Coulombic interaction.
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The idea of the PME method in short is as follows: all the long-range en-
ergy contributions (usually selected by a splitting function) are calculated in
Fourier space, where they converge faster than the real-space 1

|r| dependency
in direct summation. The computational effort of a long-range component in
PME is O(N · log(N)). The method is described in more detail in the next
chapter.

1.2 Objective

In this project, the PME method is implemented in a highly-parallel code
running on a GPU, using NVIDIA CUDA toolkit, as a part of the open-
source molecular dynamics software package GROMACS. Achieving good
performance of PME on GPU is important for good performance of molecular
simulations in general and in particular for the GROMACS package. As of a
few years GPUs are becoming increasingly important for running molecular
simulations. The need for a strong scaling (as partially provided by thousands
of cores on a typical GPU) and the current CPU performance bottleneck
dictate the need for parallel GPU implementations of existing algorithms.

There are two approaches to the GPU programming, either run (nearly)
everything on the GPU, or run only a part of the compute tasks on the
GPU for better system utilization. GROMACS takes the latter approach.
Currently only the non-bonded short-range particle pair interactions are be-
ing computed on the GPU. Moving part or all of the PME calculation onto
the GPU could benefit performance significantly on current hardware. Some
future hardware might have very weak CPUs compared to the GPUs and
nearly everything will have to run on the GPU. The results of this project
will directly benefit thousands of GROMACS users world-wide. The future
benefit will be even higher, because supercomputers are also expected to also
get relatively more GPU/accelerator power.

1.3 Scope

The scope of this project is to implement PME on GPU in C++/CUDA C
within GROMACS code base. There are several design constraints here:

• The method is implemented using NVIDIA CUDA toolkit (only for
NVIDIA hardware). The reasons for choosing CUDA over OpenCL,
a viable alternative standard, are practical - NVIDIA is currently the
main GPU hardware producer; the NVIDIA CUDA library generally
gives better performance than NVIDIA OpenCL implementation; and
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above all that, once the prototype is complete, it is not difficult to reim-
plement the same algorithms in OpenCL, as the core OpenCL C/CUDA
C language concepts are similar. GROMACS users would much more
benefit from the CUDA PME implementation.

• The method is implemented for a single PME simulation process work-
ing with a single GPU. GROMACS employs various parallelization
techniques for better scaling, including domain decomposition algo-
rithms, where parts of the domain are treated by different processes
within the same simulation (read more about it in Section 3.6). The
existing CPU PME implementation supports multi-process computa-
tion as well. However, a prospect of multi-GPU PME implementation
is raising additional concerns, such as minimisation of the communica-
tion costs between GPUs, domain decomposition algorithms, and load
balancing. While this should certainly be considered during future de-
velopments of PME GPU, a PME implementation for a single GPU
should provide a foundation for that, highlighting the weak and strong
points of the implementation and its scalability. Also note that the
PME amounts only to a part of the total computation, while the other
component (short-range work, see Section 3.3) is already scalable over
multiple processes/GPUs in GROMACS. Therefore, having PME com-
putation speed up on a single process with the use of a dedicated GPU
can already be beneficial for small-scale simulations running on a single
machine with one or several GPUs.

• The room for a scalable multi-GPU implementation is left in the imple-
mentation. The major part of the communication latency introduced
with the multi-node scaling is caused by the 3D FFT stages of the algo-
rithm. For this reason, the PME GPU implementation has to provide
an option to perform the FFT computation on CPU instead of GPU
(more about it in Section 4.8).
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Chapter 2

The PME method

In this chapter, the Ewald summation and the smooth PME approach are
described briefly.

2.1 Molecular dynamics

Molecular dynamics (MD) simulations solve Newton’s equations of motion in
small time steps for a system of N interacting particles, where new positions
r1, . . . , rN are the unknown:

mi
∂2ri
∂t2

= Fi, i = 1 . . . N

The forces that act on particles are the negative derivatives of a potential
function E(r1, . . . , rN):

Fi = −∂E
∂ri

The potential function has to be computed first in order to solve the
equations. A lot of computation is required to calculate the electrostatic
potential which depends on the pairwise charge interaction.

2.2 Periodic boundary conditions

The classical way to minimize edge effects in a finite system is to apply
periodic boundary conditions. The particles of the system to be simulated
are put into a space-filling box, which is surrounded by translated copies
of itself. Thus there are no boundaries of the system; the artifact caused
by unwanted boundaries in an isolated cluster is replaced by the artifact
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of periodic conditions. The errors can be evaluated by comparing various
system sizes; they are expected to be less severe than the errors resulting
from an unnatural boundary with vacuum.

2.3 Ewald summation

In an electrostatic calculation with periodic boundary conditions, one first
assumes that the system is contained in a so called unit cell U . Let U be
defined by the edge vectors a1, a2, a3, which are not necessarily orthogonal.
We can also define for later use conjugate reciprocal vectors a∗1, a

∗
2, a
∗
3 such

that a∗iaj = δij (Kronecker delta). Let there be N point charges q1, . . . , qN

with positions r1, . . . , rN within U satisfying charge neutrality:
N∑
i=1

qi = 0.

We can define fractional coordinates of charge qj by skj = a∗k · rj, where
k = 1, 2, 3.

The charges interact according to Coulomb’s law with periodic boundary
conditions. Thus a point charge qi at position ri interacts with other charges
qj, j 6= i at positions rj as well as with all of their periodic images at positions
rj + n1a1 + n2a2 + n3a3 for all n1, n2, n3 ∈ Z. It also interacts with its own
periodic images at ri + n1a1 + n2a2 + n3a3, only that n = (n1, n2, n3)

T 6= 0

to exclude the original.
The electrostatic energy of the unit cell can be written:

E(r1, . . . , rN) =
1

2

∗∑
n∈Z3

N∑
i=1

N∑
j=1

qiqj
|ri − rj + n|

(2.1)

The asterisk on the outer sum signifies that the contributions with zero de-
nominator (i = j and n = 0) are omitted.

The outer infinite series in (2.1) is conditionally convergent, meaning that
the result depends on the manner in which the numbers n1, n2, n3 tend to
infinity, as the term value depends inversely on the interaction distance. In
his work, Ewald [7] introduced the split of the sum in (2.1) into a sum of two
convergent series: a direct sum in Cartesian space, and a reciprocal sum in
Fourier space. The energies can be chosen such that the direct energy con-
tribution are negligible beyond a certain cut-off distance, and the reciprocal
energy is a slowly varying function for all distances, therefore representable
by a small number of vectors in Fourier space. Hence the direct sum roughly
corresponds to the short-range component of the interactions, the reciprocal –
to the long-range component. The intuition behind the distance dependency
split (which uses the Gaussian error function erf(r) and its complementary
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function erfc(r) = 1 − erf(r)) is illustrated in Figure 2.1. Introducing the
additional scaling parameter can influence the convergence balance.

Figure 2.1: Illustration of varying convergence of the distance-dependent
components using the scaling parameter; parameter’s values are 0.7 (left)
and 2 (right)

In many MD simulations certain non-bonded interactions within the same
molecule are omitted, being handled by different terms in the potential cal-
culation. The corresponding particle pairs (i, j) are stored in a masked list
M . Therefore, the masked list correction should be subtracted from the
direct and reciprocal energy sums. Usually the masked pairs are explicitly
skipped over during the direct sum calculation. The other contribution to
the correction term is the charges acting on themselves.

For dealing with the Fourier space, the reciprocal lattice vectors can be
defined through the reciprocal unit cell vectors m = m1a

∗
1 + m2a

∗
2 + m3a

∗
3,

for all m1,m2,m3 ∈ Z. The so called structure factor is then defined as:

S(m) =
N∑
j=1

qj exp(2πim·rj) =
N∑
j=1

qj exp (2πi(m1s1j+m2s2j+m3s3j)) (2.2)

With all this, (2.1) can be rewritten as

E = Edir + Erec + Ecorr ,

where

Edir =
1

2

∗∑
n∈Z3

N∑
i=1

N∑
j=1

qiqj erfc(β|ri − rj + n|)
|ri − rj + n|

(2.3)

Erec =
1

2πV

∑
m∈{Z3\0}

exp(−π2m2

β2 )

m2
S(m)S(−m) (2.4)
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Ecorr = −1

2

∑
(i,j)∈M

qiqj erf(β|ri − rj|)
|ri − rj|

− β√
π

N∑
i=1

q2i

Similarly to (2.1), the asterisk in (2.3) means that terms with n = 0 and
i = j, or (i, j) ∈M , are skipped. V = a1 · a2 × a3 is a unit cell volume.

The Coulombic force acting on atom j can be obtained by differentiating
the sum E(r1, . . . , rN) = Edir + Erec + Ecorr with respect to rj.

The computational effort of the listed bonds and correction Ecorr is O(N).
Therefore it is not very important effort-wise.

The total energy E is invariant to the parameter β, which controls the
relative rate of convergence of the direct and reciprocal sums. Increasing β
causes Edir to converge more rapidly, at the expense of slower convergence in
Erec. This allows the balance between the amount of short- and long-range
computations to be changed, while not affecting the accuracy of the result.
As the cut-off decreases, the number of the short-range pairs is decreased,
while the amount of the important structure factors is increased. The choice
of a fixed β independent of the box dimensions allows for a fixed size real
space cut-off rc (e.g. 1 nm) in Edir, reducing its computation from O(N2)
to O(N). The computation of the direct-space energy Edir is then trivial to
perform in a loop. However, approximating the sum of structure factors in
the equation (2.4) is more difficult. This is why the discrete particle mesh
idea was suggested in 1993 [5]. It allows to reduce the computational effort
of the Erec from O(N2) to O(N log(N)).

2.4 B-splines interpolation on a grid

To approximate the exponentials appearing in the structure factors (2.2),
interpolation can be used. Let us have a discrete 3D grid of sizes K1, K2, K3,
corresponding to the unit cell. Scaled fractional coordinates of the particle
with position r can be written: uj = Kja

∗
j · r. Therefore,

exp(2πim · r) =
3∏
j=1

exp
(

2πi
mjuj
Kj

)
In the so called smooth PME method [6] cardinal B-splines Ml are applied

for interpolation that produces sufficiently smooth energy function, allowing
for analytical differentiation to arrive at the forces. It is shown that using the
Euler exponential spline, the exponential can be represented for interpolation
order of l as

exp
(

2πi
mjuj
Kj

)
≈ bj(mj)

∑
k∈Z

Ml(uj − k) exp
(

2πi
mjk

Kj

)
,
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bj(mj) = exp
(

2πi
mj

Kj

(l − 1)
)
×
[ l−2∑
k=0

Ml(k + 1) exp
(

2πi
mjk

Kj

)]−1
(2.5)

With this, the structure factor can be approximated as

S̃(m) = b1(m1)b2(m2)b3(m3)F (Q)(m1,m2,m3) ,

where F is a Fourier transform,

(2.6)Q(k1, k2, k3) =
N∑
i=1

∑
n∈N3

qiMl(u1i − k1 − n1K1)

×Ml(u2i − k2 − n2K2) ·Ml(u3i − k3 − n3K3)

are the discrete grid values after the charges being interpolated onto it. The
example of such interpolation for 2D case is shown in Figure 2.2.

Figure 2.2: Example of charge spreading in 2D for interpolation order l = 4;
circle sizes signify absolute values of charge contributions

The reciprocal energy can be approximated as:

Ẽrec =
1

2πV

∑
m 6=0

exp(−π2m2

β2 )

m2
B(m)F (Q)(m)F (Q)(−m) =

1

2

K1−1∑
m1=0

K2−1∑
m2=0

K3−1∑
m3=0

Q(m1,m2,m3)(θrec ∗Q)(m1,m2,m3)

(2.7)

where

B(m) =
3∏
i=1

|bi(mi)|2 (2.8)
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and θrec = F (B · C) is a reciprocal pair potential,

C(m) =


1

πV

exp(−π2m2

β2 )

m2
m 6= 0

0 m = 0

The reciprocal potential does not depend on the particle coordinates, so
the resulting reciprocal forces can be calculated using the spline parameters:

Fij = −∂Ẽrec
∂rij

= −
K1−1∑
m1=0

K2−1∑
m2=0

K3−1∑
m3=0

∂Q

∂rij
(m1,m2,m3)(θrec ∗Q)(m1,m2,m3)

(2.9)

2.5 Stages of the PME algorithm

The PME algorithm part for computing the reciprocal energy and forces can
be summed up as follows:

1. Calculate the B-spline interpolation values for all particles (equation
(2.5)).

2. Spread the particle charges on a discrete 3D grid (using the spline
values), calculating the array Q (equation (2.6)).

3. Perform three-dimensional real-to-complex FFT of the grid.

4. Calculate the reciprocal energy contribution(equation (2.7)), transform
the grid.

5. Perform three-dimensional complex-to-real FFT of the transformed
grid.

6. Gather the particle forces from the grid (using the spline values) (equa-
tion (2.9)).

2.6 Accuracy

There exist a priori error estimates both for real and reciprocal components
of the calculated forces. They depend on the splitting parameter β, the inter-
polation order p, the cut-off radius rc and the Fourier grid dimensions. The
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cut-off radius affects only the real space error; increasing the interpolation
order and the grid dimensions decreases the reciprocal error.

∆Fdir =
2 exp(−β2r2c )√

rcNV

N∑
i=1

q2i ,

∆Frec = V −1
√
Q

N

N∑
i=1

q2i ,

Q =

∫
V

∫
V

(Frec(r1, r2)− Frec,exact(r1, r2))2d3r1d3r2,

(∆F )2 = (∆Fdir)
2 + (∆Frec)

2

See [3] for further details on error estimates.
If one scales rc, the grid spacing and 1

β
by the same factor, the error in the

potential changes by not more than this scaling factor, since the potential
depends on distance as 1

r
. This scaling changes the ratio of the direct and

reciprocal computational workload, while maintaining the accuracy.
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Chapter 3

GROMACS

In this chapter the molecular simulations software GROMACS and its current
implementation of the electrostatic calculations are briefly described.

3.1 Background

GROMACS [2] is an open source software package for performing molecular
dynamics, i.e. simulating the Newtonian equations of motion for systems with
hundreds to millions of particles.

It is primarily designed for simulating biochemical molecules like proteins,
lipids and nucleic acids that have a lot of complicated bonded interactions.
Since GROMACS is extremely fast at calculating the non-bonded interac-
tions (that usually dominate simulation’s computational effort) many groups
also use it for research on non-biological systems, e.g. polymers.

3.2 GROMACS and parallelization glossary

Here is a glossary of the terms and abbreviations that are used throughout
the report.

MPI - Message Passing Interface, a common standard of the multi-process
communication interface; has several implementations; is used extensively for
the inter-process communication in various programming languages.

Rank - a single GROMACS process in a multi-process simulation (coming
from the MPI term for single process).

PME - particle mesh Ewald algorithm, responsible for the computation
of the long-range component of the forces/energy.

PP - short-range particle-particle components of the forces/energy, namely
bonded and non-bonded (NB) contributions.
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NB - non-bonded component of the short-range forces/energy computa-
tions; typically takes a significant amount of time, as it requires looping over
a large number of particle pairs.

PME process/rank - a GROMACS process that performs exclusively PME
calculations.

PP process/rank - a GROMACS process that performs exclusively PP
calculations (bonded and NB).

Atomic operation - a sequence of one or more machine instructions that
are guaranteed to execute sequentially, without interruption (from the point
of view of other programs running at the same time). An example use case of
an atomic operation is a single memory location being updated from many
threads/programs simultaneously, e.g. to calculate a sum or a maximum
value.

SPMD, MPMD, SIMD - types of the computing architectures and multi-
programming approaches, according to Flynn’s taxonomy. SIMD stands for
”Single Instruction, Multiple Data”, e.g. vector operations on CPUs. SPMD
is an extension of SIMD that stands for ”Single Program, Multiple Data”,
e.g. parallelization involving the data decomposition across multiple identi-
cal processes. MPMD stands for ”Multiple Programs, Multiple Data”, e.g.
”server/client” application architecture.

3.3 The PME and direct sum implementa-

tion

The short-range non-bonded calculations typically dominate the computa-
tional effort, so they remain the main optimization target in GROMACS.
Since version 4.6 [11], GROMACS features native GPU acceleration for the
non-bonded computations, as well as OpenMP parallelization. Moreover,
there are many optimizations targeting specific versions of CUDA, OpenCL
architectures and different SIMD instruction sets.

The short-range bonded (listed) component is only computed on CPU, as
it has non-significant run time (typically less than 5%), and computational
effort O(M), where M is a number of bonds.

Currently, the PME is also computed on CPU with SIMD optimizations,
and the PME GPU option would be a good addition, potentially increasing
the performance.

The inter-process MPI communication is employed by the PME and NB
implementations of the MD step, as described in Section 3.6. It is used for
SPMD parallelization (multiple processes computing local parts of the direct
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and PME sums), and even MPMD parallelization (multiple processes, where
a quarter of the total process number works exclusively on the PME sum, and
the rest works only on the direct sum). The current program architecture
is such that any single GROMACS process uses only a single GPU (which
avoids switching between different GPU contexts).

3.4 MD step

The core timeline of a GROMACS MD step is presented in Figure 3.1. In a
typical use case, as the process has to calculate all the components, it first
launches the non-bonded work on a GPU to ensure overlapping of the CPU
and GPU work, and only then performs the CPU calculations of the bonded
and reciprocal forces.

Figure 3.1: Timeline of MD step in a single-process GROMACS simulation

Some steps, such as the non-bonded work being split into 2 ”local” and
”non-local” GPU streams, or inter-process communication, are deliberately
omitted from the figure, as they are not the focus of the project.

3.5 Load balancing

Changing the electrostatic interaction length cut-off, the grid spacing and
the splitting parameter, as mentioned in Section 2.6, influences the amount
of computation performed in long- and short-range parts of the MD step.
GROMACS uses this fact for the automatic load balancing at the begin-
ning of the simulation run. Periodically the Fourier grid spacing is scaled
(the Coulomb cut-off is adjusted accordingly); the average step run-time is
measured over the next period. Eventually, the parameter set with the best
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simulation performance is chosen as the optimal. This allows to increase the
utilization of CPUs and GPUs both in single- and multi-process scenarios on
a single compute node.

What is commonly happening with the load balancing is that the rela-
tively small amount of CPU PME work is traded for much larger amount of
the GPU NB work (by increasing the grid spacing and the cut-off distance),
while benefiting the overall simulation performance. This is the case where
the GPU PME implementation could possibly alleviate the CPU performance
bottleneck.

3.6 Domain decomposition

Since most interactions in molecular simulations are local, domain decompo-
sition is a natural way to decompose the system for the multi-node, multi-
process simulations. In domain decomposition, a spatial domain is assigned
to each process, which will then integrate the equations of motion for the
particles that currently reside in its local domain.

GROMACS currently uses the eighth shell method, which is described in
the GROMACS 4 paper [9]. In the most general case of a triclinic unit cell,
the Cartesian space in divided with a 1-, 2-, or 3-D grid in parallelepipeds
which are called domain decomposition cells. Each cell is assigned to a single
process.

The multi-process PME calculations involve a PME grid decomposition.
Since within PME all particles interact with each other no matter the dis-
tance, global communication is required (mostly for the FFT stage). The
broadcast communication is the limiting factor for multi-process performance
scaling. It also introduces the new degree of freedom into already complex
task of the dynamic load balancing - now the simulation not only depends
on the CPU/GPU load, but on the communication latency as well. An ex-
ample of inter-process PME communication among 8 GROMACS processes
is presented in Figure 3.2 by red arrows.
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Figure 3.2: Example of domain decomposition over 8 processes without (left)
and with (right) PME-only processes

To reduce the effect of this problem, some processes are selected to do only
the PME calculation, while the other processes (called particle-particle, or
PP) perform the rest of the work - the bonded and non-bonded direct-space
summation. The number of the PME-only processes is usually limited to 1

4
of

the total process number. When the number of PME processes is reduced by
a factor of 4, the number of communication calls is reduced by about a factor
of 16. Or put differently, the simulation can effectively scale to 4 times more
processes. Additional PP-PME coordinate and force communication (blue
arrows) is required, but the total communication complexity is lower.
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Chapter 4

Implementation of PME on a
GPU

In this chapter, the PME on a GPU implementation details and choices are
described.

4.1 GPU programming

General-purpose computing on graphics processing units (GPGPU) is the use
of a GPU, which typically handles computation only for computer graphics,
to perform computation in applications traditionally handled by the CPU.
A modern GPU typically has thousands of specialized processing units, al-
lowing to achieve better performance than CPU in programs with exposed
parallelism and minimum amount of branching.

Currently there are 2 main toolkits for GPU programming: NVIDIA’s
proprietary platform CUDA, and Apple/Khronos Group’s OpenCL standard
which is supported by many hardware vendors. While OpenCL aims higher,
and unlike CUDA, is targeting not only NVIDIA hardware, and not only
GPUs, it has not gained much traction yet. CUDA is a single-vendor platform
directly tied onto its implementation; OpenCL is a wider standard which by
itself does not guarantee adequate performance on a specific hardware.

Due to reasons described in the project scope (Section 1.3), CUDA toolkit
(version 7.5) was chosen for the PME implementation. In recent years, sev-
eral popular MD simulation packages have adopted and explored CUDA
implementations of PME: AMBER [12], ACEMD [8], LAMMPS [4].
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4.2 CUDA glossary

Here is a basic glossary of CUDA-specific terms that are used throughout
the report.

Thread - smallest independent sequence of programmed instructions.
Kernel - the function that is being launched on a GPU in many parallel

threads.
Stream - sequence (possibly one out of several) of kernels and/or functions

being launched on a GPU.
Streaming multiprocessor (SM) - a processing unit handling up to hun-

dreds of threads. A single GPU can have up to dozens of SMs.
Warp - the smallest group of threads executed in parallel by a single SM.

Warp size is currently always 32 on all GPUs. Individual threads composing
a warp start together at the same program address, but they have their
own instruction address counter and register state and are therefore free to
branch and execute independently (increasing the runtime). The term warp
originates from weaving, the first parallel thread technology.

Block - a group of threads of a constant size. Usually the size is cho-
sen by a programmer as multiple of the warp size. A block is assigned by
CUDA runtime to be executed in its entirety by a single SM. For developers
convenience, threads within a block can be accessed by 1D, 2D or 3D indices.

Grid - a group of blocks. Grids can also have 1D, 2D or 3D structure -
purely for developers convenience.
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Figure 4.1: CUDA kernel execution units hierarchy: a grid of blocks of
threads

Global memory - a high-latency memory bank residing on the GPU, which
can be accessed by all the kernels simultaneously.

Shared memory - a low-latency memory bank, has a scope of a single
kernel’s block. It does not retain the information between the kernel launches.

Texture memory - a read only GPU memory bank, optimized for 2D
access pattern; uses smaller cache lines with respect to the global memory.

Divergence - the behaviour of the threads in the same warp executing
different instructions at the same line of code based on a condition. What is
actually happening on GPU SM’s is that all the threads have to go through all
the branches of a conditional, while the specific threads ignore the instruction
result if the condition is false for them. Divergence can decrease kernel
performance and is overall an undesirable occurrence in GPU programming.

Coalesced memory access - an optimal behaviour for accessing the mem-
ory within CUDA device code. The neighbouring threads within a warp
have to access the neighbouring 4-byte long memory areas for the best cache
utilisation, as data is cached in continuous cache lines (sized 128 bytes).
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4.3 PME GPU scheduling

The Figure 4.2 shows the schematic of the MD step, modified for the GPU
PME inclusion. Again, just like for the original MD step (Figure 3.1), multi-
process communication details are omitted.

Figure 4.2: Timeline of a modified MD step with PME GPU

The PME computations are scheduled into a separate, high-priority stream
of commands.

The reason for PME GPU launch being split into two parts is that the
CPU PME uses the buffer with bonded forces for the calculation. Therefore,
the easiest way of plugging the PME GPU calls into the existing code was
to copy the computed bonded forces buffer to the GPU for the reduction in
the gather kernel. Everything before the gathering stage should be launched
as soon as possible.

MD step modifications are preliminary and might be adjusted in the
future, especially for the hypothetical multi-process case. For instance, with
the NB GPU computations taking longer than PME, a multi-threaded force
reduction on the idle CPU would actually save a bit of time, allowing the
PME gathering to be launched earlier. The use of CPU FFT with PME GPU
also introduces a synchronisation point (transferring the grid from GPU to
the main memory).

Implementation of the individual stages of the PME is discussed below.

4.4 Sending input data to GPU

In the beginning of each MD simulation step the particle charges and coor-
dinates are copied to the CUDA device.
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Additional input data that is copied to the GPU only occasionally (on any
step during which the domain decomposition or configuration can possibly
change) includes

• B-spline moduli for all 3 dimensions;

• Local grid line indices size of 5 times the grid size to allow for particles
(to be out of the triclinic unit-cell by up to 2 box lengths in each
direction, which might be required for a very skewed unit-cell)

• Reciprocal box vectors

This data is computed on a CPU, as it has a constant and very low com-
putational effort. The grid line indices are just lookup tables for a modulo
operation results with some corrections for the rounding issues, and modulo
is a rather costly operation on a GPU.

The copying of coordinates and charges constitutes the majority of each
step’s initial data transfers, because of their regularity (each step) and size
(in total 16 bytes per particle with a single precision) as well.

Pairwise particle interaction calculations are also typically performed on
GPU in GROMACS, thus in CUDA case the particle data should be shared
between the NB (non-bonded) and PME kernels, and only copied once. How-
ever, that is not part of the core implementation, as the NB kernel currently
use a different particle data layout, so implementing a data reordering kernel
would be required. This should not require a lot of effort as it is mostly the
question of the higher level MD step code restructuring. It also does not
affect the performance adversely, as the data copying operations are over-
lapped with kernels: by the time the NB particle data transfer starts, the
GPU is working on the first PME kernel.

4.5 Computation of the spline values

and derivatives

For each particle and for each dimension the individual B-spline interpolation
parameters are computed: l values and l derivative values, where l is the
spline interpolation order (fixed at 4 in this implementation). This naturally
suggests using 3 threads per particle. The particle coordinates are used for
calculation. The question of the optimal layout for the spline parameters is
interesting. Shown in Figure 4.3 is my choice for an in-memory value θ and
derivative dθ arrays’ layout.
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Figure 4.3: Data layout for particles’ spline parameters

The reasoning is as follows:

• The data layout has to be clearly separable into batches for fixed num-
ber of particles, for the workload to have a future-proof possibility of
batching if needed.

• A single particle’s data for all 3 dimensions has to be kept together
for optimizing cache access - the spreading and gathering individual
threads are always going to access spline parameters for all 3 dimensions
to some extent.

• Reads and writes have to be as coalesced as possible.

4.6 Spreading the particle charges over the

grid

In the first algorithm stage l3 charge contributions to the discrete real-space
grid are computed for each particle. The charges, the spline data and the
grid-line indices from the previous stage are used. This could expose l3

parallel threads per particle. I choose to have l2 threads per particle so
that each thread works on a single line of l contributions for a particle.
Every l threads in a warp can still access every single contribution grid-
line (in minor dimension) in a coalesced way, while the parallelism is highly
exposed; meanwhile, the number of simultaneous atomic operation clashes
in the case of the 2 neighbour particles is reduced. Overall, the balance here
is between the parallelism and the global memory throughput (as well as
the atomic clash latencies). This might require further profiling for different
architectures and hardware.

To save on the global memory read/write operations, both the spline
calculation and spreading stages are located in a single kernel. This way,
the grid-line indices and spline parameters are stored in a shared memory
between stages. At first 3 threads per particle compute spline values and
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particle grid indices at first, the whole block is synchronized, and then l2

threads per particle calculate the charge contributions and atomically accu-
mulate on the global grid. With the PME order of 4 and block size of 128
threads, that gives us 8 particles per block. A single warp (8 ∗ 3 threads) is
used for the spline calculation part.

4.7 Wrapping the grid

As the method is dealing with a periodic system, the particle spline contri-
butions that go over the grid boundary are supposed to be wrapped over
into the other side. However, integer division and modulo are highly compu-
tationally expensive operations in CUDA. That is why the grid is allocated
with additional (l − 1) cells in all 3 dimensions. Instead of having mod-
ulo operations for grid indices in the spreading, a separate wrapping kernel
is scheduled afterwards. The kernel only has to atomically add each over-
lapped grid cell’s value to its wrapped address once. A single value is a work
of a single thread.

Note that when this GPU implementation will be adapted for the multi-
process GROMACS, the wrapping kernel will have to be modified. Only the
wrapping in the continuous dimension will be needed; the overlap zones in
the decomposed dimensions will have to be communicated between the PME
processes, just like it is done in the CPU PME implementation.

4.8 3D FFT

Before and after the solving kernel there is a 3D FFT of the grid to be per-
formed - real-to-complex and complex-to-real, respectively. CUDA platform
has a cuFFT library which focuses on FFT on a GPU. As the scope of the
project was the implementation for a single GPU, the implementation re-
quired only a single cuFFT function call for a full 3D transform for both
directions. Typically for FFT implementations, algorithms are optimized for
grid sizes which are multiples of certain small factors (such as 2, 3, 5, 7); it
is also recommended to stay away from the large prime factors [1]. With this
implementation being a first step of the multi-process PME GPU implemen-
tation, the option to use the CPU FFT implementation is provided. The
reason is that the FFT stage is responsible for most of communication in the
multi-process case, having 2 all-to-all broadcasts among the PME processes.
However, using the CPU FFT implementation means that the grid has to
be transferred between host and GPU just for these stages, which incurs
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additional synchronisation latencies.

4.9 Reciprocal energy calculation

The algorithm needs to modify each value of the Fourier space complex grid,
as well as compute the reciprocal energy and the virial contribution. This
kernel only takes about 1% of the total run-time, and additionally is embar-
rassingly parallel. The only common data is the constant B-spline moduli
for all 3 dimensions, and the resulting energy and 3× 3 pressure virial (rep-
resented by 6 values because it is symmetric), staged in global memory. The
energy and the pressure virial are reduced block-wise in the shared memory,
and then the result is atomically added to the global memory.

Each grid cell is processed by a single thread; for convenience, the block
size is rounded to multiples of the minor dimension grid-line size.

4.10 Unwrapping the grid

After the grid is modified, and complex-to-real FFT is performed, the long-
range force contributions are calculated.

For the same reason the Cartesian space grid is wrapped around after
the spreading, it gets unwrapped before the force gathering. This does not
require atomic operations, as it is only a memory copy operation. Again,
a single cell is processed by a single thread. This kernel could be partially
replaced by bulk memory copying.

4.11 Force calculation

Force contribution gathering is a logical counterpart to the charge spread-
ing. The values of the same grid cells affected by charge spreading are now
summed up to get the long-range force contribution for the corresponding
particles. The same data layout is used for the spline parameters and indices
as well.

4.12 Receiving the results from the GPU

The computed forces and energy are asynchronously copied back after the
respective kernels are done. This means that at the time when the results are
needed in the host CPU code, it is enough just to put the synchronisation
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call which waits for the completion of the asynchronous memory transfers
from device to host.

Again, due to the overlap between the NB and PME computation, the
transferring of 2 separate resulting force buffers from GPU memory to RAM
is not crucial for performance, as only the last transfer happens with the
GPU already idle. The OpenMP reduction can then be performed.
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Chapter 5

Results

In this chapter the PME GPU implementation behaviour and performance
is discussed.

5.1 Correctness

The correctness of the GPU PME implementation has been verified by com-
paring the results with the results of the CPU PME running with the same
input data as the reference. Both implementations use the single floating
point precision (1.19 × 10−7). The CPU and GPU PME comparisons were
as follows:

• All of the PME’s immediate results such as reciprocal energy, virial
and forces have been compared after a single MD step. The relative
difference of the reciprocal energy has been no more than 10−5.

• All the simulations have been run for 1000 time steps, and the resulting
total conserved energy of the system has been compared. It differed by
a relative difference on the order of 10−4, which is within the acceptable
fluctuation bounds during the simulation.

5.2 Factors influencing performance

The important input parameters affecting the PME performance are the
number of particles and the spline interpolation order. The interpolation
order is fixed in this implementation at 4, one of the most common values.

There is also a discrete grid size, which directly affects the runtime of
the FFT and solving stages of the algorithm. However, as it is explained
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in Section 3.5, the grid size and spacing can be automatically tuned for
better PP/PME load balance, changing the grid spacing and the short-ranged
interaction cut-off, and this is the default behaviour of GROMACS.

5.3 PME stages performance

The first interesting thing to try is to measure the performance of the in-
dividual algorithm components across the different input data sizes. For
this purpose, the kernel performance has been measured using the NVIDIA
CUDA profiling tools (nvprof, nvvp). Concurrent kernel execution was turned
off to produce more reliable results (the concurrent execution can increase
the kernel run times, also increasing the dispersion). The performance has
been measured only for the MD steps after the load balancing, using the
GROMACS command-line option ”-resetstep”.

A synthetic benchmark consisting of water molecules with number of
atoms varying from 960 to 1536000 has been used. The density of the water
is close to the density of protein/cell membrane, which is a typical input in
a biomolecular simulation.

This comparison has been performed on the NVIDIA GTX TITAN X
GPU, one of the fastest consumer-grade GPUs.

Most of the stages presented in Figure 5.1 correspond to single CUDA
kernels. Notable exception is FFT performed by the CUDA cuFFT library,
which while having only 2 function calls (real-to-complex and complex-to-
real) per MD step, uses from 7 to 10 individual kernels for each call, depend-
ing on the grid dimensions. Moreover, the cuFFT functions have no launch
configuration and bounds, unlike CUDA kernels, exposing no granularity
control, as they are pre-tuned for optimal performance.
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Figure 5.1: Performance of the individual PME stages as a function of the
number of the input particles on a loglog scale

It is no surprise overall that the FFT takes the larger ratio of the total
GPU runtime, as the input size decreases. Another observable feature on the
chart is the wrapping, unwrapping, and the solving(convolution) kernels not
scaling down well with input sizes. It is most likely related to their workload
being entirely dependent on the grid dimensions, unlike the rest of the stages.

It is also shown that the biggest share of computational time is spent in
the spreading kernel. Typically this kernel’s major bottleneck is the global
memory/L2 cache throughput - due to atomic addition operation clashes.

To demonstrate this point further, the comparison between the CPU and
GPU run-times of the principal PME stages is shown in Figure 5.2. The
proportions of the run-times are also presented as numbers on top of bars.
The input data is a model of ADH enzyme (134201 atoms).

29



Figure 5.2: Comparison of the CPU and GPU PME stages run-times

The force gathering stage has larger speed-up than the rest of the stages.
While both the gathering and spreading part have similar run-times on CPU
and are memory-bound on GPU, their run-time ratio is rather different on
GPU. This suggests that changing the current rather straightforward spread-
ing algorithm should be a priority target for improving the PME GPU per-
formance further. One of the options could be basing the single thread work
not around a single particle’s contributions, but around a single grid cell/line.
This approach could be an alternative to the current one, the choice being
dependent on the density of the system (median number of particles con-
tributing to a single grid point).

5.4 Overlapping with the non-bonded kernels

GROMACS uses GPU for the computation of short-range non-bonded elec-
trostatic interactions. One of the project’s goals was to study the possibility
of calculating both short-range and long-range interactions on the same GPU
at the same time, with so called overlapping. CUDA architectures allow for
several command streams to execute concurrently, and newer architectures
expose 2 possible values of stream priorities.

The modified MD step in this implementation launches the largest chunk
of the PME work on a GPU before the NB work is launched (Figure 4.2). The
PME stream is set to a high priority, using the CUDA runtime API, while
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the NB stream has lower priority. The idea was to have the PME launched
in advance and be computed in background, while the NB kernel with its
irregular occupancy performs the main computational workload. This allows
for:

• higher GPU utilization;

• simultaneous PME and NB execution (with potential loss of perfor-
mance);

• simultaneous memory transfers in one stream and kernel executions in
another stream with no loss of performance.

What was not expected with multiple CUDA streams is a kernel schedul-
ing problem. Pictured in Figure 5.3 is a typical GPU PME and NB overlap
timeline produced in the NVIDIA Visual Profiler with the concurrent kernel
execution enabled. The top timeline corresponds to the low-priority local
NB command stream, the bottom one - to the high priority PME stream.
The individual colored bars correspond to kernels (or sometimes memory
transfers).

Figure 5.3: A concurrent PME/NB kernel execution timeline in NVIDIA
Visual Profiler, showing the scheduling problems

From the figure it is quite clear that once the low priority NB work
occupies the GPU, the high priority PME kernels have a hard time getting
launched as evidenced by the gaps, even though the PME has been launched
in advance before the NB kernel has even started. The cuFFT consisting of
many kernels amplifies the problem. The gaps are also rather irregular. This
counter-intuitive behaviour is most likely related to the GPU internal task
scheduling mechanism, which NVIDIA does not disclose.

The only feasible solutions for decreasing the gaps are increasing the
granularity of work (launching multiple NB kernels with small batches of
data), and ultimately moving to persistent kernels, which are always running
on a GPU and routinely polling host-mapped memory for a new workload.
This requires a certain amount of effort, of course. Another thing that would
help would be the ability to semi-statically delimit the GPU to only allow
running certain streams on certain number of SMs. However, such capability
currently does not exist in CUDA, and likely will not be exposed in the
future.
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5.5 CPU and GPU simulation performance

comparisons

For the multi-process simulations it is sensible to compare the overall simu-
lation performance results by the single characteristic the end user is most
interested in - the simulation time computed per real time. In GROMACS,
it is usually measured in ns/day - amount of nanoseconds of the simulation
runtime per real wall-clock time elapsed for computation.

The input data used for comparison is a model of ADH enzyme in water,
consisting of 134201 atoms.

The simulation is first ran with simulation consisting of 1 PP/PME pro-
cess. The short-range computations are performed on the high-end NVIDIA
GPU GTX TITAN X. The PME part is computed in one case on the same
GPU, and in another case on the CPU (Intel Core i7-5960X). The number
of the OpenMP threads used by the process is varied from 1 to 8.

The resulting simulation performance comparison between the CPU and
GPU PME is presented in Figure 5.4.

Figure 5.4: Simulation performance with a single PP/PME process perform-
ing PME on the CPU/GPU

The GPU implementation is performing better than a CPU one at a
lower number of CPU cores occupied, which makes it viable alternative for
machines with strong GPUs and weaker CPUs.
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For the next comparison the same machine is used, but a simulation
consisting of 2 separate processes is ran: 1 PP and 1 PME process. The
PP process performs the short-range computations on the high-end NVIDIA
GPU GTX TITAN X, as before. The PME process is ran in one case on
the CPU (Intel Core i7-5960X), and in another case on the second NVIDIA
GPU Quadro M6000. The number of the threads used by the processes is
varied from 1 to 8.

The resulting simulation performance comparison between the separate
CPU and GPU PME ranks is presented in Figure 5.5.

Figure 5.5: Simulation performance with a separate PME process working
with the CPU/GPU

This comparison demonstrates not only a noticeable parallelization speed-
up of PME on a dedicated high-end GPU, but also a possibility of offloading
the PME workload onto a GPU from the CPU. This means making the bet-
ter use of the machines with abundant GPU hardware, avoiding the CPU
bottleneck. It is possible to enhance the load balancing algorithm of GRO-
MACS to perform the switching between GPU and CPU PME dynamically
as required.
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Chapter 6

Conclusions, future work

This chapter describes the PME GPU implementation current status and its
future prospects.

6.1 Implementation results

The PME GPU prototype has been implemented using GROMACS open-
source code base within a rather limited scope.

First and foremost, the GPU PME has only been implemented for a single
PME process. This allows it to be ran on a single PP/PME process, or as
a single separate PME process interacting with several PP processes. The
latter allows a single computer with several NVIDIA GPUs to fully utilize its
hardware for the purposes of MD simulations, shifting most of the workload
onto GPUs. However, absence of PME decomposition is a barrier to further
scaling.

The existing load balancing and tuning mechanisms interact correctly
with the PME GPU routines as well.

Only a single interpolation order (4) is currently supported. There is nei-
ther a large effort required nor principal obstacles to implementing different
interpolation orders.

The FFT stages of the algorithm can be performed either on CPU or on
GPU. This leaves a possibility of introducing a multi-process decomposition
into PME GPU with minimal effort, reusing the existing communication
logic.

The code is expected to be integrated into the GROMACS code base
within several months. At the moment of writing it can be accessed at the
public Git repository [10].
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6.2 Multi-process and FFT

Most stages of the PME algorithm should be trivial to adapt for working
only on part of the decomposed grid in the multi-process case. The main
uncertainty for the multi-process GPU implementation of PME is the Fourier
transform. One way to go about it would be using the existing CPU FFTW
Fourier transform calls with the MPI communication.

Another option would be getting the cuFFT for use with MPI. Techniques
for direct GPU-to-GPU communication, like NVIDIA GPUDirect, should
definitely be tried in that case.

However, a full 3D Fourier transform on a distributed grid requires 2 all-
to-all communications. That would mean at least 6 copy operations of the
local part of the grid between the host and the GPU - at least 12 during the
single MD step. Such behaviour is rather undesirable, as memory transfers
incur additional synchronisation latencies. As it has been shown in Section
5.3, even in a single process case better cuFFT performance can be desired.

The question of the efficient communication of the grid data is important
for the FFT and the wrapping/spreading stages, doubly so for a GPU.

6.3 PME interpolation order

The only supported B-spline interpolation order in the current PME GPU
implementation is 4. While the commonly used values for the PME inter-
polation order are 4 and 5, as suggested in [6], the value of 4 allows for
exactly 32/42 = 2 particles processed by a single warp within spread and
gather parts of the algorithm with neither idle threads nor thread divergence
(non-uniform conditional behaviour within a warp, see CUDA glossary). As
32 is not divisible by 5, with PME interpolation order of 5 those issues will
certainly come up.

Continuing this line of thought, interpolation order of 8 might be inter-
esting to try out, as it will eliminate idle threads and divergence as well.
The implementation would require only a relatively small effort to adapt to
orders other than 4. It would most likely prove useful in a multiprocess case,
since increasing the Fourier grid spacing and the interpolation order is a way
to decrease the FFT communication requirements.

6.4 Scheduling

As it has been shown in Section 5.4, scheduling both short- and long-range
work on the same GPU within a single process with the ultimate goal of
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minimizing the critical path runtime is already a problematic task. There
are a few plausible long-term solutions:

• Persistent kernels running in the background and polling the host mem-
ory for work;

• Reworking the structure of the program to get away from the strict
”one command stream = one part of the algorithm” decomposition
logic. Adoption of the more flexible approach: constantly resorting all
the PME and NB work chunks into high and low priority streams, using
the actual runtime estimates.

The recommended way of using the implementation in its current state is
launching a separate PME process on a dedicated GPU instead of a mixed
PP/PME process. This way alleviates the overlapping problems, and also
allows for PP decomposition over multiple processes.
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[11] Szilárd Páll, Mark James Abraham, Carsten Kutzner, Berk Hess, and
Erik Lindahl. Solving Software Challenges for Exascale: International
Conference on Exascale Applications and Software, EASC 2014, Stock-
holm, Sweden, April 2-3, 2014, Revised Selected Papers, chapter Tack-
ling Exascale Software Challenges in Molecular Dynamics Simulations
with GROMACS, pages 3–27. Springer International Publishing, Cham,
2015.

[12] Romelia Salomon-Ferrer, Andreas W. Götz, Duncan Poole, Scott Le
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